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Preface
Sean O’Keefe

In each of our lives there are a few events that forever serve as reminders of what
was, what is, and what ultimately can be. Those few events and the dates on which
they occurred serve as lenses through which we judge the successes of yesterday,
gauge the relative importance of decisions facing us today, and ultimately decide the
course we set for tomorrow. February 1, 2003 serves as one such date for me; the
event was NASA’s tragic loss of the space shuttle Columbia and her crew.
On that particular day, I expected to welcome home seven courageous individuals
who chose as their mission in life to push the boundaries of what is and what can
be, explorers of the same ilk and fervor as Lindbergh, Lewis and Clark, Columbus,
and the Wright Brothers. But on that particular day I witnessed tragedy. We were
reminded that exploration is truly a risky endeavor at best, an endeavor that seven
individuals considered worthy of risking the ultimate sacrifice as they pursued the
advances in the human condition that always stem from such pursuits.
And there on the shuttle landing strip at the Kennedy Space Center as I stood with
the Columbia families, I also witnessed extraordinary human courage. Their commitment to the cause of exploration served as inspiration in the agonizing days, weeks,
and months that were to come.
For NASA, that date initiated intense soul-searching and in-depth learning. We
sought answers for what went wrong. We asked ourselves what we could have done
to avoid such a tragedy and we asked what we could do to prevent another such
tragedy. We never questioned whether the pursuit of exploration and discovery
should continue, as it seems to be an innate desire within the human heart, one that
sets humanity apart from other life forms in that we don’t simply exist to survive.
We did, however, question everything about how we approached the high-risk mission of exploration.
In the final analysis, what we found was somewhat surprising, although in retrospect it should not have been. It was determined that the cause of such tragedy was
twofold. The physical cause of the accident was determined to be foam insulation
that separated from the external tank and struck the wing’s leading edge, creating a
fissure in the left, port side of the shuttle orbiter. But we also found the organizational
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cause, which proved just as detrimental in the end. The organizational cause was the
more difficult for us to grasp because it questioned the very essence of what the
NASA family holds so dear: our “can-do” attitude and the pride we take in skills
to achieve those things once unimagined. The organizational cause lay in the very
culture of NASA, and culture wasn’t a scientific topic NASA was accustomed to
considering when approaching its mission objectives.
We found that the culture we had created over time allowed us (1) to characterize
a certain risk (foam shedding) as normal simply because we hadn’t yet encountered
such a negative outcome from previous shedding; (2) to grow accustomed to a chain
of command that wasn’t nearly as clear as we thought was the case; and (3) to more
aptly accept the qualified judgments of those in positions of authority rather than
seriously considering the engineering judgments of those just outside those positions.
In short, we were doing what most of us do at some point in time by trusting what
is common and supposedly understood rather than continually probing for deeper
understanding. The same thing can happen within any industry or organization over
time, and we thus limit what can be by establishing as a boundary what currently is.
That happened within NASA. But this tendency is present in most of us.
The more frequently we see events, conditions, and limitations, the more we think
of them as normal and simply accept them as a fact of life. Such is human nature.
For most Americans, encountering the homeless on any city block in any metropolitan area is unremarkable. Few among us would even recall such an encounter
an hour later even if an expansive mood had prompted a modest donation. Sadly,
this condition has become a common occurrence in our lives and not particularly
notable. And while many of us may have become numb to this condition, it is still
a tragedy of great proportions that must be addressed.
But consider the reaction of someone who had never encountered a homeless
person forced to live on the streets. Likely, this uninitiated person would come to the
aid of the first helpless soul encountered, driven by the desire to do something. Such
emotion would be inspired by witnessing the same tragedy most urban dwellers see
each and every day. But because it would be the first time, the event would prompt
extraordinary action. Indeed, such an encounter would likely force one to wonder
how a civilized society could possibly come to accept such a condition for anyone
among us. It would be a remarkable event because it had never been witnessed
before.
The more we see abnormality, the more dulled our senses become. The frequency
of “foam” insulation strikes to the orbiter was sufficiently high to be dismissed as
unremarkable and of limited consequence. Why are we surprised when aerospace
engineers react just like the rest of us?
But the price for yielding to this human tendency can be horrible tragedy, just as
it was on the morning of February 1, 2003. The challenge is to blunt the tendency
to react based on frequency of incident and to seek to explain and understand each
event. That requires an extraordinary diligence, sensitivity, and awareness uncharacteristic of most humans. It is the rare person who possesses such traits. But the stakes
are too high to settle for anything less.

Preface xix
We were offered the rare opportunity to learn from our tragedies just as profoundly
as we do from our triumphs. That was certainly true of the Columbia tragedy. At
NASA, the self-reflection that resulted from that event led us to recalibrate – it
revived that natural curiosity within us and served as a lens for gauging the importance of issues facing NASA on a daily basis, such that we continually sought to ask
the right questions and to secure the right data before making the important decisions. In the end, NASA will be a stronger organization for having gone through
such intense self-examination and public scrutiny.
Those looking at NASA from just outside its gates have the greatest opportunity of
all – to learn from the hard lessons of others without experiencing the pain as deeply
for themselves. The analyses contained within this book capture the collective work
of 35 distinguished individuals representing 12 respected organizations of learning,
each serving as an authority in their area of authorship, yet all bound by one common belief, that there is more to be learned from the Columbia tragedy than what
is already being applied within NASA. Each chapter analyzes the tragedy from a
different perspective, and each chapter’s ensuing commentary is worthy of careful
consideration by many organizations today. To be sure, not all of the commentary
endorses the actions taken within NASA, and some comments surely surface issues
that merit further thought. Similarly, there are conclusions and critiques herein that I
do not necessarily support or concur with. But there is great value in these divergent
perspectives and assessments. Our Columbia colleagues and their families deserve no
less than this rigorous debate. The value of this work for other organizations will be
important. While using NASA as a case study, this work, and many of the trenchant
observations contained herein, will certainly serve to promote and ensure the success
of any organization involved in very complex, high-risk endeavors. It is my belief
that this study will serve as one of those lenses by which many organizations chart
their course for tomorrow.

Part I

INTRODUCTION
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INTRODUCTION: ORGANIZATIONAL
ASPECTS OF THE COLUMBIA
DISASTER
Moshe Farjoun and William H. Starbuck

On February 1, 2003, the space shuttle Columbia disintegrated in a disaster that killed
its crew. When Columbia began its descent, only a handful of NASA engineers were
worried that the shuttle and its crew might be in danger. Minutes later, a routine
scientific mission became a nonroutine disaster.
Disasters destroy not only lives but also reputations, resources, legitimacy, and
trust (Weick, 2003). However, disasters also dramatize how things can go wrong,
particularly in large, complex social systems, and so they afford opportunities for
reflection, learning, and improvement. Within two hours of losing the signal from
the returning spacecraft, NASA’s Administrator established the Columbia Accident
Investigation Board (CAIB) to uncover the conditions that had produced the disaster
and to draw inferences that would help the US space program to emerge stronger
than before (CAIB, 2003). Seven months later, the CAIB released a detailed report
that includes its recommendations.
The CAIB identified the physical cause of the accident to be a breach in the
thermal protection system on the leading edge of the left wing, caused by a piece of
the insulating foam that struck the wing immediately after launch. However, the
CAIB also said that the accident was a product of long-term organizational problems.
Therefore, the CAIB’s report provided not only an account of the technical causes
of the Columbia accident, but an account of its organizational causes. Thus, the CAIB
wondered: Why did NASA continue to launch spacecraft despite many years of
known foam debris problems? Why did NASA managers conclude, despite the concerns of their engineers, that the foam debris strike was not a threat to the safety of
the mission? Tragically, some of the problems surfaced by the CAIB had previously
been uncovered during the Challenger investigation in 1986. How could NASA have
forgotten the lessons of Challenger? What should NASA do to minimize the likelihood of such accidents in the future?
Although the CAIB’s comprehensive report raised important questions and offered
answers to some of these questions, it also left many major questions unanswered.
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For example, why did NASA consistently ignore the recommendations of several
review committees that called for changes in safety organization and practices? Did
managerial actions and reorganization efforts that took place after the Challenger
disaster contribute, both directly and indirectly, to the Columbia disaster? Why did
NASA’s leadership fail to secure more stable funding and to shield NASA’s operations
from external pressures? This book reflects its authors’ collective belief that there is
more to be learned from the Columbia disaster. We dissect the human, organizational,
and political processes that generated the disaster from more perspectives than the
CAIB report, and we try to extract generalizations that could be useful for other
organizations engaged in high-risk ventures – such as nuclear power plants, hospitals, airlines, armies, and pharmaceutical companies. Some of our generalizations
probably apply to almost all organizations.
Indeed, although the CAIB said a lot about the human, organizational, and political causes of the Columbia disaster and the necessary remedies in those domains, it
appears that it may not have said enough. At least, NASA appears to be discounting
the CAIB’s concerns in these domains. In February 2005, two years after the disaster,
the New York Times reported that NASA was intending to resume launches before
it had made all the corrections that the CAIB had deemed essential, and NASA’s
management seemed to be paying more attention to its technology than to its organization. According to this report, NASA was rushing back to flight “because of President
Bush’s goal of completing the International Space Station and beginning human
exploration of the Moon and Mars” (Schwartz, 2005). In other words, NASA is again
allowing its political environment, which has no technological expertise whatever, to
determine its technological goals and schedules. This pattern has repeated through
NASA’s history, and it was a major factor in both the Challenger and Columbia disasters.
This book enlists a diverse group of experts to review the Columbia disaster and to
extract organizational lessons from it. Thanks to the documentation compiled by the
CAIB, as well as other NASA studies, this endeavor involves a rich and multifaceted
exploration of a real organization. Because disasters are (thankfully) very unusual,
we need to use multiple observers, interpretations, and evaluation criteria to experience history more richly (March et al., 1991). Some contributors to this book draw
conclusions very different from the CAIB’s.
As the CAIB concluded, the accident did not have simple and isolated causes.
There were many contributing factors, ranging from the environment, to NASA’s
history, policy and technology, to organizational structures and processes and the
behaviors of individual employees and managers. The breadth and complexity of
these factors call for a research inquiry that examines both specific factors and
their combined effects. The unfortunate precedent of the Challenger disaster in 1986
provides an opportunity to compare two well-documented accidents and consider
how NASA developed over time.
This book is very unusual in the field of organization studies because it is a
collaborative effort to dissect a decision-making situation from many perspectives.
The nearest forerunners are probably Allison and Zelikow’s (1999) book on the
Cuban missile crisis and Moss and Sills et al.’s (1981) book about the accident at
Three Mile Island, which also used multiple lenses to interpret single chronologies of
events. Overall, there are almost no examples of organizational research that bring
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together such a diverse group of experts to discuss a specific event and organization,
so this project is the first of its kind.
Columbia exemplifies events that have been occurring with increasing frequency,
and NASA exemplifies a kind of organization that has been growing more prevalent
and more important in world affairs. Humanity must come to a better understanding
of disasters like Columbia and must develop better ways of managing risky technologies
that require large-scale organizations. Although many humans embrace new technologies eagerly, they are generally reluctant to accept the risks of real-life experimentation with new technologies. Some of these new technologies, like the space shuttle,
involve degrees of complexity that exceed our abilities to manage them, and our
efforts to manage these technologies create organizations that, so far, have been too
complex to control effectively. NASA and the space shuttle program have surpassed
organizational limits of some sort. The space shuttle missions are complex phenomena in which technical and organizational systems intertwine. On top of this complexity, NASA was operating under challenging conditions: budgetary constraints,
severe time pressures, partially inconsistent efficiency and safety goals, personnel
downsizing, and technological, political and financial uncertainty. However, some
organizations appear to be less prone to failure and others more so. What produces
these differences? Are well-meaning people bound to produce bad outcomes? Finally,
can societies, organizations, and people learn from failures and reduce or remove
dangers? How can organizations, medium and large, limit their failures, and how can
organizations and people increase their resilience when operating at their limits?

CHAPTER OVERVIEW
The book has four main sections. Part II examines the context in which the Columbia
disaster occurred. It includes a historical overview, a comparison of the Challenger
and the Columbia disasters, a focused examination of the shuttle program’s recent
history, and an examination of the disaster in the larger context of space transportation. Part III examines three major influences on decision-making in the shuttle
program: language, time, and attention. These influences were not limited to a
particular decision but played out in several decision episodes preceding the disaster.
Part IV focuses on a controversial part of the disaster: the failure to seek additional
photographic images of the areas of Columbia that had been hit by debris during
liftoff. Part V of the book moves beyond explanation of the Columbia disaster to
suggest ways in which NASA and other organizations can decrease the likelihood of
failure and become more resilient.
There is some redundancy because authors want their chapters to be independent
of one another.

Part II: The Context of the Disaster
In chapter 2, Moshe Farjoun provides a historical analysis of the space shuttle
program at NASA. He focuses on key events and developments that shed light on the
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Columbia disaster and its aftermath. The historical analysis underscores how early
policy and technological decisions became relatively permanent features of the shuttle’s
working environment. Farjoun argues that aspects of that working environment, such
as tight linkage between the shuttle program and the International Space Station, schedule pressures, the technological design of the shuttle, and its characterization as an
“operational” rather than developmental vehicle have long historical roots. He concludes
that history may repeat itself because the governing policies and resource decisions
remain relatively intact. Patterns repeat and lessons are not learned not only because
learning processes are ineffective but also for motivational and political reasons.
In chapter 3, Diane Vaughan also considers whether NASA has learned from mistakes.
She compares NASA’s two space shuttle disasters, the Challenger’s and the Columbia’s.
Her analysis, as well as that of subsequent chapters, identifies many similarities between
the causes and contributing factors of these two disasters. She particularly discusses how,
for years preceding both accidents, technical experts defined risk away by repeatedly
normalizing technical anomalies that deviated from expected performance. Based on
her reviews of the changes NASA made after the two accidents, she argues that in order
to reduce the potential for gradual slides and repeating negative patterns, organizations must go beyond the easy focus on individual failure to identify the social causes
in organizational systems, a task requiring social science input and expertise.
In chapter 4, Moshe Farjoun revisits the period from 1995 to 2003 that preceded
the Columbia disaster. He identifies this period as one in which the shuttle program
encountered a safety drift, incrementally sliding into increasing levels of risk. He
infers that, in 1999, less than four years before the Columbia disaster, NASA missed
two major learning opportunities to arrest or reverse safety drift: the STS-93 Columbia mishaps and the Jet Propulsion Laboratory (JPL) Mars robotic failures. Many
of the factors contributing to these failures also contributed to the Columbia disaster.
Farjoun examines the impediments to learning and corrective actions during this
safety drift. He lists several potential reasons as to why NASA failed to exploit these
learning opportunities, including faulty knowledge-transfer mechanisms between programs, incomplete learning processes, and problematic leadership transition.
Chapter 5, by Karlene H. Roberts, Peter Madsen, and Vinit M. Desai, examines the
failure of the Columbia STS-107 mission in the larger context of space transportation. They argue that the Columbia disaster was an instance of a broad phenomenon
that underlies organizational failures – which they call the “space between.” Drawing
on previous research on high-reliability organizations, they argue that organizations
encounter problems by neglecting coordination and failing to ensure independence
of activities. They use an interesting comparison between the shuttle program and
Aerospace Corporation, a private organization that provides launch verification and
other services to the US Air Force, to show how projects can guarantee true independence in safety organization.

Part III: Influences on Decision-Making
In chapter 6, William Ocasio examines the interplay between language and culture in
the Columbia disaster. Using historical and archival analysis, Ocasio examines how
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the “vocabulary of safety” contributed to the disaster. He finds that within the culture
of the space shuttle organization, the meaning of “safety of flight” was ambiguous
and people viewed safety as a minimal constraint to satisfy rather than a goal to
raise. Organizational culture and ambiguous linguistic categorizations made risk more
opaque, but the opacity of risk was not a root cause of the Columbia disaster. Ocasio
uses the Columbia case to extract important lessons for managing organizations with
risky technologies, with special emphasis on the role of language at different levels of
organizations – corporate strategy, ongoing operations, and accident response.
In chapter 7, Sally Blount, Mary Waller, and Sophie Leroy focus on a key contributing factor in the Columbia disaster – the existence of time pressure and its particular
manifestation in overly ambitious and rigid deadlines. They argue that ongoing time
pressure and associated time stress, as well as the time-urgent culture that ultimately
emerged, sowed the seeds of disaster. The authors specifically examine the organizational effects of the now notorious February 19, 2004 deadline: the cognitive focus
became time, time stress rose, and information-processing and decision-making capabilities deteriorated. They conclude, “Time, rather than safety or operational excellence,
became the most valued decision attribute. Thus, when ambiguous information was
encountered, safety risks were systematically underestimated, while the costs of delay
were overestimated. And in the end, bad decisions were made by good people.”
Chapter 8, by Angela Buljan and Zur Shapira, examines how attention to production schedule as opposed to safety served as a determinant of risk-taking in NASA’s
decision to launch Columbia. The authors argue that the decision to launch the
Columbia without ascertaining the proper functioning of the heat insulation replicates
the disastrous decision to launch the Challenger. They use a model of risk-taking
behavior based on how managers allocate attention between conflicting safety and
time targets. Using this model, Buljan and Shapira demonstrate how the pressures to
meet the target date for launch became the focus of attention at the expense of more
attention to safety, both before the Columbia flight and during the flight itself.

Part IV: The Imaging Debate
In chapter 9, Karl E. Weick traces the fate of an equivocal perception of a blurred
puff of smoke at the root of the left wing of the shuttle 82 seconds after takeoff. He
argues that units and people within NASA made sense of this equivocal perception
in ways that were more and less mindful. Had mindfulness been distributed more
widely, supported more consistently, and executed more competently, the outcome
might well have been different. Karl’s analysis of the imaging events demonstrates
that decision-making is not so much a stand-alone one-off choice as it is an
interpretation shaped by abstractions and labels that are part of the ongoing negotiations about the meaning of a flow of events.
In chapter 10, Scott A. Snook and Jeffrey C. Connor examine the imaging episode
from a more structural perspective. They see striking similarities between three
seemingly different tragedies – Children’s Hospital in Boston, friendly fire in northern
Iraq, and the Columbia imagery decision. All three cases exemplify “best in their

8

Farjoun and Starbuck

class” highly admired and complex organizations. Yet, all three instances involved
a troubling pattern that they call “structurally induced inaction”: despite the multiplicity of experts, nobody acts at a crucial moment. These instances of inaction are
tragic. The authors identify conditions and mechanisms that seem to increase the
likelihood of this pattern of failure. The chapter concludes by discussing how decision processes can counter structurally induced inaction.
In chapter 11, Raghu Garud and Roger Dunbar focus on an aspect of ambiguous
threats that they call data indeterminacy. They view data as indeterminate if multiple
perspectives within an organization generate ambiguities that obscure the significance of events in real time. They argue that NASA and the Columbia disaster
illustrate a tension between two modes of operation: normal and exploratory. Each
of these modes constitutes a different organizing mode for distributed knowledge,
and combining the modes produces data indeterminacy. Garud and Dunbar use the
imaging story to show how attempting to accommodate both organizing modes
simultaneously makes the significance of available real-time data indeterminate, so
that ways to react become impossible to discern. They conclude that, in high-risk
situations, the emergence of indeterminacy can have disastrous consequences, as was
the case with STS-107.
In Chapter 12, Amy C. Edmondson, Michael A. Roberto, Richard M.J. Bohmer,
Erika M. Ferlins, and Laura R. Feldman introduce the notion of the recovery window
to examine how high-risk organizations deal with ambiguous threats. They define
recovery window as a period following a threat in which constructive collective
action is feasible. Their analysis characterizes the Columbia’s recovery window – the
period between the launch of the shuttle when shedding debris presented an ambiguous threat and the disastrous outcome 16 days later – as systematically underresponsive. Based on their analysis, the authors propose that a preferred response to
ambiguous threats in high-risk systems would be an exploratory response characterized by over-responsiveness and a learning orientation.
Chapter 13, by Frances Milliken, Theresa K. Lant, and Ebony Bridwell-Mitchell,
uses the imaging episode to examine barriers to effective learning about potential
problems in organizations. Using an organizational learning lens, they discuss how
an organizational context so beset with complexity and ambiguity can make effective learning extremely difficult. They argue that under these conditions formal and
informal power relations often determine which interpretive frame “wins.” The authors
discuss how at least two different interpretation systems were at work in the imaging
decision. Their chapter specifies the mechanisms by which this interpretive conflict
was resolved and suggests ways in which organizations can use constructive conflict
to improve learning and interpretation under trying conditions.

Part V: Beyond Explanation
Chapter 14, by Nancy Leveson, Joel Cutcher-Gershenfeld, John S. Carroll, Betty
Barrett, Alexander Brown, Nicolas Dulac, Lydia Fraile, and Karen Marais, opens the
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last part of the book by examining system approaches to safety. The authors argue
that traditional ways of reducing risks focus on components rather than interdependent systems, and they offer a framework drawn from engineering systems and
organization theory to understand accidents and safety in a more comprehensive
way. They use the NASA shuttle disasters – Challenger and Columbia – as a window
onto complex systems and systems approaches to safety. In particular, they examine
the role of professional groups such as engineers and managers in the context of
interdependent technical, social, and political systems.
Chapter 15, by David D. Woods, examines patterns present in the Columbia accident in order to consider how organizations in general can learn and change before
dramatic failures occur. David argues that the factors that produced the holes in
NASA’s organizational decision-making are generic vulnerabilities that have contributed to other failures and tragedies across other complex industrial settings.
Under the umbrella of what he calls resilience engineering, Woods discusses ways in
which organizations can better balance safety and efficiency goals and can establish
independent, involved, informed, and informative safety organizations.
Chapter 16, by William Starbuck and Johnny Stephenson, provides a blueprint for
making NASA more effective. The chapter reviews key properties of NASA and its
environment and the organizational-change initiatives currently in progress within
NASA, and then attempts to make realistic assessments of NASA’s potential for
future achievement. In the authors’ opinion, some environmental constraints make it
difficult, if not impossible, for NASA to overcome some challenges it faces, but there
do appear to be areas that current change efforts do not address, and areas where
some current efforts appear to need reinforcement.
Chapter 17 was written by Henry McDonald, who served as a center director
at NASA and who headed the Shuttle Independent Assessment Team (SIAT) that
was formed to study increases in shuttle failures around 1999. The SIAT report
anticipated many of the contributing factors of the Columbia disaster. Based on
his review of all the other chapters in this volume, Henry McDonald offers his
observations on NASA and on the lessons it should draw from this volume. He offers
a view of the events preceding the disaster, and he particularly discusses the extent
to which NASA has implemented the SIAT report. He comments on how the different
chapters in this book reinforce or deviate from the CAIB report, and discusses
potential lessons NASA could and should have drawn from organization and management theory.
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SYNOPSIS: NASA, THE CAIB
REPORT, AND THE COLUMBIA
DISASTER
NASA AND THE HUMAN SPACE FLIGHT PROGRAM
The National Aeronautics and Space Administration (NASA) formed on October 1,
1958 in response to the launch of Sputnik by the Soviet Union. Almost immediately
it began working on options for manned space flight. NASA launched the first space
shuttle mission in April 1981. In addition to the human space flight program, NASA
also maintains an active (if small) aeronautics research program, a space-science program, and an Earth-observation program, and it conducts basic research in a variety
of fields (CAIB, 2003: vol. 1, 16).
There are three major types of entities involved in the human space flight
program: NASA field centers, NASA programs carried out at those centers, and
industrial and academic contractors. The centers provide the infrastructure and
support services for the various programs. The programs, along with field centers and
headquarters, hire civil servants and contractors from the private sector to support
aspects of their enterprises.
NASA’s headquarters, located in Washington, DC, is responsible for leadership and
management across NASA’s main enterprises and provides strategic management for
the space shuttle and International Space Station (ISS) programs. The Johnson Space
Center in Houston, Texas, manages both the space shuttle and the space station.
The Kennedy Space Center, located on Merritt Island, Florida, adjacent to the Cape
Canaveral Air Force Station, provides launch and landing facilities for the space
shuttle. The Marshall Space Shuttle Flight Center, near Huntsville, Alabama, operates
most of NASA’s rocket propulsion efforts. Marshall also conducts microgravity
research and develops payloads for the space shuttle. The two major human space
flight efforts within NASA are the space shuttle program and ISS program, both
headquartered at Johnson although they report to a deputy associate Administrator
at NASA headquarters. The Space Shuttle Program Office at Johnson is responsible
for all aspects of developing, supporting, and flying the space shuttle. To accomplish
these tasks, the program maintains large workforces at various NASA centers. The
Space Shuttle Program Office also manages the Space Flight Operations Contract
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with United Space Alliance – a joint venture between Boeing and Lockheed Martin
that provides most of the contractor support at Johnson and Kennedy, as well as a
small amount at Marshall (CAIB, 2003: vol. 1, 16).

THE COLUMBIA AND THE STS-107 MISSION
NASA launched the space shuttle Columbia on its STS-107 mission on January 16,
2003. On February 1, 2003, as it descended to Earth after completing a 16-day
scientific research mission, Columbia broke apart over northeastern Texas. All seven
astronauts aboard were killed. They were commander Rick Husband; pilot William
McCool; mission specialists Michael P. Anderson, David M. Brown, Kalpana Chawla,
and Laurel Clark; and payload specialist Ilan Ramon, an Israeli (Smith, 2003).
The Space Transportation System (STS) – the space shuttle – consists of an airplanelike orbiter, two solid rocket boosters (SRBs) on either side, and a large cylindrical
external tank that holds cryogenic fuel for the orbiter’s main engines. The SRBs detach
from the orbiter 2.5 minutes after launch, fall into the ocean, and are recovered for
reuse. The external tank is not reused. It is jettisoned as the orbiter reaches Earth
orbit, and disintegrates as it falls into the Indian Ocean (Smith, 2003).
Designated STS-107, this was the space shuttle program’s 113th flight and Columbia’s
28th. Columbia was the first space-rated orbiter, and it made the space shuttle program’s first four orbital test flights. Unlike orbiters Challenger, Discovery, Atlantis,
and Endeavor, Columbia’s payload was insufficient to make it cost-effective for space
station missions. Therefore, Columbia was not equipped with a space station docking
system. Consequently, Columbia generally flew science missions and serviced the
Hubble space telescope.

THE CAIB INVESTIGATION
Within hours of the Columbia break-up, NASA Administrator Sean O’Keefe appointed
an external group, the Columbia Accident Investigation Board (CAIB), to investigate
the accident. Chaired by Admiral (ret.) Harold Gehman, the CAIB released its report
on August 26, 2003, concluding that the tragedy was caused by technical and
organizational failures. The CAIB report included 29 recommendations, 15 of which
the CAIB specified must be completed before the shuttle flights could resume. The
248-page report is available at CAIB’s website (http://www.caib.us]).
The CAIB’s independent investigation lasted nearly seven months. The CAIB’s
13 members had support from a staff of more than 120 and around 400 NASA
engineers. “Investigators examined more than 30,000 documents, conducted more
than 200 formal interviews, heard testimony from dozens of expert witnesses, and
reviewed more than 3,000 inputs from the general public. In addition, more than
25,000 searchers combed vast stretches of the western United States to retrieve the
spacecraft’s debris. In the process, Columbia’s tragedy was compounded when two
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debris searchers with the US Forest Service perished in a helicopter accident” (CAIB,
2003: vol. 1, 9).

THE CAIB’S OBSERVATIONS, CONCLUSIONS, AND RECOMMENDATIONS
The CAIB recognized early on that “the accident was probably not an anomalous,
random event, but rather likely rooted to some degree in NASA’s history and the
Human Space Flight Program’s culture.” Accordingly, the CAIB broadened its
mandate at the outset “to include a wide range of historical and organizational
issues, including political and budgetary considerations, compromises, and changing
priorities over the life of the Space Shuttle Program” (CAIB, 2003: vol. 1, 9).
The physical cause of the loss of Columbia and its crew was a breach in the
thermal protection system on the leading edge of the left wing. A 1.7 pound piece of
insulating foam separated from the external tank at 81.7 seconds after launch and
struck the wing, making a hole in a reinforced carbon carbon panel. “During re-entry
this breach in the Thermal Protection System allowed superheated air to penetrate
through the insulation and progressively melt the aluminum structure of the left
wing, weakening the structure until aerodynamic forces caused loss of control,
failure of the wing, and breakup of the Orbiter. This breakup occurred in a flight
regime in which, given the current design of the Orbiter, there was no possibility for
the crew to survive” (CAIB, 2003: vol. 1, 9). Figure A1 diagrams the physical cause
of the accident.
The flight itself was close to trouble-free (CAIB, 2003: vol. 1, 11). The foam strike
event “was not detected by the crew on board or seen by ground-support teams until
the day after launch, when NASA conducted detailed reviews of all launch camera
photography and videos. This foam strike had no apparent effect on the daily
conduct of the 16-day mission, which met all its objectives” (CAIB, 2003: vol. 1, 11).
Chapter 6 of the CAIB report, titled “Decision Making at NASA,” focuses on the
decisions that led to the STS-107 accident. Section 6.1 reveals that the shedding of
foam from the external tank – the physical cause of the Columbia accident – had a
long history. It illustrates how foam debris losses that violated design requirements
came to be defined by NASA management as an acceptable aspect of shuttle missions – a maintenance “turnaround” problem rather than a safety of flight concern.
Table A1, adapted from figure 6.1–7 of the CAIB report, provides the history of foam
debris losses up to the Columbia disaster.
Section 6.2 of the CAIB report shows how, at a pivotal juncture just months before
the Columbia accident, the management goal of completing Node 2 of the ISS by
February 19, 2004, encouraged shuttle managers to continue flying, even after a
significant bipod foam debris strike on STS-112. Section 6.3 discusses NASA’s failure
to obtain imagery from Department of Defense (DOD) satellites to assess the damage
caused by the foam debris. It notes the decisions made during STS-107 in response
to the bipod foam strike, and reveals how engineers’ concerns about risk and safety
were competing with – and were defeated by – management’s belief that foam could
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The insulating foam
strikes the wing,
making a hole in a
reinforced carboncarbon panel.

A 1.7 pound piece of
insulating foam
separates from the
External Tank at 81.7
seconds after launch.

External Fuel Tank. A
large cylindrical tank
that holds cryogenic
fuel for the orbiter's
main engines. This is
not reused but
disintegrates as it falls
back into the Indian
Ocean.

Solid Rocket Boosters.
These detach from the
orbiter 2.5 minutes
after the launch, fall
into the ocean, and are
recovered for reuse.

Left bipod ramp. This
foam ramp insulates
one of the forward
connections anchoring
the external fuel tank
to the space shuttle. It
was this foam that
broke off after launch.

The space shuttle
Columbia lifts off from
launch pad 39-A at the
Kennedy Space Center,
Florida at 9.39am
January 16 to begin the
STS-107 mission.

Figure A1
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Table A1
loss
Mission

14 flights that had significant thermal protection system damage or major foam

Date

Comments

STS-1
April 12, 1981
STS-7
June 18, 1983
STS-27R December 2, 1988

Lots of debris damage. 300 tiles replaced.
First known left bipod ramp foam-shedding event.
Debris knocks off tile; structural damage and near burn
through results.
STS-32R January 9, 1990
Second known left bipod ramp foam event.
STS-35
December 2, 1990
First time NASA calls foam debris a “safety of flight issue,”
and a “re-use or turnaround issue.”
STS-42
January 22, 1992
First mission after which the next mission (STS-45)
launched without debris in-flight anomaly closure/
resolution.
STS-45
March 24, 1992
Damage to wing RCC Panel 10-right. Unexplained anomaly,
“most likely orbital debris.”
STS-50
June 25, 1992
Third known bipod ramp foam event. Hazard Report 37: an
“accepted risk.”
STS-52
October 22, 1992
Undetected bipod ramp foam loss (fourth bipod event).
STS-56
April 8, 1993
Acreage tile damage (large area). Called “within experience
base” and considered “in-family.”
STS-62
October 4, 1994
Undetected bipod ramp foam loss (fifth bipod event).
STS-87
November 19, 1997 Damage to orbiter thermal protection system spurs NASA
to begin nine flight tests to resolve foam-shedding. Foam
fix ineffective. In-flight anomaly eventually closed after
STS-101 classified as “accepted risk.”
STS-112 October 7, 2002
Sixth known left bipod ramp foam loss. First time major
debris event not assigned an in-flight anomaly. External
tank project was assigned an Action. Not closed out until
after STS-113 and STS-107.
STS-107 January 16, 2003
Columbia launch. Seventh known left bipod ramp foam loss
event.
Source: Quoted from CAIB, 2003: vol. 1, fig. 6.1–7.

not hurt the orbiter, as well as the desire to keep on schedule. Table A2, adapted
from pages 166–7 of the CAIB report, summarizes the imagery requests and missed
opportunities.
In relating a rescue and repair scenario that might have enabled the crew’s safe
return, Section 6.4 grapples with yet another latent assumption held by shuttle
managers during and after STS-107. They assumed that, even if the foam strike had
been discovered, nothing could have been done (CAIB, 2003: vol. 6, 121). There
were two main options for returning the crew safely if NASA had understood the
damage early in the mission: repairing the damage in orbit, or sending another
shuttle to rescue the crew. The repair option, while logistically viable, relied on so
many uncertainties that NASA rated this option as “high-risk” (CAIB, 2003: vol. 6,
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Table A2 Imagery requests and missed opportunities
Imagery requests
1. Flight Day 2. Bob Page, chair, Intercenter Photo Working Group to Wayne Hale, shuttle
program manager for launch integration at Kennedy Space Center (in person).
2. Flight Day 6. Bob White, United Space Alliance manager, to Lambert Austin, head of the
Space Shuttle Systems Integration at Johnson Space Center (by phone).
3. Flight Day 6. Rodney Rocha, co-chair of Debris Assessment Team to Paul Shack, manager,
Shuttle Engineering Office (by email).
Missed opportunities
1. Flight Day 4. Rodney Rocha inquires if crew has been asked to inspect for damage. No
response.
2. Flight Day 6. Mission Control fails to ask crew member David Brown to downlink video he
took of external tank separation, which may have revealed missing bipod foam.
3. Flight Day 6. NASA and National Imagery and Mapping Agency personnel discuss possible
request for imagery. No action taken.
4. Flight Day 7. Wayne Hale phones Department of Defense representative, who begins
identifying imaging assets, only to be stopped per Linda Ham’s orders.
5. Flight Day 7. Mike Card, a NASA headquarters manager from the Safety and Mission
Assurance Office, discusses imagery request with Mark Erminger, Johnson Space Center
Safety and Mission Assurance. No action taken.
6. Flight Day 7. Mike Card discusses imagery request with Bryan O’Connor, associate
Administrator for safety and mission assurance. No action taken.
7. Flight Day 8. Barbara Conte, after discussing imagery request with Rodney Rocha, calls
LeRoy Cain, the STS-107 ascent/entry flight director. Cain checks with Phil Engelauf, and
then delivers a “no” answer.
8. Flight Day 14. Michael Card, from NASA’s Safety and Mission Assurance Office, discusses
the imaging request with William Readdy, associate Administrator for space flight. Readdy
directs that imagery should only be gathered on a “not-to-interfere” basis. None was
forthcoming.
Source: Quoted from CAIB, 2003: vol. 1, pp. 166–7.

173). NASA considered the rescue option “challenging but feasible” (CAIB, 2003:
vol. 6, 174).
The organizational causes of this accident are rooted in the space shuttle program’s history and culture, including the original compromises that were required to
gain approval for the shuttle from the White House and Congress, subsequent years
of resource constraints, fluctuating priorities, schedule pressures, mischaracterization of the shuttle as operational rather than developmental, and lack of an agreed
national vision for human space flight. Cultural traits and organizational practices
detrimental to safety were allowed to develop. NASA relied on past success as a
substitute for sound engineering practices such as testing to understand why systems
were not performing in accordance with requirements. Organizational barriers prevented effective communication of critical safety information and stifled professional
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differences of opinion. Management was insufficiently integrated across program
elements. An informal chain of command evolved, together with decision-making
processes that operated outside the organization’s rules (CAIB, 2003: vol. 1, 9).
The CAIB judged that there is a “broken safety culture” at NASA (CAIB, 2003:
vol. 1, 184–9). Other factors included schedule pressure (CAIB, 2003: vol. 6, 131–9)
related to the construction of the ISS, budget constraints (CAIB, 2003: vol. 5, 102–5),
and workforce reductions (CAIB, 2003: vol. 5, 106–10). The CAIB concluded that the
shuttle program “has operated in a challenging and often turbulent environment”
(CAIB, 2003: vol. 5, 118), and that “it is to the credit of Space Shuttle managers and
the Shuttle workforce that the vehicle was able to achieve its program objectives for
as long as it did” (CAIB, 2003: vol. 5, 119).
Former astronaut Sally Ride served both on the Rogers Commission that investigated the January 1986 Challenger accident and on the CAIB. During the Columbia
investigation, she said she heard “echoes” of Challenger as it became clear that the
accident resulted from NASA failing to recognize that a technical failure that had
occurred on previous shuttle flights could have safety of flight implications even though
the earlier missions had been completed successfully. In the case of Challenger, the
technical failure was erosion of seals (O-rings) between segments of the solid rocket
booster. Some engineers warned NASA not to launch Challenger that day because
unusually cold weather could have weakened the resiliency of the O-rings. They were
overruled. In the case of Columbia, the technical failure was shedding of foam from
the external tank. The CAIB concluded that “both accidents were ‘failures of foresight’,” and that their similarity demonstrated that “the causes of the institutional failure
responsible for Challenger have not been fixed and if these persistent, systemic flaws
are not resolved, the scene is set for another accident” (CAIB, 2003: vol. 1, 195).
The CAIB report concludes with recommendations, some of which are specifically
identified as “before return to flight.” These recommendations are largely related to
the physical cause of the accident, and include preventing the loss of foam, improved
imaging of the space shuttle from liftoff through separation of the external tank, and
in-orbit inspection and repair of the thermal protection system. Most of the remaining recommendations stem from the CAIB’s findings on organizational causes. While
these are not “before return to flight” recommendations, they capture the CAIB’s
thinking on what changes are necessary to operate the shuttle and on future spacecraft safely (CAIB, 2003: vol. 1, 9).
The report discusses the attributes of an organization that could more safely and
reliably operate the inherently risky space shuttle, but does not provide a detailed
organizational prescription. Among those attributes are: (1) a robust and independent program technical authority that has complete control over specifications and
requirements; (2) an independent safety assurance organization with line authority
over all levels of safety oversight; and (3) an organizational culture that reflects the
best characteristics of a learning organization (CAIB, 2003: vol. 1, 9).
These recommendations reflect both the CAIB’s strong support for return to flight
at the earliest date consistent with the overriding objective of safety, and the CAIB’s
conviction that operation of the space shuttle, and all human space flight, is a
developmental activity with high inherent risks (CAIB, 2003: vol. 1, 9).
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2

HISTORY AND POLICY AT THE
SPACE SHUTTLE PROGRAM
Moshe Farjoun
If you would understand anything, observe its beginning and its
development.
Aristotle

The February 2004 deadline for the “Core Complete” phase of the International Space
Station (ISS) contributed to the Columbia accident in many ways – it pressured the
already stressful space shuttle program, affected the ways information was gathered
and interpreted, competed with engineers’ concerns for safety, and affected other
decision-making priorities (CAIB, 2003: ch. 6; chapter 7 this volume). However, the
Columbia STS-107 mission was also the first flight in two years that was not actually
serving the ISS. In order to understand this apparent disconnect one needs to examine the larger historical context.
Despite the many important changes made at NASA after the Columbia disaster
several of these risky conditions still persist. NASA uses the same complex and risky
technology without adequate substitutes other than foreign spacecraft. The space
shuttle program is still intimately tied to the ailing ISS and needs to serve its
operational needs. And it does all this without significantly higher levels of resources, while still facing skill shortages, and while operating three out of the four
shuttles it had before the disaster. Consequently, a historical analysis can teach us not
only about the context and environment in which the Columbia accident occurred
but also how risky conditions develop and are perpetuated.
The CAIB report, specifically Dr. John Logsdon’s contribution, provides excellent
historical background, explaining the evolution of the space shuttle program. I build
on this account and incorporate information from other primary and secondary
historical sources detailed at the end of this chapter. My intent is not to provide a
detailed organizational and technological history of NASA but to focus on key
events and developments that shed light on the Columbia disaster and more recent
developments. I followed several recommended practices of historical analysis such
as obtaining contemporaneous sources when possible, and validating the data using
multiple sources of evidence (e.g., Lawrence, 1984; Stratt and Sloan, 1989). Because
of differences in sources, focus, and time frame, the key observations that I derive
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2.1 Major events and developments in the space shuttle program and NASA
22
Year
1958
1961
1962
1967
1969
1970
1972

Development

NASA established
President Kennedy’s commitment to lunar landing; the Apollo era begins
John Glenn is the first American to circle the Earth
January: Apollo 1 disaster
July: Apollo 11’s successful mission to the moon
Apollo 13: a near disaster
The space shuttle era – President Nixon’s decision about future spacecraft;
later becomes the space shuttle (1981)
1961–75
After NASA completes several major programs without losing any astronauts
during a space flight, its accomplishments became synonymous with high
reliability.
1981
First shuttle flight (Columbia)
1983
Foam loss events start
1984
President Reagan’s announcement about building a space station within a
decade
1986
January: The Challenger disaster and follow-up investigation by the Rogers
Committee
1988
Return to flight (Discovery)
1990
The Hubble telescope mirror incident
The Augustine Committee established
1992
Daniel Goldin’s tenure as NASA Administrator begins
During the next decade, NASA’s budget is reduced by 40%
1993
A highly successful mission to repair the Hubble telescope
Important vote in Congress on the future of the space station
1995
The Kraft report gives legitimacy to the operational status of the shuttle and to
the “faster, better, cheaper” (FBC) approach
1996
The Space Flight Operations Contract (SFOC) is signed
Goldin starts the X-33 initiative to replace existing technology
1997
Dan Goldin’s second term as NASA’s Administrator
July: Pathfinder’s successful landing on Mars reaffirms Goldin’s FBC approach
1998
International cooperative agreement about the space station (15 nations)
1999
July: Two in-flight anomalies during shuttle Columbia STS-93 mission. Failure
rate increases.
The X-33 program encounters technological barriers and is shut down two
years later
1999–2000 Columbia gets a lengthy overhaul. Because the process reveals many problems,
leaders consider taking it out of service
2000
March: SAIT report, investigating the recent increases in mission failures,
anticipates the Columbia disaster with great accuracy
2001
In response to SAIT, a presidential initiative to finance safety upgrades
The Bush administration enters the White House
Sean O’Keefe becomes NASA’s Administrator
2002
June: The entire shuttle fleet is grounded for several months due to fuel-line
cracks in all four orbiters
October: mission STS-113: most recent foam loss event
2003
February 1: STS-107 Columbia disaster. NASA finds other “accidents waiting
to happen”
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from the historical narrative are not always in agreement with conclusions in the
CAIB report.
My historical analysis underscores how early policy and technological decisions
became relatively permanent features of the shuttle’s working environment. The International Space Station has also played a critical role in the operation of the shuttle
program. History reveals historical parallels and repeated patterns at NASA in addition to the ones associated with the Challenger disaster. Historical developments have
evolved into key constraints that reproduce failures at NASA. NASA and its constituencies will find it difficult to change these constraints and they may not want
to change them.1
I divide the historical narrative into five episodes: the genesis of the shuttle
program (1960s–1970s); the shuttle program and the Challenger (1981–6); the postChallenger era up until NASA’s Administrator Dan Goldin’s tenure (1986–92); Goldin’s
first term (1992–7); and recent years (1997–2003 and beyond). I conclude with key
observations. Table 2.1 summarizes the key events and developments.

HISTORICAL NARRATIVE

The genesis of the shuttle program: the 1960s and 1970s
The first quarter of NASA’s life is different in important ways from the agency’s
subsequent history. In its earliest period, NASA had an entrepreneurial and safetyconscious organizational culture, a huge budget, plenty of autonomy, and a focused
vision. Specifically, the temporal and symbolic goal of getting to the moon before the
Russians was a high priority at NASA and across the nation at the time. In addition,
mission success and safety goals had precedence over concerns about soaring costs
and meeting budgets. In order to understand the environment in which the space
shuttle Columbia disaster occurred in 2003, therefore, it is important to understand
the environment that evolved as an aftermath to the successful Apollo mission to the
moon in 1969.
NASA’s success in landing a man on the moon created a public legacy of high
expectations. It created challenging standards within NASA and shaped its technology, its management, its “can-do” culture, and its ambitions. The momentum of
Apollo 11’s success carried NASA’s manned programs forward into the 1970s. At the
same time, NASA’s budget figures indicate that after a peak in the Apollo era, NASA
obtained a drastically lowered share of federal spending (CAIB, 2003: ch. 5, p. 102),
a trend that continued throughout the next three decades. With Apollo’s success,
there was a lessened sense of urgency for space exploration. NASA had to find new
challenges that could inspire in a way similar to the Apollo programs in order to
justify continued funding.
The new vision, the related policy, and the technological decisions negotiated and
drafted in the 1970–2 period placed the space shuttle program on a long-term trajectory
that culminated in the Columbia disaster and will continue to affect NASA for years
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to come. To understand the “echoes” of history that resound in the shuttle program
is to appreciate the unintentional consequences of three fateful decisions. The first
of these was the intertwined vision that linked the space station with the space
shuttle.
From their initial conception, the fates of the space shuttle and the space station
have been linked. NASA’s grand vision was to develop a constellation of space shuttles
and then a mission to Mars. The concept of a transport vehicle – or space shuttle –
to take crews and supplies to a space station was the logical first step in NASA’s
ultimate plan of establishing a permanently manned space station. To keep space
travel costs down, NASA sought to develop a fully reusable vehicle. That vehicle
would satisfy the servicing demands of the station with regularly scheduled launches.
The interdependence between the space shuttle and space station projects has increased over time and led to many benefits, including enabling NASA to survive.
However, the station–shuttle combination did not develop as planned (Cabbage and
Harwood, 2004).
The second and third fateful decisions related to the shuttle’s technological design
and to the claim that it had achieved operational status. These decisions were made
in a challenging funding environment where NASA’s grand vision of a space station
serviced by scheduled space shuttle flights had little relation to the political realities
of the time. With new domestic priorities after the Vietnam War, a decreased budget,
and no desire to commit to another large space program, President Nixon initially
rejected NASA’s proposals. He directed budget cuts, deferred plans for the space
station, and left NASA with no justification for its proposed shuttle. The discussion
process that took place around 1970–2 involving NASA, the Department of Defense
(DOD), Congress, and the White House sought to produce a new and economic rationale
for the shuttle (Jenkins, 2002). These negotiations, as well as debates within NASA,
resulted in decisions to support a technologically compromised shuttle design based
on the risky premise that it was possible to build a “routine” space transportation
vehicle. Some would argue that this decision also led to the prolonged abandonment
of deep space exploration.
NASA’s failure to convince Congress and the White House of the value of a
shuttle to serve manned space flight forced it to ally with the DOD and to justify the
shuttle on economic grounds. The new proposal argued for the launching of all
government and private sector payloads on one reusable space vehicle and it was
assumed that this concentrated use would reduce the costs. It would also be the only
US launch vehicle available in the 1980s and later. To justify this investment and
counter dissident views, NASA’s optimistic projections promised about 50 shuttle
missions a year. In an environment of shrinking resources, routine and predictable
operations and results became more important. By making this proposal, NASA
gained predictable funding, but it had to shift resources from R&D to operations.
In the reusable space shuttle, safety efforts and capabilities are often traded off
against additional costs and more frequent space flights. To meet its budget requirements, NASA had to make big tradeoffs – it achieved short-term savings that
produced a transport vehicle that had, in fact, high operating costs and greater risks
than was initially projected (e.g., no crew escape system). Therefore, a program
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promising reliability and cost efficiency resulted instead in an ongoing, nevercompleted developmental program that should never have reached the operational
status that NASA and the nation in fact accorded it (CAIB, 2003: ch. 1). The average
flight rate of the shuttle was about one-tenth of what was initially promised, and the
vehicle has proved both difficult and costly to operate, only semi-reusable, riskier
in many ways than expected, and on two occasions it has catastrophically and
fatally failed.
The broad acceptance of the compromised technological design of the shuttle, the
promise that it would be able to achieve regular and efficient operations, and the
vision of the space shuttle easily servicing the space station together constituted a
triad of fateful decisions. They were born as NASA strove for survival, but they have
had lasting and unintended consequences. Despite subsequent upgrades, the technological design of the shuttle has embodied less safety than intended from the beginning. Moreover, a by-product of the shuttle’s economic and operational rationale
sold to politicians promising as many flights a year as were needed created a public
expectation outside NASA and a cultural myth within NASA that it could indeed
operate the shuttle in a reliable and routine mode. This subsequently reinforced an
emphasis on maintaining flight schedules and reducing costs as opposed to the vigilance needed to manage a developmental vehicle.
These developments illustrate two recurrent themes in NASA’s history. One is the
coupling of objective resource scarcity with ambitious plans and claims made by both
NASA’s Administrators and even US Presidents (CAIB, 2003: ch. 5). The other was
the emphasis on efficiency goals rather than safety goals. The questionable choice of
contractors and the design of a faulty gasket in the shuttle’s solid rocket booster –
two factors that played a role in the subsequent 1986 Challenger disaster – were
affected by the budget constraints imposed at the beginning of the 1970s. A longerterm consequence, the compromised technological design of the shuttle, is still in
effect. As succinctly explained in the CAIB report (chapter 1):
In retrospect, the increased complexity of a shuttle, designed to be all things to all people
created inherited greater risks than if a more realistic technological goal had been set
at the start. Designing a reusable spacecraft that is also cost effective is a daunting
engineering challenge; doing so on a tightly constrained budget is even more difficult.

The shuttle program and the Challenger: 1981–1986
President Nixon’s 1972 decision to approve the building of a spacecraft became a
reality in 1981 when the Columbia mission heralded the shuttle era. Although the
shuttle cost only 15 percent more than budgeted, in 1981 NASA was already behind
in its launch schedule and felt great pressure to demonstrate the cost-effectiveness of
the program to Congress. During the early 1980s and even as Congress made additional budget cuts, the larger share of NASA’s resources went to the shuttle.
At the end of the fourth mission, in 1982, President Reagan declared the shuttles
to be fully operational, providing routine and safe access to space for scientific
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exploration. One reason for the announcement was the perceived competition from
the European Space Agency (ESA). A second reason was NASA’s hope for approval
of the space station, its next manned program, which was dependent on achieving a
shuttle that was declared to be fully operational. In 1984 President Reagan announced
the intent to build a space station enabling a permanent human presence in space
within a decade.
In the post-Apollo period up until 1985, a gap started developing between NASA’s
apparently successful mission performance, its actual safety practices, and hence the
level of organizational risk that was actually being incurred. By 1985, NASA had
achieved an outstanding reliability record – 35 of 36 successful missions. But the
consequences of initial design compromises and faults in the development process
started to accumulate. In 1983, the program encountered the first among many
foam-shedding incidents that would later cause the Columbia accident. Around this
time, the seeds of the 1990 Hubble failure were also sown as assembly errors were
left undiscovered. Combined with an environment that pushed for lower costs and
faster progress, the shuttle program pursued increasingly risky operations.
The pressure to maintain flight schedules created a management atmosphere ready
to accept less testing and fewer safety reviews. Coupled with a performance record of
unparalleled apparent success, it drove away the technological and safety culture of
the Apollo era, and, in the face of much more vulnerability, actually reinforced an
increased sense of invincibility. These time and resource pressures manifested themselves in several ways. NASA struggled to meet milestones in 1986. It set overambitious flight-rate goals without the resources to attain them, and so increased flight rate
became a priority. Each schedule delay had a ripple effect on other activities such as
crew training. Facilities and support personnel were required to perform at twice
the budgeted rates. Under these circumstances, a redesign of the shuttle boosters, as
would have been required in order to avoid the Challenger disaster, would have
introduced considerable and unacceptable program delays.
Other indicators of the gradual build-up of organizational risk were evident. The
crew safety panel was dissolved in the years preceding the accident. Standards were
bent to keep flights on time and risk was accepted as normal in space flights
(Vaughan, 1996). Despite a fire in July 1980 that damaged one of the shuttle’s main
engines, NASA Administrator Robert Frosch stated management’s accepted position
at the time that “The engine study would not be allowed to impede the central effort
to hold to the agreed-upon launch schedule.”
Prior to the Challenger launch decision, public and media pressure mounted so
that NASA’s management was under tremendous pressure to approve the launch. A
delayed mission would have adversely affected the Astro mission to Halley’s Comet.
After investigating the Challenger disasters, the Rogers Committee stated that the
reliance on the shuttle as NASA’s principal space launch capability created relentless
pressure to increase the flight rate. Yet an increased flight rate was inconsistent
with NASA’s resources. The definition of the shuttle as being operational, a position
that was accepted as an objective description of the shuttle’s state rather than as a
response to continuing performance pressure, generated still higher expectations that
stretched NASA to its limits.
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Early warnings of impending problems existed, but they were either ignored or
interpreted in support of existing beliefs in the operational status of the shuttle.
For example in its 1985 annual report, the NASA Aerospace Safety Advisory Panel
(ASAP) praised NASA’s performance: “Given the operational system complexities
and the sheer magnitude of effort required to safely execute each STS mission, the
Program achievements during 1985 were, indeed, noteworthy.” But the panel also
warned against the risks involved with the ambitious schedules: “Attainment of
NASA’s goal of 24 STS launches per year remains sometime in the future, challenging the capacities of both physical and human resources.”
The 1986 Challenger disaster followed after 24 successful shuttle flights. As the
Rogers report and other accounts found (Starbuck and Milliken, 1988; Vaughan,
1996), the contributing factors to the eventual O-ring erosion were many, and
involved both technical and organizational factors. The lack of operational launch
alternatives and the continuing time pressures made the total system highly
stressful as all system components were tightly coupled and working to capacity.
A delay of the Challenger launch would have affected subsequent missions, potentially making delay costs a consideration. Therefore, beyond the inherent technological complexity and uncertainty surrounding this particular launch, the impact
of resource constraints and a focus on efficiency and maintaining schedule was
apparent again.

Post-Challenger until the arrival of Dan Goldin: 1986–1992
After the Challenger disaster, the shuttle fleet was grounded until 1988 and the
return to flight of the Discovery. The program went into an increasingly ritualistic set
of reforms that temporarily increased safety consciousness as the system geared up
for a return to flight program that would have a scope far beyond what was advised
by commissions and panels. NASA embarked on a major restructuring and managerial succession. The agency secured support from Congress to build a new spacecraft
that would, in turn, help build the International Space Station. In fact immediately
after Challenger, NASA received budget boosts totaling about $2 billion to enable
shuttle upgrades. There was an enormous expenditure on redundant inspections that
were then abandoned on the grounds that they were detrimental to safety rather than
safety-enhancing. A far-reaching recommendation of the Rogers report was that “the
nation’s reliance on a single launch system should be avoided in the future” and its
use to deliver commercial satellites should be forbidden.
Flight systems (manned and unmanned) grew in complexity and became more
tightly coupled and the demands on NASA grew. In 1988, the Rogers Committee
advised NASA to begin development of an unmanned heavy-lift vehicle to serve the
expected long-term requirements of the space station and other space projects.
Meanwhile, warning signs continued to appear in NASA’s organization. A survey
conducted in 1988 revealed that cost constraints were reportedly forcing employees
to cut corners. In 1989, the safety panel cited evidence indicating that pre-Challenger
launch processing problems had not been totally eliminated.
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NASA’s exchanges with safety bodies at the time reveal a tension between oversight demands and the existence of warning signs, on one hand, and NASA’s strong
desire to limit any curtailed autonomy and get back to doing its work on the other
(Vaughan, 1990). NASA responded to each of the panel’s annual reports, including
the panel’s evaluations of NASA’s prior responses, by acknowledging many of the
warnings it had received while at the same time proceeding to operate by emphasizing cost reduction and more demanding flight schedules. For example, in response to
warnings in 1988, NASA stated that it recognized STS complexity and the risks
involved in schedule pressures, but that it had to fully utilize the shuttle in order to
reduce the current payload backlog. Thus, even though periodic evaluations provided
a way to legitimately identify and respond to safety problems, its predictability diluted
the value of these processes.
Meanwhile, the ISS projected serious delays and cost overruns. By 1988, the project’s
total cost estimate had tripled and the first scheduled launch was bumped from 1992
to 1995. By 1988, in comparison, the Russian station, Mir, had already been orbiting
for two years. In 1990, the linkage between the ISS and the shuttle program was
reinforced by a reorganization of the Office of Space Flight that placed the two
programs under one Administrator.
In 1990 NASA experienced a mirror failure with the Hubble telescope that had
been launched using a space shuttle. The investigation revealed that the partnership
developing the telescope had compromised science (mission quality) in its efforts
to meet budgets and schedules. Moreover, support for the Hubble had initially to
compete with other projects such as the space shuttle for resources. The familiar
ingredients of budget cuts, deferred spending, design compromises, and cutting corners
again resurfaced.
In 1990, the White House chartered a blue-ribbon committee chaired by Aerospace
executive Norman Augustine to conduct a sweeping review of NASA and its programs
in response to the sequence of events starting from the Challenger, recent hydrogen
leaks on several space shuttle orbiters, and the failure encountered in the Hubble
space telescope. The Augustine Committee report praised the unparalleled achievements of the space program and NASA’s increased emphasis on safety after the
Challenger, as was evident in NASA’s readiness to delay launches when doubts about
the launch arose. But at the same time it offered a historical and profound critique
and series of important recommendations.
The committee observed a lack of national consensus as to what should be the
goal of the civil space program (manned or unmanned, scientific or commercial). It
found NASA to be overcommitted in terms of program obligations relative to the
resources it had available, and it accused the agency for not being sufficiently
responsive to valid criticism and the need for change.
The committee had very serious things to say about the shuttle program. It found
the whole human space program to be overly dependent on the space shuttle for
access to space. It also found that the shuttle, despite its advantages, was a complex
system that had yet to demonstrate an ability to adhere to a fixed schedule. As it
observed:
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We are likely to lose another Space Shuttle in the next several years . . . probably before
the planned Space Station is completely established on orbit. In hindsight . . . it was
inappropriate in the case of Challenger to risk the lives of seven astronauts and nearly
one-fourth of NASA’s launch assets to place in orbit a communications satellite.

The Augustine Committee recommended an increase in NASA funding, more balance
between human and non-human missions, the shedding of unnecessary activities,
including some of those planned for the space station, and the development of both
short-term and long-term alternatives to the shuttle. It recommended that NASA,
with the support of the administration and Congress, should secure predictable and
stable funding. It also reiterated the primary importance of product quality and
safety, even though meeting schedules and cutting costs were also important.
After Challenger and before Columbia, the shuttle program had many successes,
such as repairing and servicing the Hubble telescope in 1993. It also underwent
significant organizational and managerial changes. The shuttle was no longer considered “operational.” But by tying the shuttle closely to ISS needs such as regular
crew rotations, the urgency of maintaining a predictable launch schedule was emphasized. Any shuttle schedule delays impacted station assembly and operations.
The end of the Cold War in the late 1980s meant that the most important political
underpinning of NASA’s human space flight program – its competition – was lost
and no equally strong political objective replaced it. No longer able to justify the
political urgency of its projects, NASA could not obtain budget increases through the
1990s. Rather than adjusting its ambitions to this new state of affairs, NASA continued to push an ambitious agenda of space exploration: robotic planetary and
scientific missions, a costly space station program, and shuttle-based missions for
both scientific and symbolic purposes (CAIB, 2003: ch. 1). If NASA wanted to carry
out this agenda given its limited budget allocation, the primary way it could do so
was to become more efficient, accomplishing more with less. Another alternative was
to increase international collaboration.

Goldin’s first term: 1992–1997
Dan Goldin’s tenure as NASA’s Administrator began in 1992. Goldin entered when
the space station program was under severe attack. NASA was in organizational
disarray and its survival was threatened. His mandate was to align NASA with the
new Clinton administration priorities. This alignment was in large part a budgetary
process – a downsizing. NASA was viewed by many in the new administration as a
bloated bureaucracy pursuing missions that took too long, cost too much, and used
old technology (Lambright, 2001). The ISS had already accrued billions in project
costs and, as it had no hardware ready, it was years behind schedule. The change in
priorities that had occurred after the Challenger inquiry did not last long, as pressures to cut funding and privatization resurfaced.
During his tenure, Goldin made a torrent of changes – managerial reforms, total
quality management initiatives, downsizing, and privatization. But his main initiative
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was the faster, better, cheaper (FBC) approach that coincided with the “reinventing
government” initiative. In response to budget cuts, NASA proposed major cuts in
safety programs and personnel and the downsizing of the safety function. Prior to
1992, initiatives to cut costs had failed. Since resource scarcity was accepted at
NASA, the new aim was to encourage the doing of more with less. Goldin’s reforms
attempted to move away from the routine and less innovative sides of NASA and to
battle its bureaucracy and public boredom with its activities.
Through changes in technology and organization he wanted to challenge the idea
that cheap necessarily means unreliable. By pushing the technological envelope and
experimenting with new technologies he wanted to increase mission frequency
and achieve both improved quality and reduced costs. By using smaller spacecraft
and more frequent missions his approach aimed to spread the risk of one large
failure. In the beginning he pitched an FBC that would not compromise safety or
mission reliability. In introducing the FBC strategy on May 28, 1992, for example,
he told NASA’s employees: “Tell us how we can implement our missions in a more
cost-effective manner. How can we do everything better, faster, cheaper, without
compromising safety.”
Goldin’s reorganization initiatives, such as the idea to close one of the three
human space flight centers, confronted resistance from NASA’s field centers, congressional delegates, and contractors and this limited Goldin’s maneuverability. With
center infrastructure off-limits, this left the total space shuttle budget as an obvious
target. By reducing the shuttle workforce top leaders forcefully lowered the shuttle’s
operating costs. These changes created substantial uncertainty and tension within
the shuttle workforce as well as transitional difficulties associated with large-scale
downsizing. Even before Goldin’s tenure started, NASA announced a 5 percent per
year decrease in the shuttle budget for the next five years. This move was in reaction
to a perception in NASA that the agency had overreacted to the Rogers Commission
recommendations – by introducing many layers of safety inspections in launch
preparation that had created a bloated and costly safety program.
In 1993, Congress voted on the future of the space station. Without the space
station, Goldin argued, there was no future for the manned program. With both the
station and the shuttle shut down, NASA would lose its core mission and could
be broken up, its parts distributed to other agencies. Therefore, Goldin asked for time
to bring the station’s costs down. Between 1991 and 1997 alone, the space station
survived 19 congressional attempts to terminate it (Klerkx, 2004). Before the 1993
mission to repair the Hubble space telescope there was a perception that a successful
repair was a test case for the credibility of building the ISS. The successful recovery
of the Hubble telescope was considered a major success for NASA and for Goldin.
In 1994–5, half of NASA’s senior management was Goldin’s people. Despite Goldin’s
preemptive budget cuts, Clinton asked for an additional $5 billion in cuts. Goldin
responded with a strengthened FBC and a reorganization emphasizing downsizing,
privatization, and decentralization and back to basics. Goldin insisted that safety was
his number one priority. The ASAP report for 1994 warned against safety repercussions caused by staff reductions. NASA reiterated its commitment that safety would
not be compromised as a result of cost reductions.
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In 1995, the Kraft Committee, established to examine NASA contractual arrangements and opportunities for privatization, characterized the shuttle program as a
well-run program. It was later criticized for this stand by ASAP and CAIB, who
alleged that it helped create a myth that the shuttle was a mature and reliable
system. Much in line with the FBC strategy, it recommended reducing safety activities
without reducing safety. It emphasized that NASA should provide cost savings and
better services to its customers, depicting NASA as a commercial, and not simply a
political or technological, agency. Privatization initiatives took place, and the Space
Flight Operations contract (SFOC) was signed in October 1996. In the contract, NASA
retained control of safety functions. In 1996, ASAP stated that NASA’s program
priorities were to fly safely, meet the manifest, and reduce costs, in that order.
In 1996, Goldin reoriented the Mars exploration program. He started the X-33
initiative to replace existing launch technology. There were many space analysts who
believed the single biggest problem NASA faced was to make human access to space
faster, better, cheaper – and safer. Golden intended to deal with this challenge through
the X-33 initiative. It involved high risks as it pushed both cost and technological
frontiers. According to Goldin, however, that was what NASA was all about.
The total NASA program budget was reduced by 40 percent over the 1992–2002
decade, and increasingly it was raided to make up for the space station cost overruns.
In addition, temporal uncertainty about how long the shuttle would fly resulted in
important safety upgrades being delayed. In 1988, 49 percent of the shuttle budget
was spent on safety and performance upgrades; by 1999, that figure was down to
19 percent (Pollack, 2003).
The flat budget situation affected the human space flight enterprise. During the
decade before Columbia, NASA reduced the human flight component of its budget
from 48 percent to 38 percent, with the remainder going to scientific and technological projects. On NASA’s fixed budget, this process meant that the shuttle and the
space station competed for decreasing resources. For the past 30 years, the space
shuttle program has been NASA’s single most expensive activity, and that program
has been hardest hit by budget cutbacks over the last decade (CAIB, 2003: ch. 5).
Given the high priority assigned after 1993 to completing the ISS, NASA’s managers
had no choice but to reduce the space shuttle’s operating costs. This has left little
funding for shuttle improvements. The squeeze has been made even more severe
since the Office of Management and Budget (OMB) insisted that cost overruns from
ISS must be compensated for from the shuttle program. In addition, the budget
squeeze coincided with the time when there was a seriously aging fleet and increased
needs for modernization. The steep reductions in the shuttle budget occurred in the
early 1990s. During the 1990s, NASA reduced its workforce by 25 percent. The goal
for the shuttle program in those years was to hold the line on spending without
compromising safety.
During his first term as Administrator, Goldin’s top priority was to support human
space exploration, pushing research and development for this effort and abandoning
more routine activities. On the other hand, he gave unqualified priority to the space
station as the linchpin upon which NASA’s future depended. In 1997 there was an
accident involving the Mir and as NASA had sent astronauts to Mir, some argued
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that Mir’s accident indicated that NASA was not sufficiently committed to safety.
The most significant event in this period was the landing of the inexpensive Mars
Pathfinder on Mars. This success was seen as proof of the effectiveness of Goldin’s faster,
better, cheaper approach and further fueled optimism about what could be achieved.

The last straw: 1997–2003
In 1997 President Clinton began his second term, and he retained Dan Goldin as
head of NASA. During 1998 an international agreement made the ISS project an
international cooperation project (15 nations). The first shuttle flight to support the
space station occurred in April 1998. Flights to serve the station were viewed by
external observers, such as scientists and space policy experts, and by people within
NASA as a distraction from the science and technology goals of the NASA project. In
1998 a NASA executive said: “when you start to see almost half your budget going
into operations instead of research and development, you start to wonder if maybe
we’re not getting a little far from our mission.”
In 1999, the two Mars probes failed. The Mars Climate Orbiter failed in September
to find the proper trajectory around Mars. In December, the Polar Lander apparently
crashed. Furthermore, two sets of equipment did not function as they should have.
These failures led to a series of reviews and changes. The subsequent Young report
(2000) concluded that the two spacecraft were underfunded, and suffered from
understaffing, inadequate margins, and unapplied institutional expertise. Goldin accepted responsibility and appointed a new Mars program director. Another drastic
response from Goldin was to create a budget crisis – asking for additional funds and
alarming the White House by reporting insufficient funds for safety upgrades. With
White House approval, Goldin reversed course on shuttle downsizing and hired new
employees to take over key areas. By the end of the decade NASA realized that it had
gone too far in staff reductions. It announced that it would stop projected cuts and
rehire several hundred workers.
In 1999 the X-33 faced some new technological barriers and Goldin admitted the
X-33 program was a failure. In the middle of 2001 the program was shut down. In
addition Goldin reoriented the launch vehicle program (Lambright, 2001). In 2000,
Goldin reorganized NASA to prepare it for the utilization phase of the space station.
Despite its rising costs and delays, it became possible to have a permanent crew, and
thus a “permanent” human habitation of space in the ISS.
Unfortunately for NASA, serious problems – two in-flight anomalies in the shuttle
program detected during the Columbia STS-93 mission to deploy a powerful X-ray
telescope – joined the failures of the Mars robotic program. The Shuttle Independent
Assessment Team (SIAT) board formed as a result of increases in shuttle failures
released its report in March 2000. The report had good things to say about the
program but brought up a host of serious problems and made important recommendations. It identified systemic issues involving the erosion of key defensive practices
– a shift away from the rigorous execution of pre-flight and flight-critical processes.
The reasons were many: reductions in resources and staffing, a shift toward a
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“production mode” of operation, and the optimism engendered by long periods
without major mishap. However, the major factor leading to concerns was the
reduction in resource allocations and staff devoted to safety processes. SIAT warned
that performance success engendered safety optimism. It raised concerns about risk
management process erosion that had been created by the desire to reduce costs.
Moreover, in the SIAT view the shuttle could not be thought of as operational or as
a routine operation. Furthermore, the workforce received conflicting messages: on
the one hand it was asked to reduce costs and on the other it was subjected to staff
reductions and pressures placed on an increase in scheduled flights as a result of
the need to complete the construction of the space station. Although not all its
recommendations were implemented, NASA took this report seriously and moved
to stop further shuttle staffing reductions, added safety inspections, and sought more
resources.
The Columbia’s overhaul after July 1999 found many problems, took 17 months,
and cost $145 million. Even with a pricey makeover, a major failure in Columbia’s
cooling system in the March 2002 Hubble mission nearly ended things prematurely.
Boeing, which carried out Columbia’s repairs, acknowledged a year after the ship’s
overhaul that it had found 3,500 wiring faults in the orbiter, several times anything
found in the Columbia’s sister craft. The extent of the needed work on the Columbia
and the persistence of its problems so surprised NASA that, midway through the
overhaul process, the agency’s leadership seriously considered taking Columbia
out of service altogether, for safety reasons and also to leave more money for the
remaining vehicles. But such a step was never really in the cards (Klerkx, 2004).
Overall, Columbia flew one mission a year during 1998 and 1999, it did not fly
during 2000 and 2001, and then it flew once a year during 2002 and 2003.
In early January 2001, NASA released a new report that was, in effect, the final
word on the Mars failures. The report retained the FSB approach but argued for
better implementation, clarity, and communication – in a way establishing the
continuation of the initiative with or without Goldin as Administrator. The safety
panel report of 2001 warned against the combination of inexperienced people and
increased flight rate being associated with the ISS.
The troubled STS-93 mission in 1999 forced the Clinton administration to change
course and pump new money and employees into the shuttle program. But then the
Bush administration proposed sharp cutbacks in the spending on safety upgrades.
Administration officials boasted that they had not only cut the shuttle budget by
40 percent but they had also reduced shuttle malfunctions by 70 percent. In the
Clinton years the allocation of resources between the two programs had been a zerosum game. Moreover, since the account of the two programs was unified it became
difficult to see whether funds were actually being transferred from one to the other.
In response to the SIAT there was a presidential initiative in 2001 to finance safety
upgrades, but cost growth in shuttle operations forced NASA to use funds intended for
space shuttle safety upgrades to address operational needs. Around 2000, NASA was
examining whether it had pushed too far in taking money out of the shuttle budget.
In January 2001 the Bush administration entered the White House. The ISS was
already $4 billion over its projected cost. In November 2001 a report on the ISS
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condemned the way NASA, and particularly the Johnson Space Center, had managed
the ISS, and suggested limiting flights to four a year as a cost-control measure.
NASA accepted the reduced flight rate and projected accordingly the February 19,
2004 deadline for “core complete.” The “core complete” was a limited configuration
of the ISS, and its associated milestone was an important political and pragmatic
event. The “core complete” specification was an option pending on ISS performance
and NASA’s ability to deliver. If NASA failed, the “core complete” would become
the end state of the ISS. Basically the White House and Congress had put the ISS,
the space shuttle program, and indeed NASA on probation. NASA had to prove it
could meet schedules within budgeted cost, or risk halting the space station construction at core complete – far short of what NASA had anticipated.
Sean O’Keefe, who later became NASA’s new chief, was the designated OMB
executive in charge of how to achieve the core complete milestone and also bring
ISS costs under control. In a Congressional testimony about the ISS, O’Keefe’s position was that adding money made it easy to avoid a consideration of lower-cost
alternatives and to make tough decisions within budget. O’Keefe viewed the February
2004 milestone as a test of NASA’s credibility and was personally attached to and
invested in this goal. He implied there was a need for new leadership at NASA, and
he was made Administrator.
Any suggestion that NASA would not be able to meet the core complete dates that
O’Keefe had chosen was brushed aside. The insistence on a fixed launch schedule was
worrisome, particularly to the ISS Management and Cost Evaluation Task Force
(CAIB, 2003: vol. 1, 117). It observed that, by November 2002, 16 space shuttle missions
would be dedicated to station assembly and crew rotation. As the station had grown,
so had the complexity of the missions required to complete it. With the ISS halfcomplete, the shuttle program and ISS were irreversibly linked. Any problems with or
perturbations to the planned schedule of one program reverberated with the other.
For the shuttle program this meant that the conduct of all missions, even nonstandard missions like STS-107, would have an impact on the Node 2 launch date.
In November 2001 Sean O’Keefe became NASA’s new Administrator – a symbolic
acknowledgment that NASA’s problems were considered to be primarily managerial
and financial. In November 2002 he instituted a fundamental change in strategy,
shifting money from the Space Launch Initiative to the space shuttle and ISS programs. Trying to resolve the policy ambivalence about how long the shuttles should
be used and hence how much should be spent on shuttle safety upgrades, he decided
that the shuttle would fly until 2010 and its missions might be extended until 2020.
He allocated funds to enable the repair of the shuttles and to extend their lives,
allowing them to fly safely and efficiently. Shortly after arriving to head up NASA, however, O’Keefe canceled three planned shuttle safety programs. At the same time, the
Bush administration sliced half a billion dollars from the shuttle program, money
slated for other upgrades that the administration (and presumably O’Keefe) viewed
as extraneous.
The mission following Columbia’s Hubble mission, an Atlantis visit to the ISS in
April 2002, was postponed for several days due to a major fuel leak that was fixed
just in time to avoid the mission’s outright cancellation. Two months later, the entire
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shuttle fleet was grounded when fuel-line cracks were found in all four orbiters. Even
though the fleet was green-lighted again in the fall of 2002, problems continued. An
Atlantis flight in November might have met the same fate as Columbia, since its left
wing suffered glancing blows from shedding from the external tank, the same as was
the full or partial cause of Columbia’s demise.
The Columbia disaster occurred on February 1, 2003. While tracing the causes of
the accident, the CAIB investigation revealed several other “accidents waiting to
happen.” More recently, it was found that the shuttles have flown for decades with a
potentially fatal flaw in the speed brakes (Leary, 2004).

KEY OBSERVATIONS
Many of the features promoting risk that are characteristic of NASA’s working
environment have not significantly changed for more than three decades. These
include the continuing budget constraints within which the space shuttle program
has to operate, the complex and risky technology that is used, the lack of any
alternative launch vehicle options, and the additional efficiency pressures that have
come from the expectations associated with the ISS, and all reinforced by policies
and managerial paradigms that define the shuttle as “operational” and emphasize a
faster, better, cheaper management approach.
Particularly, the International Space Station has played a significant role in the
Columbia story and in the larger NASA picture. The interdependence of the two
programs has increased over the years and has become institutionalized in both the
organization’s structure and in its resource allocation processes. As a result, in
addition to coordination and planning concerns, when managers consider mission
delays and the potential grounding of a shuttle for safety reasons they also need to
consider the risks associated with not providing adequate maintenance to the ISS and
delaying needed ISS crew rotations.
The historical narrative shows how this interdependence came into being. It sheds
light on the way resources have been allocated, how the shuttle has become viewed
as “operational,” and how most missions have become intertwined with serving the
ISS. The ISS has provided many political and other benefits for NASA and it constitutes an amazing engineering achievement. However, many believe that it has also
delivered less than promised scientifically, and it has potentially diverted the human
space program away from its original focus on space exploration.
The tight linkage between the space shuttle program and the ISS is characterized
by persistent budget and schedule problems. These problems are often created unexpectedly by other constituents such as NASA’s international partners. Other problems
were generated by NASA’s high ambitions and performance record. As advocated by
High Reliability Theory (e.g., Weick and Sutcliffe, 2001), NASA is preoccupied with
the possibility of failure and how to avoid it. Nonetheless, given multiple expectations, scarce resources, and survival risks in a political environment, NASA has come
to focus less on safety failures and more on the persistent demands of the ailing ISS.
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Many of the risk elements in NASA existed before the Challenger disaster and still
exist after the Columbia disaster. During this period, NASA and the shuttle program
have had many great accomplishments, despite these risk elements. However, notwithstanding NASA efforts, the shuttle program prior to February 2003 was probably
not safer than it was at its inception. True, the technology had been upgraded and
organizational and managerial reforms had been made. However, beyond the inherent technological risk and political uncertainty, other risk elements became an integral
part of the shuttle program working environment: mission complexity increased,
NASA as an organization became more complex and less responsive, resources –
talent, budget, fleet – were decreased or remained at a low level, and the operational
commitments to the ISS rose. These additional organizational and policy layers of
risk are independent of the risks of technology but certainly more dangerous in
conjunction with them.
Many of the conditions that existed in the work environment of 2003 and the
following months can be traced to the aftermath of the 1969 Apollo mission and the
consequent policy and technological decisions. Early policy decisions affected
the technology in use and the linkage between the shuttle and ISS programs, and
they defined the operational character of the shuttle. Of course history did not stop
at 1970–2. The unavailability of alternative launch vehicles was affected by later
policy and political decisions, environmental and leadership changes, and technological constraints.
Yet it is safe to say that, of the early decisions, three proved to be particularly
fateful not only to the Columbia accident and the shuttle program but to the US
human space program in general. Furthermore, subsequent developments, such as
the attempts to modify the technology and to reconsider the need for the ISS and the
shuttle, have shown the resistance of earlier decisions to later modification. The
tight interdependencies within the shuttle fleet and between the shuttles and the ISS,
the technological and organizational complexity, and the “operational” paradigm
existing before the Columbia were imprinted in the shuttle program’s early history.
NASA’s working environment at the time of the Columbia accident was a result of
historical and more recent decisions made by NASA leaders, Congress, and the White
House. They are part of a larger story of fluctuating budgets, political infighting,
and radical policy shifts. The Columbia’s mission was rooted more in politics than in
pure science (Cabbage and Harwood, 2004: 86). NASA’s history shows how policy,
politics, and leadership have long-term effects indeed.
The historical account also suggests that developments in the few years preceding
the accident were particularly critical. In these years, there was a desire to maintain a
“no failure” record even as developing signs of trouble were ignored or inadequately
addressed. The warning signs preceding the Columbia accident were not confined to
the foam debris. Safety panels, Congressional committees, and other observers have
all over the years criticized NASA’s policies, organizational practices, culture, and
other aspects with great insight and, unfortunately, often with stunning foresight
too. NASA adopted some of the recommendations and has continuously striven to
meet a safety mandate. But, at other times NASA ignored, edited, misinterpreted, and
potentially forgot prior recommendations and lessons (e.g., chapter 3 this volume).
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Particularly important were the extensive warnings issued after the 1999 mishaps
with the Columbia and the Mars missions. The SIAT report, in particular, covered
almost everything in the CAIB report but three years before. The implementation of
the findings of this report took place during a period of leadership transition at
NASA. Particularly striking is the apparent inconsistency between the SIAT critique
of NASA’s efficiency and schedule focus, and the subsequent focus of the new
Administrator, Sean O’Keefe, on “stretch” goals and financial remedies. NASA seems
to have had a learning opportunity that it missed.
It may not be fruitful at this point to ask what NASA and the shuttle program
learned from the Challenger disaster. The Challenger disaster is salient because
its tragic consequences are similar to those of the Columbia. Repeated historical
patterns were not confined to the potential similarities between the Challenger and
the Columbia disasters, however. Time after time, overly ambitious goals were set
(e.g., X-33), warning signals about the technology and about management’s policy
were ignored, and technology and organization interacted to produce both success
and failure. NASA’s failures, particularly the Challenger, the Mars mishaps of 1999,
and the Columbia, share some similarities in terms of what preceded them and what
followed them. Leading up to the unexpected failures were important successes,
a focus on efficiency, the concurrent incubation of latent errors, along with risky
combinations of organizational and technological factors. Increased attention to
safety, managerial reforms, new injections of funds, calls for program reevaluation,
and a struggle to get back to normal business amidst painful changes followed the
accidents.
History may repeat itself because of the agency’s continuous resistance to external
recommendations and because critical issues that existed from the shuttle program’s
inception in the 1970s have not been removed. Even if NASA’s culture changes –
a potentially positive move – the governing policy and resource decisions that are
ultimately determined by Congressional priorities remain intact.
Important measures that could have improved human safety, such as not linking
the shuttle to the exclusive service of the ISS, retiring the shuttle fleet before a
substitute launch vehicle is operational, providing stable funding for the human
space program, and other proposals have not been implemented since they may not
be deemed desirable by either NASA or its powerful constituencies. At some level,
the implications of some of these more radical changes may be unbearable – they
may threaten the very identity and stability of the organization as well as the vested
interests of its powerful stakeholders. Therefore, patterns repeat and lessons are not
incorporated, not necessarily because the agency does not have the capabilities
needed for effective learning but for motivational and political reasons.
The CAIB report may not have encouraged more reflective and fundamental
learning to occur. It sent an inconsistent message about the need for public debate
about national space policy and NASA’s mission. On the one hand, it aimed to open
up such a debate. On the other, it recommended that NASA continue flying shuttles.
Questions about the need for NASA and the human space program to engage in
routine operations rather than in space exploration are central to the debate about
national space policy and to the issue of human safety (Klerkx, 2004).
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A broader and potentially more critical question is whether the shuttle program is
becoming safer over the years. For one reason or another, most people at NASA
believe that the risks are limited and the best that can be done is to play the cards
they have been dealt. Indeed, even within the existing technological, political, and
environmental parameters, there are many changes in managerial processes, safety
capabilities, and other measures, which can make future shuttle flights safer.
Even if we accept the idea that the shuttle program should continue on the same
risky path, we can still ask NASA’s leaders to do two things. First, to assess to the
best extent possible the risk that is involved in future flights. This is not only a
technological question but also a question that considers other risk determinants
such as organization, available resources, and pressures for efficiency. If the result of
such assessment is that the risk is too high, leaders need to be honest about it and
consider halting the shuttle program or selling its assets for commercial use. Another
major failure will end the shuttle program. If the true risks of such failures are
known, it is better to change course before such an accident happens.

ACKNOWLEDGMENTS
I would like to thank Greg Klerkx and Avi Carmeli for their comments. I am particularly
indebted to Roger Dunbar for his important suggestions.

NOTE
1 Chapter 4 of this volume focuses specifically on the recent years prior to the Columbia disaster.

REFERENCES

General
Lawrence, B.S. 1984. Historical perspective: using the past to study the present. Academy of
Management Review 9(2), 307–12.
Reason, J. 1997. Managing the Risks of Organizational Accidents. Ashgate, Brookfield, VT.
Starbuck, W.H., and Milliken, F.J. 1988. Challenger: fine-tuning the odds until something
breaks. Journal of Management Studies 25, 319–40.
Stratt, J., and Sloan, W.D. 1989. Historical Methods in Mass Communication. Erlbaum, Hillsdale,
NJ.
Vaughan, D. 1990. Autonomy, interdependence, and social control: NASA and the space
shuttle Challenger. Administrative Science Quarterly 35(2), 225–57.
Weick, K.E., and Sutcliffe, K.M. 2001. Managing the Unexpected. Jossey-Bass, San Francisco.

Key Historical Sources
Advisory Committee on the Future of the U.S. Space Program (Augustine report) 1990.
Cabbage, M., and Harwood, W. 2004. COMM Check: The Final Flight of Shuttle Columbia. Free
Press, New York.

History and Policy 39
CAIB (Columbia Accident Investigation Board). 2003. Report, 6 vols. www.caib.us/news/report/
default.html. See esp. vol. 5: Appendix G.10: Detailed (Prior) Reports Summaries; vol. 6:
Transcripts of Board Public Hearings. Government Printing Office, Washington, DC.
Government Accounting Office. 2001. Survey of NASA’s Lessons Learned Process. GAO-011015R. Government Printing Office, Washington, DC.
Heimann, C.F.L. 1997. Acceptable Risks: Politics, Policy, and Risky Technologies. University of
Michigan Press, Ann Arbor.
Interim Report – Return To Flight Task Group, January 2004.
Jenkins, D.R. 2002. The History of the National Space Transportation System: The First 100
Missions. Dennis R. Jenkins, Cape Canaveral, FL.
Klerkx, G. 2004. Lost in Space: The Fall of NASA and the Dream of a New Space Age.
Pantheon Books, New York.
Kraft, C. 1995. Report of the Space Shuttle Management Independent Review Team. Available
online at www.fas.org/spp/kraft.htm.
Lambright, W.H. 2001. Transforming Government: Dan Goldin and the Remaking of NASA.
The PricewaterhouseCoopers Endowment for the Business of Government.
Leary, W.E. 2004. Shuttle flew with potentially fatal flaw. New York Times, March 22.
McCurdy, H.E. 1994. Inside NASA: High Technology and Organizational Change in the U.S.
Space Program. Johns Hopkins Press, Baltimore.
McCurdy, H.E. 2001. Faster, Better, Cheaper: Low-Cost Innovation in the U.S. Space Program.
Johns Hopkins Press, Baltimore.
McDonald, H. 2000. Space Shuttle Independent Assessment Team (SIAT) Report. NASA, Government Printing Office, Washington, DC.
NASA. 1967. Apollo 1 (204): Review Board Report. Government Printing Office, Washington, DC.
NASA. 1970. Apollo 13: Review Board Report. Government Printing Office, Washington, DC.
NASA. 1999. Independent Assessment of the Shuttle Processing Directorate Engineering and
Management Processes. Government Printing Office, Washington, DC.
NASA. 2000. Strategic Management Handbook. Government Printing Office, Washington, DC.
NASA. 2003a. Facts. Transcripts of press conferences. Government Printing Office, Washington, DC.
NASA. 2003b. Strategic Plan. Government Printing Office, Washington, DC.
NASA. 2004a. Implementation Plan for Return for Space Shuttle Flight and Beyond. Government Printing Office, Washington, DC.
NASA. 2004b. A Renewed Commitment to Excellence: An Assessment of the NASA AgencyWide Applicability of the Columbia Accident Investigation Board Report (the Diaz report).
Government Printing Office, Washington, DC.
NASA. 2004c. Interim Report of the Return to Flight Task Group. Government Printing Office,
Washington, DC.
NASA History Office. 1971–2003. Aerospace Safety Advisory Panel (ASAP) annual reports.
Government Printing Office, Washington, DC.
NASA History Office. 2004. Chronology of Defining Events in NASA History, 1958–2003.
Government Printing Office, Washington, DC.
NASA History Office. 2003. Columbia Accident Congressional Hearings. Government Printing
Office, Washington, DC.
Pollack, A. 2003. Columbia’s final overhaul draws NASA’s attention. New York Times, February 10.
Presidential Commission. 1986. Report to the President by the Presidential Commission on the
Space Shuttle Challenger Accident, 5 vols. (the Rogers report). Government Printing Office,
Washington, DC.

40

Farjoun

Stephenson, A.G. 1999. Mars Climate Orbiter: Mishap Investigation Board Report. NASA,
Government Printing Office, Washington, DC, November.
Stephenson, A.G., et al. 2000. Report on Project Management in NASA by the Mars Climate
Orbiter Mishap Investigation Board. NASA, March 13.
Vaughan, D. 1996. The Challenger Launch Decision: Risky Technology, Culture, and Deviance
at NASA. University of Chicago Press, Chicago.
Young, T. 2000. Mars Program Independent Assessment Team Report. NASA, Government
Printing Office, Washington, DC.

Press
Various articles in the following were consulted:
Atlantic Monthly
Chicago Tribune
Houston Chronicle
Los Angeles Times
New York Times
Washington Post

3

SYSTEM EFFECTS: ON SLIPPERY
SLOPES, REPEATING NEGATIVE
PATTERNS, AND LEARNING
FROM MISTAKE?
Diane Vaughan
Accident: nonessential quality or circumstance; 1. an event or circumstance occurring by chance or arising from unknown or remote causes;
lack of intention or necessity; an unforeseen or unplanned event or
condition; 2. sudden event or change occurring without intent or volition through carelessness, unawareness, ignorance, or a combination
of causes and producing an unfortunate result; 3. an adventitious
characteristic that is either inseparable from the individual and the
species or separable from the individual but not the species; broadly,
any fortuitous or nonessential property, fact or circumstance (~ of
appearance) (~ of reputation) (~ of situation).
Webster’s Third New International Dictionary

Accidents, we might conclude from this definition, do not arise from the innate,
essential, intrinsic, or real nature of things. They occur from chance alone, having
an unpredictable quality, proceeding from an unrecognized principle, from an uncommon operation of a known principle, or from a deviation from normal. The resulting picture is of an event for which there is no forewarning and which therefore
is not preventable. However, a comparison of NASA’s two space shuttle accidents
contradicts these general understandings. Unforeseen, yes, unfortunately, but the origins
of both were patterned and systemic, not random or chance occurrences, thus both
might have been prevented.
In a press conference a few days after the Columbia tragedy, NASA’s space shuttle
program manager Ron Dittemore held up a large piece of foam approximately the
size of the one that fatally struck Columbia and discounted it as a probable cause of
the accident, saying “We were comfortable with it.” Prior to the Challenger accident
in 1986, that phrase might have been said about O-ring erosion by the person then
occupying Dittemore’s position. The O-ring erosion that caused the loss of Challenger
and the foam debris problem that took Columbia out of the sky both had a long history.
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Both accidents involved longitudinal processes in which NASA made a gradual slide
into disaster. The history of decisions about the risk of O-ring erosion that led to
Challenger and the foam debris that resulted in Columbia was littered with early
warning signs that were either misinterpreted or ignored. For years preceding both
accidents, technical experts defined risk away by repeatedly normalizing technical
anomalies that deviated from expected performance. The significance of a long
incubation period is that it provides greater opportunity to intervene and to turn
things around, avoiding the harmful outcome. But that did not happen. How – and
why – was this possible?
Within weeks after beginning the official investigation, the Columbia Accident
Investigation Board began noting additional strong parallels between Columbia and
Challenger. Comparing their investigative data on the organizational causes of Columbia
with those of Challenger (Vaughan 1996, 1997), the CAIB systematically looked for
similarities and differences, but found few differences.1 The CAIB concluded that
NASA’s second accident resulted from an organizational system failure, pointing out
that the systemic causes of Challenger had not been fixed. Both “accidents” arose
from the innate, essential, intrinsic, and real nature of NASA’s organizational system:
a complex constellation of interacting factors that included NASA’s political/economic environment, organization structure, and layered cultures that affected how
people making technical decisions defined and redefined risk.
In System Effects (1997), Jervis analyzes the unintended consequences of purposive
social action. Although Jervis, a political scientist, focuses on the system of international relations and interaction between nation-states, he builds a generalizable
argument by identifying the principles of system dynamics that decouple intentions
from outcomes. Because these principles apply to a variety of social actors, they have
far-ranging and comprehensive implications for organizational analysis. Jervis seeks
to explain how social systems work, and why so often they produce unintended
consequences. He acknowledges the importance of emergent properties, but gives
major attention to dense interconnections: units, and how relations with others are
strongly influenced by interactions in other places and at earlier periods of time.
Consequently, disturbing a system produces chains of consequences that extend over
time and have multiple effects that cannot be anticipated. His analysis incorporates
the extensive interdisciplinary literature on systems theory and the important work
of Perrow (1984). However, Jervis’s work is distinguished from its predecessors in
several ways: (1) these are systems of human interaction, so how actors interpret the
system and strategize is significant; (2) structure is strongly influential, but not fully
determinant: agency and contingency also are important; and (3) time, history, and
the trajectory of actions and interactions matter.
These principles characterized NASA’s organizational system, explaining the
origins of these two accidents. Specifically, the CAIB found the causes of both were
located in the dynamic connection between the following three layers of NASA’s
organizational system (CAIB, 2003: ch. 8):
• Interaction, decisions, and the normalization of deviance. As managers and engineers
made each decision, continuing to launch under the circumstances they had made
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sense to them. The immediate context of decision-making was an important
factor. Although NASA treated the shuttle as if it were an operational vehicle, it
was experimental: alterations of design and unpredictable flight conditions led to
anomalies on many parts on every mission. Because having anomalies was normal,
neither O-ring erosion nor foam debris were the signals of danger they seemed
in retrospect, after the accidents. Also, the pattern of information had an impact
on how they defined and redefined risk. Prospectively, as the anomalies were
occurring, engineers saw signals of danger that were mixed: an anomalous incident would be followed by a mission with either less or no damage, convincing
them that they had fixed the problem and understood the parameters of cause
and effect; or signals were weak: incidents that were outside what had become
defined as the acceptable parameters were not alarming because their circumstances were so unprecedented that they were viewed as unlikely to repeat; and
finally, signals became routine, occurring so frequently that the repeating pattern
became a sign that the machine was operating as predicted. The result was the
production of a cultural belief that the problems were not a threat to flight safety
– a belief repeatedly reinforced by the safe return of each mission. Flying with
these flaws became normal and acceptable, not deviant, as it appeared to outsiders
after the accidents.
• NASA’s institutional environment and the culture of production. Historic political
and budgetary decisions made in NASA’s external environment had system effects,
changing the organization culture. NASA’s original pure technical culture was
converted into a culture of production that merged bureaucratic, technical, and
cost/schedule/efficiency mandates. This culture of production reinforced the
decisions to proceed. Meeting deadlines and schedule was important to NASA’s
scientific launch imperatives and also for securing annual Congressional funding.
Flight was always halted to permanently correct other problems that were a clear
threat to take the space shuttle out of the sky (a cracked fuel duct to the main
engine, for example), but the schedule and resources could not give way for a
thorough hazard analysis of ambiguous, low-lying problems that the vehicle
seemed to be tolerating. Indeed, the successes of the program led to a belief that
NASA’s shuttle was an operational, not an experimental, system, thus affirming
that it was safe to fly. Further, the fact that managers and engineers obeyed the
cultural insistence on allegiance to hierarchy, rules, and protocol reinforced that
belief because NASA personnel were convinced that, having followed all the
rules, they had done everything possible to assure mission safety.
• Structural secrecy. Both problems had gone on for years. Why had no one
responsible for safety oversight acted to halt NASA’s two transitions into disaster?
Individual secrecy – the classic explanation of individuals trying to keep bad news
from top management – does not work here. Everyone at the agency knew about
the two problems and their histories; the question was, how did they define the
risk? Structural secrecy, not individual secrecy, explained the failure of Administrators and safety regulators to intervene. By structural secrecy, I mean the way
that organization structure and information dependence obscured problem seriousness from people responsible for oversight. NASA’s four-tiered Flight Readiness
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Review, a formal, adversarial, open-to-all structure designed to vet all engineering risk assessments prior to launch, did not call a halt to flying with these
anomalies because top Administrators and other participating technical specialists
were dependent upon project groups for engineering information and analysis.
Each time project managers and engineers assessed risk, finding anomalies safe to
fly, their evidence and conclusions were passed up the hierarchy, forming the
basis for further assessments. Instead of reversing the pattern of flying with
erosion and foam debris, Flight Readiness Review ratified it.
Structural secrecy also interfered with the ability of safety regulators to halt
NASA’s gradual slide by obscuring problem seriousness. NASA’s internal safety
organization was dependent upon the parent organization for authority and funding,
so (1) safety suffered personnel cuts and deskilling as more oversight responsibility was shifted to contractors in an economy move, and (2) it had no ability to
independently run tests that might challenge existing assessments. NASA’s external safety panel had the advantage of independence, but was handicapped by
inspection at infrequent intervals. Unless NASA engineers defined something as a
serious problem, it was not brought to the attention of safety personnel. As a
result of structural secrecy, the cultural belief that it was safe to fly with O-ring
erosion and foam debris prevailed throughout the agency in the years prior to
each of NASA’s tragedies.

These three factors combined in system effects that produced both Challenger and
Columbia: a decision-making pattern normalizing technical anomalies, creating a
cultural belief that it was safe to fly; a culture of production that encouraged continuing to launch rather than delay while a thorough hazard analysis was conducted;
and structural secrecy, which prevented intervention to halt NASA’s incremental
descent into poor judgment. The amazing similarity between the organizational causes
of these accidents, 17 years apart, raises two questions: Why do negative patterns
persist? Why do organizations fail to learn from mistakes and accidents? In this
chapter, I examine NASA’s experience to gain some new insight into these questions.
My data for this analysis are my experience as a researcher and writer on the staff
of the Columbia Accident Investigation Board, conversations and meetings with
NASA personnel at headquarters, a NASA “Forty Top Leaders Conference” soon after
the CAIB report release, and a content analysis of the two official accident investigation reports (Presidential Commission, 1986; CAIB, 2003). Whatever NASA might
have learned from these accidents, these reports identify the official lessons to be
learned.
I first review the conclusions of the Presidential Commission investigating the
Challenger accident (1986) and its recommendations for change, the changes NASA
made, and why those changes failed to prevent the identical mistake from recurring
in Columbia. Next, I contrast the Commission’s findings with those of the CAIB
report, discuss the CAIB’s recommendations for changing NASA, the direction NASA
is taking in making changes, and the challenges the space agency faces in preventing
yet a third accident. The thesis of this chapter is that strategies to reduce the probability
of mistakes and accidents need to address the relevant social conditions located in the
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organizational system. Thus, the lessons for managers and Administrators from NASA’s
two accidents are, first, that in order to reduce the potential for gradual slides and
repeating negative patterns, organizations must go beyond the easy focus on individual
failure to identify and correct the social causes located in organizational systems.
Second, designing and implementing solutions that are matched to the social causes
is a crucial but challenging enterprise that calls for social science input and expertise.

THE PRESIDENTIAL COMMISSION: CONNECTING CAUSES
AND STRATEGIES FOR CONTROL
The Commission’s report followed the traditional accident investigation format of
prioritizing the technical causes of the accident and identifying human factors as
“contributing causes,” meaning that they were of lesser, not equal, importance.
NASA’s organizational system was not attributed causal significance. Nonetheless,
the report went well beyond the usual human factors focus on individual incompetence, poor training, negligence, mistake, and physical or mental impairment to
identify some relevant social causes. Below I consider the fit between the Commission’s findings (causes) and its recommendations (strategies for control), NASA’s
changes, and their effectiveness.
Chapters 5 and 6 examined decisions about the O-ring problems, adhering to the
traditional human factors/individual failure model. A “flawed decision-making process”
was cited as the primary causal agent. Managerial failures dominated the findings:
managers in charge had a tendency to solve problems internally, not forwarding
them to all hierarchical levels; inadequate testing was done; neither the contractor nor
NASA understood why the O-ring anomalies were happening; escalated risk-taking
was endemic, apparently “because they got away with it the last time” (1986: 148);
managers and engineers failed to carefully analyze flight history, so data were not
available on the eve of Challenger’s launch to properly evaluate the risks; the
anomaly tracking system permitted flight to continue despite erosion, with no record
of waivers or launch constraints, and paid attention to only anomalies “outside the
data base.”
Chapter 7, “The Silent Safety Program,” initially addressed safety problems in the
traditional accident investigation frame: lack of problem reporting requirements;
inadequate trend analysis; misrepresentation of criticality; lack of safety personnel
involvement in critical discussions (1986: 152). Acknowledging that top administrators were unaware of the seriousness of the O-ring problems, the Commission labeled
the problem a “communication failure,” implicating individual managers and deflecting attention from organization structure as a cause. However, the Commission made
a break with the human factors approach by addressing the organization of the
safety structure. The Commission found that in-house safety programs were dependent
upon the parent organization for funding, personnel, and authority. This dependence
showed when NASA reduced the safety workforce, even as the flight rate increased.
In another economy move, NASA had increased reliance upon contractors for safety,
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relegating many NASA technical experts to desk-job oversight of contractor activities. At the same time that this strategy increased NASA dependence on contractors, it
undermined in-house technical expertise.
In chapter 8, “Pressures on the System,” the Commission made another break with
accident investigation tradition by examining schedule pressure at NASA. However,
this pressure, according to the report, was NASA-initiated, with no reference to
external demands or restrictions on the agency that might have contributed to it. The
fault again rested with individuals, this time NASA’s own leaders. “NASA began a
planned acceleration of the space shuttle launch schedule . . . In establishing the
schedule, NASA had not provided adequate resources for its attainment” (1986: 164).
The report stated that NASA declared the shuttle “operational” after the fourth
experimental flight even though the agency was not prepared to meet the demands
of an operational schedule. NASA leaders’ belief in operational capability, according
to the Commission, was reinforced by the space shuttle history of 24 launches
without a failure prior to Challenger and to NASA’s legendary “can-do” attitude, in
which the space agency always rose to the challenge, draining resources away from
safety-essential functions to do it (1986: 171–7).
The Commission’s recommendations for change were consistent with the causes
identified in their findings (1986: 198–201). To correct NASA’s “flawed decision
making,” the report called for changes in individual behavior and procedures. It
mandated NASA to eliminate the tendency of managers not to report upward, “whether
by changes of personnel, organization, indoctrination or all three” (1986: 200);
develop rules regarding launch constraints; record Flight Readiness Reviews and
Mission Management Team meetings. Astronauts were to be brought in to management to instill a keen awareness of risk and safety. The Commission mandated a
review of shuttle management structure because project managers felt more accountable to their center administration than to the shuttle program director: thus vital
information was not getting forwarded to headquarters.
Requiring structural change to improve a problematic safety structure, the Commission called for centralizing safety oversight. A new Shuttle Safety Panel would
report to the shuttle program manager. Also, an independent Office of Safety, Reliability and Quality Assurance (SR&QA) would be established, headed by an associate
NASA Administrator, with independent funding and direct authority over all safety
bodies throughout the agency. It would report to the NASA Administrator, rather
than program management, thus keeping safety separate structurally from the part
of NASA responsible for budget and efficiency in operations. Finally, to deal with
schedule pressures, the Commission recommended that NASA establish a flight rate
that was consistent with its resources and recognize in its policies that the space
shuttle would always be experimental, not operational.
How did the space agency respond? NASA strategies for change adhered to the
targets pointed out by the Commission. Consistent with the individual emphasis
of human factors analysis, NASA managers responsible for flawed decisions were
either transferred or took early retirement. NASA also addressed the flawed decisionmaking by following traditional human factors paths of changing policies, procedures,
and processes that would increase the probability that anomalies would be recognized
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early and problems corrected. But NASA went further, using the opportunity to make
change to “scrub the system totally.” The agency re-baselined the Failure Modes
Effects Analysis. All problems tracked by the Critical Items List were reviewed,
engineering fixes implemented when possible, and the list reduced. NASA established
data systems and trend analysis, recording all anomalies so that problems could be
tracked over time. Rules were changed for Flight Readiness Review so that engineers,
formerly included only in the lower-level reviews, could participate in the entire
process. Astronauts were extensively incorporated into management, including participation in the final pre-launch Flight Readiness Review and signing the authorization
for the final mission “go.”
At the organizational level, NASA made several structural changes, centralizing
control of operations and safety (CAIB, 2003: 101). NASA shifted control for the
space shuttle program from Johnson Space Center in Houston to NASA headquarters
in an attempt to replicate the management structure at the time of Apollo, thus
striving to restore communication to a former level of excellence. NASA also initiated
the recommended Headquarters Office of Safety, Reliability and Quality Assurance
(renamed Safety and Mission Assurance) but instead of the direct authority over all
safety operations, as the Commission recommended, each of the centers had its own
safety organization, reporting to the center director (CAIB, 2003: 101). Finally, NASA
repeatedly acknowledged in press conferences that the space shuttle was and always
would be treated as an experimental, not operational, vehicle and vowed that henceforth
safety would take priority over schedule in launch decisions. NASA began a concerted
effort to bring resources and goals into alignment.
Each of these changes targeted the causes identified in the report, so why did the
negative pattern repeat, producing Columbia? First, from our post-Columbia position
of hindsight we can see that the Commission did not identify all layers of NASA’s
organizational system as targets for change. The culture of production and the
powerful actors in NASA’s institutional environment whose actions precipitated “Pressures on the System” by their policy and budgetary decisions do not become part of
the contributing cause scenario. NASA is obliged to bring resources and goals into
alignment, although resources are determined externally. NASA took the blame for
safety cuts (Presidential Commission report, 1986: 160), while the external budgetary
actions that forced NASA leaders to impose such efficiencies were not mentioned.
Further, the Commission did not name organization culture as a culprit, although
production pressure is the subject of an entire chapter. Also, NASA’s historic “cando” attitude (a cultural attribute) is not made part of the recommendations. Thus,
NASA was not sensitized to possible flaws in the culture or that action needed to be
taken to correct them. In keeping with the human factors approach, the report
ultimately places responsibility for “communication failures” not with organization
structure, but with the individual middle managers responsible for key decisions and
inadequate rules and procedures. The obstacles to communication caused by hierarchy
and the consequent power that managers wielded over engineers, stifling their input in
crucial decisions, are not mentioned.
Second, the CAIB found that many of NASA’s initial changes were implemented as
the Commission directed, but the changes to the safety structure were not. NASA’s

48

Vaughan

new SR&QA did not have direct authority, as the Commission mandated; further, the
various center safety offices in its domain remained dependent because their funds
came from the very activities that they were overseeing (CAIB, 2003: 101, 178–9).
Thus, cost, schedule, and safety all remained the domain of a single office. Third, the
CAIB found that other changes – positive changes – were undone over time. Most
often, the explanation of deteriorated conditions after a mishap or negative outcome
is institutionalized laxity and forgetting: the initial burst of attention to problems
wanes as the routine and stress of daily work draw people’s work efforts in new
directions, and old habits, routines, and structures reassert themselves. It is not
possible to know to what extent that was true of NASA. However, subsequent events
stemming from political and budgetary decisions made by the White House and
Congress also undermined changes made by NASA.
Although NASA’s own leaders played a role in determining goals and how to
achieve them, the institutional environment was not in their control. NASA remained
essentially powerless as a government agency dependent upon political winds and
budgetary decisions made elsewhere. Thus, NASA had little recourse but to try to
achieve its ambitious goals – necessary politically to keep the agency a national
budgetary priority – with limited resources. The new, externally imposed goal of the
International Space Station (ISS) forced the agency to mind the schedule and perpetuated an operational mode. As a consequence, the culture of production was
unchanged; the organization structure became more complex. This structural complexity created poor systems integration; communication paths again were not clear.
Also, the initial surge in post-Challenger funding was followed by budget cuts,
such that the new NASA Administrator, Daniel Goldin, introduced new efficiencies
and smaller programs with the slogan, “faster, better, cheaper,” a statement later
proved to have strong cultural effects. As a result of the budgetary squeeze, the
initial increase in NASA safety personnel was followed by a repeat of pre-accident
economy moves that again cut safety staff and placed even more responsibility for
safety with contractors. The accumulation of successful missions (defined as flights
returned without accident) also reinvigorated the cultural belief in an operational
system, thus legitimating these cuts: fewer resources needed to be dedicated to safety.
The subsequent loss of people and transfer of safety responsibilities to contractors
resulted in a deterioration of post-Challenger improvements in trend analyses and
other NASA safety oversight processes.
Fourth, NASA took the report’s mandate to make changes as an opportunity to
make other changes the agency deemed worthwhile, so the number of changes actually
made is impossible to know and assess. The extent to which additional changes
might have become part of the problem rather than contributing to the solution is
also unknown. Be aware, however, that we are assessing these changes from the
position of post-Columbia hindsight, which focuses attention on all the negatives
associated with the harmful outcome (Starbuck, 1988). The positive effects, the mistakes avoided, by post-Challenger changes, tend to be lost in the wake of Columbia.
However, we do know that increasing system complexity increases the probability of
mistake, and some changes did produce unanticipated consequences. One example
was NASA’s inability to monitor reductions in personnel during a relocation of Boeing,
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a major contractor, which turned out to negatively affect the technical analysis Boeing
prepared for NASA decision-making about the foam problem (CAIB, 2003: ch. 7).
Finally, NASA believed that the very fact that many changes had been made had so
changed the agency that it was completely different than the NASA that produced the
Challenger accident. Prior to the CAIB report release, despite the harsh revelations about
organizational flaws echoing Challenger that the CAIB investigation frequently released
to the press, many at NASA believed no parallels existed between Columbia and Challenger (NASA personnel, conversations with author; Cabbage and Harwood, 2004: 203).

THE CAIB: CONNECTING CAUSES WITH STRATEGIES FOR CONTROL
The CAIB report presented an “expanded causal model” that was a complete break
with accident investigation tradition. The report fully embraced an organizational
systems approach and was replete with social science concepts. In the “Executive
Summary,” the report articulated both a “technical cause statement” and an “organizational cause statement.” On the latter the board stated that it “places as much
weight on these causal factors as on the more easily understood and corrected
physical cause of the accident” (CAIB, 2003: 9). With the exception of the “informal
chain of command” operating “outside the organization’s rules,” this organizational
cause statement applied equally to Challenger:
The organizational causes of this accident are rooted in the space shuttle program’s
history and culture, including the original compromises that were required to gain
approval for the shuttle, subsequent years of resource constraints, fluctuating priorities,
schedule pressures, mischaracterization of the shuttle as operational rather than developmental, and lack of an agreed national vision for human space flight. Cultural traits
and organizational practices detrimental to safety were allowed to develop, including
reliance on past success as a substitute for sound engineering practices (such as testing
to understand why systems were not performing in accordance with requirements);
organizational barriers that prevented effective communication of critical safety information and stifled professional differences of opinion; lack of integrated management
across program elements; and the evolution of an informal chain of command and
decision-making processes that operated outside the organization’s rules.
(CAIB, 2003: 9)

In contrast to the Commission’s report, the CAIB report was a social analysis that
explained how the layers of NASA’s organizational system combined to cause this
second accident. Chapter 5, “From Columbia to Challenger,” analyzed NASA’s institutional environment. Tracking post-Challenger decisions by leaders in NASA’s political
and budgetary environment, it showed their effect on NASA’s organization culture: the
persistence of NASA’s legendary can-do attitude, excessive allegiance to bureaucratic
proceduralism and hierarchy due to increased contracting out, and the squeeze
produced by “an agency trying to do too much with too little” (CAIB, 2003: 101–20)
as funding dropped so that downsizing and sticking to the schedule became the
means to all ends. The political environment continued to produce pressures for the
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shuttle to operate like an operational system, and NASA accommodated. Chapter 6,
“Decision Making at NASA,” chronicled the history of decision-making on the foam
problem. Instead of managerial failures, it showed how patterns of information – the
weak, mixed, and routine signals behind the normalization of deviance prior to
Challenger – obscured the seriousness of foam debris problems, thus precipitating
NASA’s second gradual slide into disaster. In contrast to the Commission, the CAIB
presented evidence that schedule pressure directly impacted management decisionmaking about the Columbia foam debris hit. Also, it showed how NASA’s bureaucratic
culture, hierarchical structure, and power differences created missing signals, so that
engineers’ concerns were silenced in Columbia foam strike deliberations.
Chapter 7, “The Accident’s Organizational Causes,” examined how the organizational culture and structure impacted the engineering decisions traced in chapter 6. A
focal point was the “broken safety culture,” resulting from a weakened safety structure that created structural secrecy, causing decision-makers to “miss the signals the
foam was sending” (2003: 164). Organization structure, not communication failure,
was responsible for problems with conveying and interpreting information. Like the
Presidential Commission, the CAIB found that systems integration and strong independent NASA safety systems were absent. This absence combined with the hierarchical, protocol-oriented management culture that failed to decentralize and to defer
to engineering expertise after the Columbia foam hit. Chapter 8, “History as Cause:
Columbia and Challenger,” compared the two accidents, showing the system effects.
By showing the identically patterned causes resulting in the two negative slides, it
established the second accident as an organizational system failure, making obvious
the causal links between the culture of production (chapter 5), the normalization of
deviance (chapter 6), and structural secrecy (chapter 7). It demonstrated that the
causes of Challenger had not been fixed. By bringing forward the thesis of “History
as Cause,” it showed how both the history of decision-making by political elites and
the history of decision-making by NASA engineers and managers had twice combined
to produce a gradual slide into disaster.
Now consider the fit between the board’s causal findings and its recommendations for change. Empirically, the CAIB found many of the same problems as did the
Commission, and in fact recognized that in the report (2003: 100): schedule pressure,
dependent and understaffed safety agents, communication problems stemming from
hierarchy, power differences, and structural arrangements, poor systems integration
and a weakened safety system, overburdened problem-reporting mechanisms that
muted signals of potential danger, a can-do attitude that translated into an unfounded belief in the safety system, a success-based belief in an operational system,
and bureaucratic rule-following that took precedence over deference to the expertise
of engineers. However, the CAIB data interpretation and causal analysis differed.
Thus, the CAIB targeted for change each of the three layers of NASA’s organizational
system and the relationship between them. First, at the interaction level, decisionmaking patterns that normalize deviance would be altered by “strategies that increase
the clarity, strength, and presence of signals that challenge assumptions about risk,”
which include empowering engineers, changing managerial practices, and strengthening
the safety system (2003: 203).
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Second, organization structure and culture were both pinpointed. The broken
safety culture was to be fixed by changing the safety structure. The Commission
dealt with structural secrecy by structural change that increased the possibility that
signals of danger would be recognized and corrected, not normalized. The CAIB
mandated an “Independent Technical Engineering Authority” with complete authority
over technical issues, its independence guaranteed by funding directly from NASA
headquarters, with no responsibility for schedule or program cost (2003: 193). Second, NASA’s headquarters office of Safety and Mission Assurance (formerly SR&QA)
would have direct authority and be independently resourced. To assure that problems
on one part of the shuttle (e.g., the foam debris from the external tank) took into
account ramifications for other parts (e.g., foam hitting the orbiter wing), the Space
Shuttle Integration Office would be reorganized to include the orbiter, previously not
included. Also, other recommended strategies were designed to deal with power
differences between managers and engineers. For example, the CAIB advocated training the Mission Management Team, which did not operate in a decentralized mode or
innovate, instead adhering to an ill-advised protocol in dealing with the foam strike.
As Weick (1993) found with forest firefighters in a crisis, the failure “to drop their
tools,” which they were trained to always carry, resulted in death for most. The CAIB
recommendation was to train NASA managers to respond innovatively rather than
bureaucratically and to decentralize by interacting across levels of hierarchy and
organizational boundaries (2003: 172).
Third, to deal with NASA’s institutional environment and the culture of production,
the CAIB distributed accountability at higher levels:
The White House and Congress must recognize the role of their decisions in this accident
and take responsibility for safety in the future . . . Leaders create culture. It is their responsibility to change it . . . The past decisions of national leaders – the White House, Congress,
and NASA Headquarters – set the Columbia accident in motion by creating resource and
schedule strains that compromised the principles of a high-risk technology organization.
(2003: 196, 203)

CHANGING NASA
The report made it imperative that NASA respond to many recommendations prior
to the Return to Flight Evaluation in 2005.2 Although at this writing change is still
under way at NASA, it is appropriate to examine the direction NASA is taking and
the obstacles the agency is encountering as it goes about implementing change at
each level of the agency’s organizational system.

Interaction, decision-making, and the normalization of deviance
Because the space shuttle is and always will be an experimental vehicle, technical
problems will proliferate. In such a setting, categorizing risk will always be difficult,
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especially with low-lying, ambiguous problems like foam debris and O-ring erosion,
where the threat to flight safety is not readily apparent and mission success constitutes
definitive evidence. In order to make early warning signs about low-lying problems
that, by definition, will be seen against a backdrop of numerous and more serious
problems, more salient, NASA created a new NASA Engineering and Safety Center
(NESC) as a safety resource for engineering decisions throughout the agency. NESC
will review recurring anomalies that engineering had determined do not affect flight
safety to see if those decisions were correct (Morring, 2004a). Going back to the start
of the shuttle program, NESC will create a common database, looking for earlywarning signs that have been misinterpreted or ignored, reviewing problem dispositions
and taking further investigative and corrective action when deemed necessary. However, as we have seen from Columbia and Challenger, what happens at the level of
everyday interaction, interpretation, and decision-making does not occur in a vacuum,
but in an organizational system in which other factors affect problem definition,
corrective actions, and problem dispositions. A second consideration is clout: how
will NESC reverse long-standing institutionalized definitions of risk of specific problems, and how will it deal with the continuing pressures of the culture of production?

NASA’s institutional environment and the culture of production
NASA remains a politically vulnerable agency, dependent on the White House and
Congress for its share of the budget and approval of its goals. After Columbia, the
Bush administration supported the continuation of the space shuttle program and
supplied the mission vision that the CAIB report concluded was missing: the space
program would return to exploration of Mars. However, the initial funds to make the
changes required for the shuttle to return to flight and simultaneously accomplish
this new goal were insufficient (Morring, 2004b). Thus, NASA, following the CAIB
mandate, attempted to align goals and resources by phasing out the Hubble telescope
program and, eventually, planning to phase out the shuttle itself. Further, during the
stand-down from launch while changes are implemented, the ISS is still operating
and remains dependent upon the shuttle to ferry astronaut crews, materials, and
experiments back and forth in space. Thus, both economic strain and schedule
pressure still persist at NASA. How the conflict between NASA’s goals and the
constraints upon achieving them will unfold is still unknown, but one lesson from
Challenger is that system effects tend to reproduce. The board mandated independence and resources for the safety system, but when goals, schedule, efficiency, and
safety conflicted post-Challenger, NASA goals were reigned in, but the safety system
also was compromised.

Structural secrecy
In the months preceding the report release, the board kept the public and NASA
informed of some of the recommended changes so that NASA could get a head start
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on changes required for Return to Flight. With the press announcement that the
CAIB would recommend a new safety center, NASA rushed ahead to begin designing
a center, despite having no details about what it should entail. When the report was
published, NASA discovered that the planned NASA Engineering and Safety Center it
had designed and begun to implement was not the independent technical authority
that the board recommended. Converting to the CAIB-recommended structure was
controversial internally at NASA, in large part because the proposed structure (1) did
not fit with insiders’ ideas about how things should work and where accountability
should lie, and (2) was difficult to integrate into existing operations and structures
(cf. Sietzen and Cowing, 2004). NESC is in operation, as described above, but NASA
is now working on a separate organization, the independent technical authority, as
outlined by the CAIB.
Whereas CAIB recommendations for changing structure were specific, CAIB directions
for changing culture were vague. The report’s one clear instruction for making
internal change was for correcting the broken safety culture by changing the structure
of the safety system. The CAIB was clear about implicating NASA leaders, making
them responsible for changing culture. But what was the role of NASA leaders in
cultural change, and how should that change be achieved? The CAIB report left no
clear guidelines. During my participation in meetings at NASA after report release, it
was clear that NASA leaders did not understand how to go about changing culture.
Trained in engineering and accustomed to human factors analysis, changing culture
seemed “fuzzy.” Further, many NASA personnel believed that the report’s conclusion
about agency-wide cultural failures wrongly indicted parts of NASA that were working
well. Finally and more fundamentally, they had a problem translating the contents
of the report to identify what cultural changes were necessary and what actions they
implied.
So how to do it? NASA’s approach was this. On December 16, 2003, NASA
headquarters posted a Request For Proposals on its website for a cultural analysis
followed by the elimination of cultural problems detrimental to safety. Verifying the
CAIB’s conclusions about NASA’s deadline-oriented culture, proposals first were due
January 6, then the deadline was extended by a meager ten days. Ironically, the
CAIB mandate to achieve cultural change itself produced the very production pressure about which the report had complained. Designated as a three-year study, NASA
required data on cultural change in six months (just in time for the then-scheduled
date of the Return to Flight Evaluation), and a transformed culture in 36 months.
The bidders were corporate contractors with whom NASA frequently worked. The
awardee, Behavioral Science Technology, Inc., conducted a “cultural analysis” survey
to gather data on the extent and location of cultural problems in the agency. The
ability of any survey to tap into cultural problems is questionable, because it relies
solely on insiders, who can be blinded to certain aspects of their culture. A better
assessment results when insider information is complemented by outside observers
who become temporary members, spending sufficient time there to be able to identify
cultural patterns, examine documents, participate in meetings and casual conversations, and interview, asking open-ended questions. A further problem is implied in
the survey response rate of 40 percent, indicating that insider viewpoints tapped will
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not capture agency-wide cultural patterns. This work is still in progress as I write. In
a status report (Behavioral Science Technology, 2004) BST’s “Problem Statement”
indicates they translated the CAIB report into a human factors approach, focusing
on communication and decision-making, failing to grasp the full dimensions of the
CAIB’s social analysis. The “Problem Statement” reads:
The Columbia Accident Investigation Board’s view of organizational causes of the accident:
1 Barriers prevent effective communication of critical safety information and stifled
professional differences of opinion.
2 Failure to recognize that decision-making was inappropriately influenced by past success.
3 Acceptance of decision-making processes that operated outside of the organization’s
rules.
(2004: 7)

These statements are correct, but omit the environmental and organizational conditions
that produced them. Logically, the BST strategy for change was individually oriented,
training managers to listen and decentralize and encouraging engineers to speak up.
Thus, NASA’s response is, to date, at the interaction level only, leaving other aspects
of culture identified in the report – such as cultural beliefs about risk, goals, schedule
pressures, structure, and power distribution – unaddressed.

CONCLUSION: LESSONS LEARNED
The dilemmas of slippery slopes, repeating negative patterns, and learning from
mistakes are not uniquely NASA’s. We have evidence that slippery slopes are frequent
patterns in man-made disasters (Turner, 1978; Snook, 2000; Vaughan, 1996). We also
know that slippery slopes with harmful outcomes occur in other kinds of organizations where producing and using risky technology is not the goal. Think of the
incursion of drug use into professional athletics, US military abuse of prisoners in
Iraq, and Enron – to name some sensational cases in which incrementalism, commitment, feedback, cultural persistence, and structural secrecy seem to have created an
organizational “blind spot” that allowed actors to see their actions as acceptable and
conforming, perpetuating a collective incremental descent into poor judgment. Knowing
the conditions that cause organizations to make a gradual downward slide, whether
the man-made disasters that result are technical, political, financial, public relations,
moral, or other, does give us some insight into how it happens that may be helpful
to managers and Administrators hoping to avoid these problems.
In contradiction to the apparent suddenness of their surprising and sometimes
devastating public outcomes, mistakes can have a long incubation period. How do
early-warning signs of a wrong direction become normalized? A first decision, once
taken and met by either success or no obvious failure (which also can be a success!),
sets a precedent upon which future decisions are based. The first decision may be
defined as entirely within the logic of daily operations because it conforms with
ongoing activities, cultural norms, and goals. Or, if initially viewed as deviant, the
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positive outcome may neutralize perceptions of risk and harm; thus what was originally defined as deviant becomes normal and acceptable as decisions that build upon
the precedent accumulate. Patterns of information bury early-warning signs amidst
subsequent indicators that all is well. As decisions and their positive result become
public to others in the organization, those making decisions became committed to
their chosen line of action, so reversing direction – even in the face of contradictory
information – becomes more difficult (Salancik, 1977).
The accumulating actions assume a taken-for-granted quality, becoming cultural
understandings, such that newcomers may take over from others without questioning
the status quo; or, if objecting because they have fresh eyes that view the course of
actions as deviant, they may acquiesce and participate upon learning the decision
logic and that “this is the way we do it here.” Cultural beliefs persist because people
tend to make the problematic nonproblematic by defining a situation in a way that
makes sense of it in cultural terms. NASA’s gradual slides continued because (1) the
decisions made conformed to the mandates of the dominating culture of production
and (2) organization structure impeded the ability of those with regulatory responsibilities – top Administrators, safety representatives – to critically question and intervene.
Why do negative patterns repeat? Was it true, as the press concluded after Columbia, that the lessons of Challenger weren’t learned? When we examined the lessons
of Challenger identified in the findings and recommendations of the Commission’s
1986 report, cause was located primarily in individual mistakes, misjudgments, flawed
analysis, flawed decision-making, and communication failures. The findings about
schedule pressures and safety structure were attributed also to flawed decisionmaking, not by middle managers but by NASA leaders. In response, the Commission
recommended adjusting decision-making processes, creating structural change in
safety systems, and bringing goals and resources into alignment. NASA acted on each
of those recommendations; thus, we could say that the lessons were learned. The
Columbia accident and the CAIB report that followed taught different lessons, however. They showed that an organizational system failure, not individual failure, was
behind both accidents, causing the negative pattern to repeat. So, in retrospect, we
must conclude that from Challenger NASA learned incomplete lessons. Thus, they did
not connect their strategies for control with the full social causes of the first accident.
Events since Columbia teach an additional lesson: we see just how hard it is to
learn and implement the lessons of an organization system failure, even when they
are pointed out, as the CAIB report did. Further, there are practical problems. NASA
leaders had difficulty integrating new structures with existing parts of the operation;
cultural change and how to go about it eluded them. Some of the CAIB recommendations for change were puzzling to NASA personnel because they had seen their
system working well under most circumstances. Further, understanding how social
circumstances affect individual actions is not easy to grasp, especially in an American
ethos in which both success and failure are seen as the result of individual action.3
Finally, negative patterns can repeat because making change has system effects that
can produce unintended consequences. Changing structure can increase complexity
and therefore the probability of mistake; it can change culture in unpredictable ways
(Jervis, 1997; Perrow, 1984; Sagan, 1993; Vaughan, 1999).
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Even when the lessons are learned, negative patterns can still repeat. The process
and mechanisms behind the normalization of deviance make incremental change
hard to detect until it’s too late. Change occurs gradually, the signs of a new and
possibly harmful direction occurring one at a time, injected into daily routines that
obfuscate the developing pattern. Moreover, external forces are often beyond a single
organization’s ability to control. Cultures of production, whether production of police
statistics, war, profits, or timely shuttle launches, are a product of larger historical,
cultural, political, ideological, and economic institutions. Making organizational change
that contradicts them is difficult to implement, but in the face of continuing and consistent institutional forces even more difficult to sustain as time passes. Attributing
repeating negative patterns to declining attention and forgetting of lessons learned
as a crisis recedes into history neglects the sustaining power of these institutionalized
external forces. The extent to which an organization can resist these conditions is
likely to vary as its status and power vary. Although, compared to some, NASA
seems a powerful government agency, its share of the federal budget is small compared
to other agencies. In the aftermath of both accidents, political and budgetary decisions
of elites that altered goals and resources made it difficult to create and sustain a
different NASA where negative patterns do not repeat. It may be argued that, under
the circumstances, NASA’s space shuttle program has had a remarkable safety record.
But even when everything possible is done, we cannot have mistake-free organizations because as Jervis (1997) argues and the NASA case verifies, system effects
will produce unanticipated consequences. Further, all contingencies can never be
predicted, most people don’t understand how social context affects individual action,
organizational changes that correct one problem may, in fact, have a dark side,
creating unpredictable others, and external environments are difficult to control.
Although all mishaps, mistakes, and accidents cannot be prevented, both of NASA’s
accidents had long incubation periods, thus they were preventable. By addressing
the social causes of gradual slides and repeating negative patterns, organizations
can reduce the probability that these kinds of harmful outcomes will occur. To do so,
connecting strategies to correct organizational problems with their organization system
causes is crucial. Social scientists can play a significant role.
First, we have research showing the problem of the slippery slope is perhaps more
frequent than we now imagine (Miller, 1990; Turner, 1978), but less is known about
cases where this pattern, once begun, is reversed (but see Kanter, 2004). Building a
research base about organizations that make effective cultural change and reverse
downward slides is an important step. Further, by their writing, analysis, and consulting, social scientists can:
1 Teach organizations about the social sources of their problems.
2 Advise on strategies that will address those social causes.
3 Prior to implementation of change, research the organizational system effects of
planned changes, helping to forestall unintended consequences (see authors in
this volume; see also, e.g., Clarke, 1999; Edmondson et al., 2005; Kanter, 1983,
2004; Roberts, 1990; Tucker and Edmondson, 2003; Weick et al., 1990).
4 Advise during the implementation of planned changes. As Pressman and Wildavsky
(1984) observed, even the best plans can go awry without proper implementation.
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Second, NASA’s problem of the cultural blind spot shows that insiders are unable
to identify the characteristics of their own workplace structure and culture that might
be causing problems. This suggests that, rather than waiting until after a gradual
slide into disaster or repeat of a negative pattern to expose the dark side of culture
and structure, organizations would benefit from ongoing cultural analysis by
ethnographically trained sociologists and anthropologists giving regular feedback,
annually replaced by others to avoid seduction by the cultural ethos and assure fresh
insights. Bear in mind this additional obstacle: the other facet of NASA’s cultural
blind spot was that the agency’s success-based belief in its own goodness was so
great that it developed a pattern of disregarding the advice of outside experts (CAIB,
2003: ch. 5). To the extent that the CAIB report’s embrace of an organizational
system approach becomes a model for other accident investigation reports, other
organizations may become increasingly aware of the social origins of mistakes and
of the need to stay in touch with how their own organizational system is working.

NOTES
1 Although the patterns were identical, two differences are noteworthy. First, for O-ring
erosion, the first incident of erosion occurred on the second shuttle flight, which was the
beginning of problem normalization; for foam debris, the normalization of the technical
deviation began even before the first shuttle was launched. Damage to the thermal protection
system – the thousands of tiles on the orbiter to guard against the heat of re-entry – was
expected due to the forces at launch and during flight, such that replacement of damaged
tiles was defined from the design stage as a maintenance problem that had to be budgeted.
Thus, when foam debris damage was observed on the orbiter tiles after the first shuttle
flight in 1981, it was defined as a maintenance problem, not a flight hazard. This early
institutionalization of the foam problem as routine and normal perhaps explains a second
difference. Before the Challenger disaster, engineering concerns about proceeding with
more frequent and serious erosion were marked by a paper trail of memos. The foam debris
problem history also had escalations in occurrence, but showed no such paper trail, no
worried engineers. Other differences are discussed in Vaughan, 2003.
2 Prior to resuming shuttle launches, progress on these changes is being monitored and
approved by a NASA-appointed board, the Covey–Stafford board, and also by the US
Congress, House Committee on Science, which has official oversight responsibilities for the
space agency.
3 After a presentation in which I translated the cultural change implications of the CAIB
report to a group of Administrators at NASA headquarters, giving examples of how to go
about it, two Administrators approached me. Drawing parallels between the personalities of
a Columbia engineer and a Challenger engineer who both acted aggressively to avert an
accident but, faced with management opposition, backed off, the Administrators wanted to
know why replacing these individuals was not the solution.
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ORGANIZATIONAL LEARNING
AND ACTION IN THE MIDST OF
SAFETY DRIFT: REVISITING THE
SPACE SHUTTLE PROGRAM’S
RECENT HISTORY
Moshe Farjoun

As defenses erode in the face of production pressures, the drift toward safety failure
is a well-documented pattern (e.g., Reason, 1997; Woods, chapter 15 this volume).
The history of NASA and the space shuttle program, in the years preceding the
Columbia disaster, provides a great opportunity to examine organizational learning
and responses in the midst of safety drift. The occurrence of the Challenger and
Columbia disasters led many to conclude that both accidents were preceded by
periods of safety drift (e.g., Vaughan, chapter 3 this volume). Undeniably, the period
before the Challenger exhibits many characteristics of a classic drift: there was a
history of a “no failure” record, anomalies and problems were developing beneath
the surface, false security beliefs were held by key people, and early-warning signs
were ignored and normalized (Presidential Commission, 1986; Vaughan, 1996). Given
the similarity between the Columbia and the Challenger disasters the question of
whether NASA has learned from its prior experience has naturally been raised.
However, although the recent period leading to the Columbia disaster – from the
mid-1990s and on – demonstrates many of the same troubling trends, it also exhibits
some important twists. Even though NASA experienced no human accidents in this
period, two major 1999 events and follow-up investigations have flagged many signs
of potential problems. The two in-flight anomalies during the Columbia STS-93
mission came first. They were almost immediately followed by the failure of two Jet
Propulsion Laboratory (JPL) Mars robotic probes. Both the STS-93 and the robotic
mission failures shared some of the contributing factors later encountered in the
Columbia disaster (CAIB, 2003): the interaction of complex technology with organizational problems, overemphasis on efficiency as opposed to safety goals, system
stress due to insufficient resources, optimism engendered by long periods without
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major mishaps, flawed managerial processes, and inadequate communications. Therefore, less than four years before the Columbia disaster, and unlike the Challenger
disaster, NASA and the space shuttle program had two major learning opportunities.
They could have identified the imminent threat and potentially intervened effectively
and in a timely manner.
Adding to the mystery, the shuttle and JPL programs emerged from the 1999
failures in different trajectories, one culminating in January 2004 with a successful
landing on Mars and the other with the 2003 Columbia tragedy. This raises the
question of the extent to which the space shuttle program could have used the 1999
events to learn and intervene. To the extent that it could, we must ask why it has not
stopped the drift and why its responses fared so drastically differently from those of
its JPL sister program.
I build on extensive archival data and insights from NASA informants to focus on
developments in the years prior to the Columbia tragedy, particularly during 1995–
2003. A more complete overview of the history of the shuttle program is given in
chapter 2 of this volume. Although a full comparative analysis of the events leading
to the Challenger and Mars probes failures is beyond the scope of this chapter, I
compare aspects of these incidents with the Columbia case. My analysis deviates
from that of the CAIB report in several respects. Although the report describes recent
events in great detail, it focuses almost exclusively on the human space program
of NASA. The report notes NASA’s lack of response to prior recommendations issued
by advisory panels and committees. However, it has not scrutinized the organizational learning processes and action actually taken as potential contributors to the
Columbia accident.
Studies of the Challenger disaster (e.g., Starbuck and Milliken, 1988; Vaughan, 1996),
the CAIB investigation, and several chapters in this volume focus on organizational
responses to warning signs at the operational level, and they are concerned with
management’s early opportunities to deal with O-rings, foam debris, and imaging
requests. The CAIB report in particular seems to define the most perplexing question as
“How could NASA have missed the signals the foam was sending?” (CAIB, 2003: 184).
My analysis deals with specific warnings too, but it also focuses on more global
warning signs, including organizational flaws, problematic goal orientations, and
growing system stress under production pressures. Both the CAIB and more recent
findings (e.g., Leary, 2004) revealed several other accidents “waiting to happen,”
presumably generated by pre-existing faulty and potentially overly stretched technological and organizational systems. Therefore, I am concerned with why NASA and
its leaders did not respond to accumulating global signs of imminent organizational
failure as much as with why they failed to deal with specific operational issues.
My hope is to use this study to better understand the processes that allow organizations to slide into disasters and failures, and why it may be difficult to recognize,
learn from, and intervene in these processes in order to arrest the slide. I use the
notion of the safety failure cycle as a main theoretical framework (e.g., Heimann,
1997; Reason, 1997). I follow my theoretical discussion with a narrative that describes
the experiences of the shuttle program and the JPL. Following my analysis of these
experiences I conclude with some implications for theory and practice.
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THEORETICAL FRAMEWORK

The safety failure cycle and the nature of safety feedback
The tension between safety and efficiency goals has been long recognized by human
safety theorists (Rasmussen, 1997; Reason, 1997; Woods, chapter 15 this volume)
and political science and public administration theorists (Heimann, 1997; Landau, 1973;
Sagan, 1993). Managers need to allocate finite resources – money, talent, attention, and
physical resources – to attend to these partially inconsistent goals. Often “production”
or efficiency goals that are most directly associated with an organization’s core mission
receive more resources than safety programs. Production pressures such as time
constraints exacerbate this bias in resource allocation.
This tension is at the heart of an elegant dialectic model of safety failure cycles –
applicable to organizations in general and government agencies in particular. According
to this model, following major safety failures there is a greater managerial concern
about safety and managers allocate more resources toward achieving safety goals.
With an improved safety record and long periods of safe performance, resources
gradually shift away from safety toward support for efficiency goals. This leads to
reduced safety margins and a drift process away from safety concerns that may
eventually lead an organization to be vulnerable and allow another catastrophe that
permits a new launch of the safety failure cycle.
Several inherent complications associated with learning from safety feedback play
a central role in perpetuating the safety failure cycle. First, resources directed at
improving productivity often have relatively easily measured outcomes that are
immediately available; in contrast, those aimed at enhancing safety do not have
easily measured outcomes, at least in the short run. Second, when efficiency goals
are pursued the feedback generated is generally unambiguous, rapid, compelling, and
(when the news is good) highly reinforcing. By contrast, the feedback associated with
efforts directed at maintaining safety is largely ambiguous, intermittent, not necessarily convincing, and not particularly compelling as compared to the impact that a
major accident or string of accidents may have (Reason, 1990). As a result, feedback
from efforts to achieve efficiency goals often speaks louder than feedback from
efforts to improve safety. Third, many accidents develop as a result of latent errors
that have incubated over long periods and may have contributed to several accidents
(Reason, 1990; Snook, 2000; Turner, 1978). Unlike active errors, whose effects are
felt almost immediately, the adverse consequences of latent errors may lie dormant
within the system for a long time (Reason, 1990). These complications associated
with safety are layered upon more general managerial decision-making deficiencies and
imperfections and incompleteness in organizational learning processes (March and
Olsen, 1979). Learning and control in support of safety are extremely difficult processes.

Safety drift
A comprehension gap can develop between apparently safe performance and less
visible indicators of growing risk vulnerability so that organizational leaders proceed
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under a false sense of security. Lengthy periods in which bad events are absent create
the (false) impression that the system, the organization, and its technologies are operating safely. As summarized by Weick (1987):
Reliability is invisible in the sense that reliable outcomes are constant, which means
that there is nothing to pay attention to. Operators see nothing and seeing nothing
presume that nothing is happening. If nothing is happening and they continue to act the
way they have been, nothing will continue to happen. This diagnosis is deceptive and
misleading because dynamic inputs create stable outcomes.

Organizational member interpretations of an “un-rocked boat” can lead to a gradual
erosion of safety efforts as demands for efficiency gain the upper hand in an unequal
fight for attention. In the face of resource constraints and efficiency imperatives
imposed by budgets and schedules, it is easy to forget things that rarely happen. As
a result, investments in effective protection fall off and the care and maintenance
necessary to preserve the integrity of existing defenses decline. The consequences of
both processes – failing to invest and neglecting existing defenses – is a greatly
increased risk of catastrophic, and sometimes terminal, accidents (Reason, 1997).
This process has been aptly described in the CAIB report:
When a program agrees to spend less money or accelerate a schedule beyond what the
engineers and program managers think is reasonable, a small amount of overall risk is
added. These little pieces of risk add up until managers are no longer aware of the total
program risk, and are, in fact, gambling. Little by little, NASA was accepting more and
more risk in order to stay on schedule.
(CAIB, 2003: 139)

Managers become accustomed to their apparent safe state and allow their organization
to slowly and insidiously drift – like the un-rocked boat – into regions of greater
vulnerability with reduced safety margins. Additionally, when a technology is viewed
as reliable and an agency observes many successes and no failures, there is increased
confidence coupled with political incentives to revise the likelihood of failure downwards in order to justify shifting resources to other activities (Heimann, 1997).
Like prolonged success, accidents may also be an unreliable indicator of organizational safety. However, accidents provide the impetus for enhanced safety measures,
particularly when they are combined with pressures stemming from regulatory and
public oversight. Large failures or strings of modest failures motivate greater safety
margins and hence new periods of engineering success (Petroski, 1985). However,
although political and organizational leaders may maintain a commitment to safety
for a while, they often find it difficult to do so indefinitely (Perrow, 1984; Sagan, 1993).
Therefore, the safety failure cycle model suggests that managers may compromise
safety goals, particularly under conditions of scarce resources. Furthermore, they
may fail to correct this bias in resource allocation because the nature of safety feedback makes learning and control difficult. Facing uncertainty and imperfect feedback
about the outcomes of their resource allocation, managers may find it difficult to
maintain or restore balance. The consequent resource allocation leads to a gradual drift
and eventually to a major failure.
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Are there ways to stop or delay the drift into safety failure? Advocates of the
Normal Accident Theory (Perrow, 1984; Sagan, 1993) are skeptical and suggest that
at best organizations try to reduce failure frequency (Heimann, 1997). By contrast,
advocates of High Reliability Organization Theory (Roberts, 1990; Weick et al., 1999)
and human safety theorists (Reason, 1997; Woods, chapter 15 this volume) have
more faith in organizational abilities to learn and enhance reliability. In order to
combat drift, they advocate strong safety cultures, good managerial control systems,
effective learning, and greater attention to near-accidents (March et al., 1991). Ongoing or periodic safety reviews can be helpful. Their advantage is that they can rely
more on process indicators such as the stress levels experienced by employees, and
less on visible glitches, and provide continuous and more accurate check-ups of the
system’s reliability.

Learning after a major failure vs. learning during safety drift
An important implication of the safety failure cycle model in general and of the
differences in organizational responses to visible successes, as opposed to major
accidents, is that they partition history into two conceptually different phases. After
major failure, there is a natural window of opportunity for learning and reforms, for
the need for learning and change is apparent to the organization and its oversight
bodies. Despite the pain of a major accident and the adjustments required to accommodate subsequent reforms, the organization is relatively more elastic at this time
and managers are anxious to comply with external recommendations in order to
return to normal operations.
However, at some point this learning window closes and the organization focuses
back on tasks at hand so that maintaining a focus on safety becomes more challenging.
Operational successes further reinforce operational resource commitments. Yet, the
nature of latent errors and ambiguous feedback about the state of safety in the
organization requires a healthy disbelief in current performance indicators. More
resources may be allocated to efficiency goals when in fact attention and resources
are needed to identify and stop potential drift. Finally, the energy of organizational
leaders and other members is devoted to focusing upon and measuring operations as
opposed to reflecting on potential vulnerabilities and learning to enforce procedures
that protect safety margins.
Miller’s (1994) study of 36 firms led him to conclude that long periods of repeated
success foster structural and strategic inertia, inattention, and insularity, and the loss
of a sensitivity to nuance. Repeated safety “success” is different from repeated financial
success in that it does not generate new resources, but it does generate apparent
organizational slack by freeing up existing resources for alternative uses. However,
evidence from safety failure studies also shows that “failure-free” periods enhance
belief in future success, leading to fine-tuning adjustments that can in fact lead to an
increased likelihood of safety failure (Starbuck and Milliken, 1988; Vaughan, 1996).
In the face of growing confidence in an organization’s safety effectiveness, organizational safety efforts often become characterized by inertia, decay, and forgetfulness
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The safety failure cycle model and its implications for learning and intervention

as attention moves to an efficiency focus. At these times of safety drift, organizations have greater need for greater vigilance and increased resources dedicated to
safety. To the extent that opportunities for learning and intervention emerge during
this later period of the safety failure cycle, for example near misses, such events are
invaluable. To the extent that the learning value of such opportunities is denied,
however, there is then little to stop an organization from sliding into disaster. Figure 4.1 summarizes the basic failure cycle model and its implications for learning
post accident and during safety drift.

HISTORICAL NARRATIVE: 1995–2003 (AND BEYOND)
In the mid-1990s, the space shuttle program was less than a decade beyond the
Challenger disaster and several years away from subsequent reforms (see chapter 2
for background). Dan Goldin, NASA’s Administrator, was implementing his faster,
better, cheaper (FBC) approach. Even though safety goals were consistently stressed
as an important additional consideration, they were not one of the three tenets of
FBC. Consistent with the FBC emphasis and deciding that it might have gone too far
in emphasizing safety, NASA removed some of the safety measures that had been
instituted after the Challenger accident, such as additional safety controls and personnel.
Goldin started his second term as NASA’s Administrator in 1997. The shuttle
program at the time was subject to significant budget constraints, downsizing efforts,
and efficiency pressures that were imposed by the Clinton Administration. Safety
margins eroded due to staff reductions as the shuttle program was put on notice by
oversight bodies that it needed to improve its safety practices. Moreover, several latent
errors, such as foam-shedding incidents which later caused the Columbia disaster, were
already penetrating the system. But from the standpoint of the oversight groups, NASA
could boast of a “no mission failure” record and so the agency could achieve more. In
addition, the 1995 Kraft report supported downsizing policies, confirmed the operational
status of the spacecraft, and was generally consistent with Goldin’s FBC initiatives.
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At the beginning of his second term at NASA, Goldin celebrated the biggest
success of his tenure – the Pathfinder landing on Mars. In addition, about nine out
of ten missions guided by the FBC approach and its technological and organizational
parameters succeeded between 1992 and 1998, leading to the view that robotic technology had become highly reliable. The robotic missions were run by the JPL at Pasadena,
California. JPL operates through a different governance structure and funding sources
than the human shuttle program and in 1999 it had a budget of about $1.3 billion.
However, the shuttle and the JPL programs shared several common challenges. JPL
also experienced resource constraints in the 1990s. The program’s workforce had also
been downsized, dropping 25 percent between 1992 and 1999.
The FBC approach was originally designed to avoid highly visible failures and
reduce mission costs so that NASA could live within its means. It used technological
and organizational innovations to increase mission frequency and quality and reduce
costs. By using smaller spacecraft and more frequent missions Goldin’s approach
aimed to spread the risk of one large failure. This approach was implemented only at
JPL and the robotic missions, but the underlying tenets affected NASA as a whole.
The success record of the robotic missions reinforced the key premises of this strategy.
During the same period the performance record of the shuttle program was also
promising and indicated that “in-flight” anomalies were decreasing at a higher rate
than the budget decreases. During the height of the budget cuts – from 1992 to 2000
– recorded in-flight anomalies on shuttle missions dropped steadily from 18 per flight
to fewer than five (Pollack, 2003).
The 1997–9 reports of the Aerospace Safety Advisory Panel (ASAP) reinforced
prior warnings and recommendations. ASAP is a senior advisory committee that
reports to NASA and Congress. The panel was chartered by Congress in 1967, after
the tragic Apollo 1 fire, to act as an independent body advising NASA on the safety
of operations, facilities, and personnel.
NASA saw its exchanges with the ASAP as nagging and as embedded in a wider
list of oversight commissions and reviewers that it had to deal with continuously and
simultaneously. The warnings from these many groups were not always welcome but
NASA learned to live with them. The ASAP warned this time against cannibalization
problems: using parts from one shuttle to repair another. It also discussed highly
optimistic schedules that had no slack in them to deal with any future development
problems. The 1999 ASAP report warned about a skill crisis – shortage in critical
skill areas. The panel also warned that uncertainty about whether planned shuttle
program milestones could actually be accomplished made strategic planning, workforce
deployment, and general prioritization difficult. Other studies at the time revealed
that employees saw safety as being the first priority – but they were much less sure
of just what else was next in order. Everyone at NASA knew, however, that they
were doing more with less than at any other time in their history.
Therefore, warning signs associated with safety coexisted with the visible “no
failure” record of safety success. When dealing with these inconsistencies, NASA’s
management seems wherever possible to have interpreted or reinterpreted available
evidence as supporting the shuttle’s “operational” status and its overarching paradigm of faster, better, cheaper.
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In the second half of 1999, there were mission failures involving the Columbia
shuttle and then dual failures with the Mars probe. The Mars probe failures came
after a big success in 1997. The Mars Climate Orbiter failed to find a proper trajectory around Mars and the Mars Polar Lander was lost, believed crashed. Including the
1999 mission failures NASA attempted to fly 16 FBC missions in 1992–2000, with a
63 percent success rate.
The 1999 failures appalled NASA and Goldin, challenged the FBC approach, and
led to a series of reviews and changes. The Mars Climate Orbiter mishap report
released in March 2000 evaluated the performance of the FBC missions. It found that
indeed costs went down and scope (content and infusion of new technologies) went
up. However, it also observed that as the implementation of this strategy evolved the
focus on cost and schedule reduction increased risk beyond acceptable levels on
some projects. The report warned that NASA might be operating at the edge of high
and unacceptable risk on some projects. The report concluded that, although the FBC
paradigm had enabled NASA to respond to the national mandate of doing more with
fewer resources – money, personnel, and development time – these demands had also
stressed the NASA system to its limit.
In 2000, the Young report on the Mars missions was issued. After comparing prior
successful and unsuccessful missions it concluded that mission success was associated with adequate resource margins and flexibility to adjust project mission scope,
while failure was associated with inadequate resources – successful missions cost
more. The Young report found that beyond the technical causes of the Mars failures
(such as the use of the wrong metrics) there were management problems: faulty
processes, miscommunication, and lack of integration. The two spacecraft were
underfunded, and the projects suffered from understaffing, inadequate margins,
and unapplied institutional expertise available at the JPL’s technical divisions. The
Commission concluded that, in the final analysis, mission readiness should take
priority over any launch window constraints.
A significant issue for NASA and Goldin was how to reconcile the successes
achieved by the FCB approach and the Mars project failures. The failures could have
been attributed to a failure of strategy or a failure in the implementation of strategy.
NASA seemed to opt for the latter interpretation. Goldin himself felt obliged, however, to re-emphasize the importance of reliability – risk management as well as cost,
schedule, and performance – and in so doing, to add a fourth element to his FBC
mantra. With White House approval, he reversed course on downsizing and decided to
hire more employees in key areas, for five years of cuts had led to a skill imbalance
within NASA and an overtaxed workforce. The work overload and associated stress
on employees could have affected both performance and safety. In addition, safety
upgrades had suffered: In 1988, 49 percent of the shuttle budget was spent on safety
and performance upgrades. By 1999 that figure was down to 19 percent (Pollack, 2003).
Goldin felt accountable for the Mars failures. He accepted responsibility and appointed a new Mars program director. He said:
I asked these people to do incredible tough things, to push the limits. We were successful
and I asked them to push harder and we hit a boundary. And I told them that they
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should not apologize. They did terrific things and I pushed too hard. And that’s why I
feel responsible.

Another drastic response by Goldin was to proclaim a budget crisis – he asked for
additional funds, alarming the White House by stating that he simply had insufficient funds for safety upgrades.
NASA made a number of changes in the Mars program and delayed follow-up
missions pending corrections. It embarked on a major overhaul of the program’s
management, and returned to a slower pace, having learned that short-term hastiness
could bring about long-term delays. The FBC policy was retained only as a general
guide (Lambright, 2001).
NASA’s problems were not confined to the JPL program, for serious problems had
also been detected in the shuttle program. In July 1999, on the STS-93 mission to
deploy a powerful X-ray telescope, the space shuttle Columbia experienced several
malfunctions and two in-flight anomalies. Although initially downplayed, the events
led to some recognition within and outside NASA that years of deep budget cuts
might have the potential of imperiling the lives of the astronauts (Pollack, 2003). The
Shuttle Independent Assessment Team (SIAT) board was formed as a result of the
increases in shuttle failures. Goldin, concerned about the Columbia malfunctions,
asked the board to leave no stone unturned.
The SIAT report released in March 2000 anticipated many issues and recommendations that were echoed by the CAIB after the Columbia accident of 2003. The report
commended the shuttle program but also brought up a host of serious issues that led
to important recommendations. The board found the shuttle to be a well-defended
safety system supported by a dedicated and skilled workforce; reliability; built-in
redundancy; and a vigilant, committed agency. In the board’s view the shuttle program was one of the most complex engineering activities undertaken anywhere
and operated in an unforgiving flight environment. This very complex program
had undergone massive changes in structure in a transition to a slimmed-down,
contractor-run operation: the Space Flight Operations Contract (SFOC). This transition reduced costs and was not associated with a major accident.
But SIAT observed an erosion of safety defenses – a shift away from the rigorous
execution of pre-flight and flight-critical processes. It identified systemic issues that
indicated an erosion of key defensive practices such as reduced staff levels and failed
communication. The reasons for the erosion of safety defenses were suggested to
be many: reductions in resources and staffing, shifts toward a “production mode” of
operation, and optimism engendered by long periods without a major mishap.
SIAT also raised concerns about risk management process erosion created by the
desire to reduce costs. It viewed NASA’s risk-reporting processes as both optimistic
and inaccurate. Moreover, in the SIAT view the shuttle should not be thought of as
an operational vehicle. It was a developmental vehicle. It noted how, by defining the
shuttle as an operational vehicle when in fact it was a developmental vehicle, the
workforce received implicitly conflicting messages that in fact made it more likely
that they would emphasize achieving cost and staff reduction goals and increasing
scheduled flights to the space station rather than reflecting on safety concerns.
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SIAT pointed out that the size and complexity of the shuttle system and the
NASA–contractor relationships made understanding communication and informationhandling critical for the successful integration of separate efforts. It recommended
that the shuttle program strive to minimize turbulence in the work environment and
disruptions that could affect the workforce. In addition, the overall emphasis on
safety should be consistent with a “one strike and you are out” environment of the
space shuttle operations.
In response to the report, NASA asserted that safety was its number one priority,
was regularly reinforced, and was internalized through the culture of the space
shuttle program. It established its own task force to implement the SIAT recommendations. In practical terms, it moved to stop further shuttle staffing reductions
from the civil service side, added safety inspections, and sought more resources for
safety-oriented activities. Yet, some safety recommendations were deferred or simply
not implemented.
The Columbia overhaul took 17 months and cost $145 million to resolve many problems. Even with this makeover, a failure in Columbia’s cooling system nearly ended
the March 2002 Hubble mission prematurely. Boeing carried out the Columbia’s
repairs and acknowledged that it had found 3,500 wiring faults in the orbiter,
which was several times anything found previously in Columbia’s sister craft (Klerkx,
2004). The extent of the needed repair work on the Columbia so surprised NASA that
midway through the overhaul process, the agency’s leadership considered taking
Columbia out of service altogether both for safety reasons and to leave more money
available for the remaining vehicles.
In early January 2001, the last year of Goldin’s tenure, NASA released a new report
that was a final word on the Mars failures. The report retained the FBC approach but
argued the need for better implementation, clarity, and communication – in a way
establishing continuation of the initiative with or without Goldin. The ASAP report of
2001 also warned against the combination of inexperienced people and an increased
flight rate associated with support for the International Space Station (ISS).
The troubled STS-93 mission forced the Clinton administration to change course
and pump new money and employees into the shuttle program – only to see the
Bush administration then propose sharp cutbacks in spending on safety upgrades. In
January 2001, the Bush administration came to the White House. In the years after
that troubled Columbia mission, fears about shuttle safety continued to build. “The
ice is getting thinner,” Michael J. McCulley, chief operating officer of the shuttle’s
main outside contractor, United Space Alliance, warned Congress in September 2001.
In November 2001 a report of the ISS task force condemned the way NASA
managed the ISS and suggested limiting flights to four a year as a cost-control
measure. NASA accepted and projected, accordingly, the February 19, 2004 deadline
for “core complete.” Basically the White House and Congress had put the ISS and the
space shuttle program, and indeed NASA, on probation because of continuing cost
and schedule overruns. Sean O’Keefe, who later became the new NASA Administrator, was the Office of Management and Budget (OMB) executive in charge of how to
achieve the milestone and bring ISS costs under control. He was personally attached to
achieving the February 2004 milestone and viewed it as a test for NASA’s credibility.
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In November 2001 O’Keefe became NASA Administrator. His appointment was a
symbolic acknowledgment that NASA’s problems were considered to be primarily
managerial and financial. O’Keefe’s address, in April 2002, at Syracuse University
introduced a new strategy. After discussing what had been learned from the Mars
failures he said:
We are doing things that have never been done before. Mistakes are going to happen. If
everything will go well we are not bold enough – not fulfilling our mission to push the
envelope. We need to establish “stretch goals” – risky by definition – but if they weren’t
others would be pursuing them. But in selecting goals we must be honest with ourselves
as to the efforts and resources that will be required.

With decreased funding in the background O’Keefe made several changes. Given
that the financial reporting systems at NASA were in disarray and not integrated
across units, it was often difficult to identify what it actually cost to do things.
Improving these financial reporting systems and introducing budgetary discipline
became a major priority for O’Keefe. In addition to the problems with financial
reporting, an internal survey revealed that “lessons learned” were not routinely
identified, collected, or shared, particularly between centers – indicating that NASA
centers did not share ideas and knowledge effectively.
An Atlantis visit to the ISS in April 2002 was postponed for several days due to
a major fuel leak. It was fixed just in time to avoid outright cancellation of the mission.
Two months later, the entire shuttle fleet was grounded when fuel-line cracks were
found in all four orbiters. When the fleet was green-lighted again in the fall of 2002,
problems continued. In an Atlantis flight in November, its left wing suffered glancing blows from foam shredding from the external tank, which three months later
would be the cause of Columbia’s demise. Shuttles have experienced dozens of malfunctions and near-disasters, from the very beginning of shuttle operations.
One of O’Keefe’s initiatives was a benchmarking study comparing the safety
organizations and culture of the shuttle program with those at the Navy Subsafe
program. In the interim report of December 20, 2002, about six weeks before the
Columbia accident, O’Keefe’s charter letter to the team discussed the need to
Understand the overarching risk management posture or logic employed in making
decisions concerning competing and often conflicting program dimensions of cost control, schedule, mission capability, and safety . . . understand issues of reliable and capable
work force in terms of health, stress, overtime, extended duty, physical and psychological work environment . . . maintaining a skilled and motivated workforce in the face of
budget and schedule pressures – much as was experienced by the nuclear submarine
program during a downturn in production in the early 1990s.

The Columbia disaster occurred on February 1, 2003. The final benchmarking team
report of July 2003 put a new emphasis on recognizing “creep” or erosion of technical
requirements and safety procedures and on the need to understand when and how to
“push back” against budgets and schedules. Table 4.1 summarizes key developments
over the period and shows the abundance of suggestive shadows and warning signs.
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The Kraft report gives legitimacy to the operational status of the shuttle and to the faster, better, cheaper (FBC) approach.
Dan Goldin’s second term as NASA’s Administrator.
Pathfinder successful landing on Mars reaffirming Goldin’s FBC approach.
The success rate during 1992–8 in the FBC robotic missions was 9 out of 10.
Reports of safety panel warn about skill crisis, system stress, and felt ambiguity among employees regarding program
priorities.
Two in-flight anomalies during shuttle Columbia STS-93 mission. Generally recent failure rate increases.
Columbia gets a lengthy overhaul. The process reveals many problems and leadership consider taking it out of service.
Two Mars probes fail after long string of successes This leads to a series of reviews and changes.
The Mars Climate Mishap report cites focus on cost and schedule and system stressed to the limit.
SIAT report is released after investigating recent increase in mission failures. Anticipates Columbia with great accuracy.
NASA takes the SIAT report seriously but does not adopt all recommendations.
During 1990–2000 NASA reduces in flight anomalies at a higher rate (70%) than its budget cuts (40%).
NASA examines whether it went too far in terms of budget cuts.
Young report makes insightful comparison of successful and failed robotic missions. Attributes success to adequate
margins and flexibility to adjust project scope and failure to inadequate resources. Identifies management as well as
technical problems. Stresses that mission readiness must take priority over launch window.
Goldin takes responsibility for pushing too hard, partially retreats from FBC and re-emphasizes safety and reliability.
Later on reverses course on hiring and provokes budget crisis to alert the White House about resource constraints.
NASA makes a number of changes in the Mars program. FBC is retained but revised.
In response to SIAT, a presidential initiative to finance safety upgrades is established.
Shuttle Atlantis visit to the ISS almost cancelled because of a major fuel leak.
The entire shuttle fleet is grounded for several months when fuel-line cracks are found in all four orbiters.
O’Keefe initiates a benchmarking study with the NAVY submarine program.
O’Keefe makes changes to bring more financial discipline without asking for new funds.
The fleet is back to flight but problems continue. The October mission STS-113 – most recent foam loss event.
O’Keefe shifts money from the space launch initiative to the space shuttle and ISS programs. Cancelled safety upgrades.
STS-107 – Columbia disaster. Findings of other “accidents waiting to happen.”
Successful probes to Mars.
It found that major technical failures in the shuttle fleet originated years before.

Development

Table 4.1 Major lights, shadows, warnings, and responses at NASA, 1995–2003
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ANALYSIS

Examples of safety drift, including the Challenger, highlight the inherent complications of effective learning and acting in the face of a consistent record of safety
success. In these instances, the unexpected happens, and surprise is the general
reaction (Kylen, 1985; Weick and Sutcliffe, 2001). The most striking aspect of the
space shuttle program story is the major window of opportunity around 1999 that
was not exploited in a timely and effective manner to improve safety. While one can
argue that the first half of this period, 1995–9, strongly resembles a classic drift in
terms of concerns about safety, why did NASA also continue to let safety concerns
slide past 1999 when it had warnings enough that something needed to be done?
The safety failure cycle, the idiosyncrasies of learning from safety information,
and the peculiar nature of learning and intervention in the midst of safety drift all
point to a need for more general lenses to identify and highlight the underlying
processes. NASA and the shuttle program can help this analysis by drawing attention
to the contextual factors that impact the situation. I begin with some plausible
explanations for NASA’s ineffective response prior to 1999. I then proceed to examine the post-1999 responses and conclude with implications.

What was going on in the space shuttle program between 1995 and 1999?
Consistent with the safety failure cycle, there were shifts of resources and attention
toward efficiency goals. The focus on the ISS and pressures to reduce costs and meet
schedules came at the expense of safety upgrades, capabilities, and vigilance. Moreover, the “operational” view of the shuttle and the FBC approach reinforced the
focus on meeting operational targets.
Meanwhile the performance indicators were reassuring: despite the downsizing,
unstable budgetary environment, and the 1996 transition to the SFOC, the mission
safety record of NASA was excellent. A strong performance record was evident in
the JPL program and was enhanced, particularly after its huge successes on Mars in
1997. Current strategies and beliefs seemed to be working extremely well.
Warning signs, particularly those issued by safety panels, existed at this time, but
they were generally discounted as a concern both by NASA and Congress. Against
the backdrop of such a superlative safety record, they might have been seen as an
aberration. Moreover, the main source of the warnings, the safety panel, also consistently sent a message that the problems that it identified did not in its opinion
actually constitute “safety of flight” concerns. In the final analysis, then, the safety
panel recommended continuation of missions. Over the years the safety panel’s
annual reports and exchanges with NASA became predictable and, as a consequence,
their content became discounted and the panel lost some of its oversight strength.
The safety indicators used may not have been reliable. Measure of safety can be
contested, arbitrary, and, depending on the interest involved, they can be misleading.
Indeed the SIAT report warned that historical records of safety trends may not have
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portrayed an accurate picture of shuttle safety. For example, nuance was lost by
emphasizing simply problem counts rather than infraction severity. The ASAP reports also noted that no objective measures of safety had been developed that could
shed light on the impact that downsizing might have had on space shuttle operations
and safety. The safety panel’s view of the inadequacy of safety measures is consistent
with Richard Feynman’s analysis following the Challenger disaster. As he pointed
out, if the overriding criterion for absolute mission success is merely the absence of
absolute mission failure, the numbers used are bound to look better than if accidents,
near-accidents, glitches, delays, malfunctions, repairs, and overhauls are all included as
an aggregated basis for judging vehicle performance, reliability, and safety. In addition
to the problems associated with measures of safety, NASA has also suffered from
inadequate measures of efficiency. Particularly, when the ISS and shuttle accounting
reports became unified, cost assessment became more difficult; more generally, NASA’s
financial systems have historically been in disarray and unsynchronized.
It is quite possible that NASA’s leaders and managers operated with an inaccurate
picture of how resources were allocated to shuttle performance and safety activities.
Furthermore, when NASA managers received information that challenged their
beliefs, they often opted to interpret the information using existing paradigms. Goldin
himself was personally attached to the FBC initiative, certainly would have liked to
see it succeed, and interpreted information in a way that suggested his initiatives
were succeeding.
NASA’s managers tried to balance the conflicting goals of budget and schedule
performance versus safety under conditions of uncertainty and resource scarcity.
Under such conditions, they were likely to err on either side, pushing too much
toward safety or overemphasizing budget, schedule, and other efficiency targets.
Indeed, Goldin and the shuttle program perceived that they went too far toward
safety goals in response to the Challenger disaster only to discover at the end of the
1990s that they had in fact erred on the efficiency side. In addition, pursuit of the
partially inconsistent objectives of the FBC approach was an experiment that pushed
the limits of technology and organization. Consequently, in addition to managing
tradeoffs, NASA’s leaders faced the uncertainty of experimentation without any clear
idea of how far their system could be pushed before it broke down.
NASA leaders operated under challenging resource and information conditions. The
tough budget environment and consequent downsizing gave support to the FBC experiment and its associated rewards and risks. Performance indicators were sometimes
inaccurate and at other times ambiguous. There was uncertainty as to how to allocate
finite and at times decreasing resources between partially inconsistent goals. Under
these conditions it is easy to become blind to the impending danger, to fine tune, to
possess a false sense of security, and to proceed along a potentially destructive path.

What did NASA do after 1999?
The 1999 events and their aftermath were an excellent opportunity for NASA to
change course, but it was not exploited. Why? Most of the systemic explanations of
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the incremental slide into failure that existed before 1999 – goal conflict, uncertainty, unreliable indicators, and others – continue. There were also factors specific
to the shuttle program involved.

Technology
One factor was the inherent complexity and risk of the shuttle itself, particularly as
the orbiter vehicles aged. Many latent and long-incubating problems reappeared
even after a major makeover and even after the Columbia disaster itself. This fact
may suggest that at some point the risks and potential of failures of the shuttle’s
technology might have exceeded the organizational and human capability to control
and manage them.

Ineffective or incomplete learning processes
Other plausible explanations are rooted in ineffective or incomplete learning processes.
One process involves knowledge transfer (e.g., Argote et al., 2003). Even though they
did not involve human casualties and each had different technological causes, the
organizational and policy factors contributing to the JPL robotic failures of 1999
were similar in many respects to those encountered in the Columbia disaster. The
failures at JPL triggered major reassessments and changes, but mostly within JPL.
Lessons that were relevant to manned missions, such as the need to reassess system
stress under severe resource constraints, the emphasis on efficiency goals, and the
need to improve communications and integration, were not transferred to the human
shuttle program.
One reason for this knowledge transfer failure might have been that JPL’s failures
were not seen as relevant to the manned program. In the words of Woods (chapter 15
this volume), they were “distanced by differentiating”: viewed as something too
different to be relevant. Granted, human safety is different from mission reliability in
the robotic probes, but both programs faced the same issues of managing conflicting
goals under scarce resources and both operated under the same policy umbrella
emphasizing an FBC approach. Informants within NASA also emphasize that sharing
knowledge across units and centers was not part of the NASA experience. Organizational differentiation and strong program and field center identities created insulated
silos and a strong impediment to knowledge transfer.
If not learning from JPL, why not learn from the 1999 failures in the shuttle
program itself, particularly after the SIAT report stunningly anticipated many of the
failures that would ultimately impact the Columbia disaster? Some revisions were
made in response to the SIAT report. Goldin recognized that he went too far in
reducing NASA’s workforce and eliminating safety checks. He also provoked a budget
crisis that persuaded the administration to inject more money into the shuttle program. But despite these responses, the safety downward slope at the space shuttle
program was not reversed. Particularly, it is very hard to reconcile the recurrent
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warnings on system stress – in terms of skill shortage, performance pressures on
employees, ambitions exceeding available resources, and time pressures – that were
issued after the 1999 failures at both JPL and the shuttle program with the prominence attached to the schedule goal of February 2004.
It is possible that since the Columbia returned from this flight rather than being
destroyed, the incidents are not recorded as major failures like the Challenger flight
or the Mars probes. Near-failures have less dramatic power than real disasters (March
et al., 1991). Moreover, the lack of effective learning mainly after the SIAT report
may suggest that, while the 1999 failures invoked cognitive learning (e.g., Gavetti
and Levinthal, 2000) and reassessment of the mental models used by NASA’s leaders,
the implementation of lessons was slow or ineffective. Learning and implementation
processes, following the SIAT report and initiated in the benchmarking study, had
not been completed in a timely manner and therefore their lessons had not been fully
internalized. The pattern of proceeding with ongoing missions before full completion
and implementation of prior lessons was evident at NASA before the Challenger
disaster too. Incomplete review processes are particularly likely to occur under time
and resource pressures – more fundamental learning is driven away by operational
and short-term considerations. As a NASA employee told the CAIB: “The thing that
was beginning to concern me . . . is I wasn’t convinced that people were being given
enough time to work the problems correctly.”
Another potential impediment to NASA’s learning processes was the decoupling
between the groups that recommend lessons and the groups that implement them.
When the same unit learns the lessons and then implements resultant changes, a
learning cycle is more harmonized. However, many key issues are not directly
controlled by NASA’s leadership but are directly affected by Congress, the White
House, the media, and the general public. These key factors include fluctuations in
funding and shifting priorities, as often occurs during the transition to a new
administration or after an event like 9/11. This decoupling in a learning system
loosens linkages between events and responses and makes the learning system less
effective as a result.

Leadership transition
A further troubling issue is the leadership transition at the end of 2001. Goldin
received news of the lessons for NASA to learn right at the end of his tenure of
nearly a decade. A new NASA administration then came in with different priorities.
The new Administrator, O’Keefe, was not hired to implement the lessons of the SIAT
report but to fix the ISS budget and scheduling problems. O’Keefe’s first steps were
to introduce better financial controls and reporting and to drive the organization on
an ambitious launch schedule. His more reflective benchmarking study only started
taking shape around June 2002. It is likely that the major reforms that NASA
instituted after the 2003 Columbia disaster were known and could have been instituted in 2000, and they still could have been done with a smoother transition to the
new administration.
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Figure 4.2 Comparison of the shuttle program and JPL trajectories and outcomes

Contrast with JPL: the road not taken
The ineffective learning at the shuttle program can be contrasted with the JPL
experience because the Columbia STS-93 and JPL failure events led to different
trajectories – one culminated in a successful landing of a robot on Mars and the
other in the Columbia tragedy. The 2004 Mars exploration used more redundancy,
a less binding FBC approach, and more resources. After 1999 the Mars program
went through many changes, and the entire management team was replaced. Figure 4.2 provides a visual approximation of the trajectories and outcomes of the
two programs.
Based on our theoretical frame, a main reason for the different experiences of two
NASA units is that, in the JPL case, learning occurred in response to a visible major
failure. In our framework, the JPL response seems more consistent with the natural
learning and intervention that can occur after a major accident such as the Challenger’s or the Columbia’s. In the shuttle program case, the 1999 Columbia anomalies
were not treated as a major or visible failure and the learning that followed was
neither so urgent nor so drastic. The road not taken by the shuttle program was to
treat STS-93 as if it were a major visible failure and as a result a natural opportunity
for learning and profound reforms.
It seems that, aided by the insightful analysis of the Young Committee, NASA’s
JPL learned important lessons about going too far from safety and reliability goals in
favor of meeting schedule and cost goals, and about pushing too hard on the limits
of its technological and human systems. Indeed, the JPL program, less restricted by
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external pressures, took the time to fully implement the necessary changes. Ironically,
Sean O’Keefe, NASA’s Administrator, used the JPL successful recovery as an example
to boast of NASA as a learning organization.

IMPLICATIONS

Theoretical implications
NASA’s experience prior to the Columbia disaster illustrates the difficulties that
arise in navigating between conflicting goals under conditions of uncertainty, scarce
resources, and problematic safety feedback. They illustrate how organizations and
managers find it hard to strike a balance, revising assessments and taking action in
the midst of safety drift. While it may be possible to restore balance and take appropriate action, this possibility is easily defeated by ineffective knowledge transfer,
inadequate control systems, incomplete learning processes, a lack of coordination,
and leadership transition processes that ignore past experience and learning.
The safety failure cycle model implies that the potential for effective learning and
action varies depending on whether the context is after a major failure or during a
period of consistently good safety records that hide safety drift. This distinction
seems to explain why, before 1999, both the shuttle program and JPL made few
safety revisions and why, after 1999, it was the JPL recovery that was more successful and not the shuttle program recovery. Beyond the failure to fully recognize and
exploit the learning opportunities of 1999, it seems that NASA and other important
constituencies failed to muster the organizational effort needed to complete and
sustain the learning cycle and to translate new understanding into longer-term
commitments. The learning processes were not only incomplete, they were also
interrupted by policy and leadership changes and continually pushed aside by the
other commitments to efficiency goals and targets.

Practical implications
Two basic remedies to the problems uncovered in the NASA and shuttle program
case are to change the technology or the policy and goal constraints. Although
technological improvements can be made with the shuttle, there are real limits as to
how much the design can be changed. A new launch platform taking advantage of
technologies developed over the last 30 years will certainly enter the planning stage
soon. Changes at the policy level, such as ensuring a sufficient and stable source of
funding or reducing the shuttle–ISS linkages, are also difficult to implement, but
these are much more feasible in the short term. Furthermore, there is no reason to
believe, given the current value system of the US Congress, that safety will be made
NASA’s top goal. The last appointment of a NASA Administrator, due to his goals of
improved financial reporting and efficiency, is a case in point.
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Decision-makers need to have a healthy mistrust of safety (and other) measures
and other hard evidence that indicates all is well, and be keenly aware of the
potential gap between a visible record of apparent safety and indirect indicators of
growing risk. They need to be aware of the tendency to choose indicators that
confirm and support the success that is hoped for and anticipated by existing
paradigms. And they need to increase their alertness, learning, and doubt during
periods of heightened success. Improving feedback may also mean rethinking the
role that is played by safety oversight bodies. Periodic reviews should be augmented
by other reviews that combine internal and external views, involve objective and
subjective assessments, and are not necessarily conducted around specific events and
by pre-specified dates.
It is important to exploit learning opportunities within periods of safety drift
toward safety failure. Such opportunities probably occur continuously and can
potentially be used as catalysts to revise and re-examine safety practices. For example,
the Navy NAVSEA program used the events of Challenger and Chernobyl – experiences external to the program – as opportunities to refocus its own safety program
(NNBE 2002). Drastic and symbolic steps, such as immediately grounding the whole
shuttle fleet upon receiving strong negative safety survey results, should be considered too. So should the creation of artificial crises to increase vigilance. Beyond
these recommendations NASA may need to reconsider how ongoing organizational
learning can continue during a leadership succession process. Finally, NASA should
examine how there can be a better integration and knowledge transfer process between the manned mission programs and other units within NASA such as JPL. This
is particularly timely since current vision calls for a closer collaboration of robots
and astronauts in space missions.
Many changes like these have already been considered and implemented by NASA.
However, the key period when organizational learning and resilience will be tested
is not immediately following a major failure. Rather, the key managerial challenge is
to learn and stay alert in the midst of a safety drift and prolonged safety success, to
recognize learning opportunities that arise during this period of reduced concern,
and then to exploit these opportunities effectively.
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THE SPACE BETWEEN IN
SPACE TRANSPORTATION:
A RELATIONAL ANALYSIS OF
THE FAILURE OF STS-107
Karlene H. Roberts, Peter M. Madsen, and Vinit M. Desai

The loss of the space shuttle Columbia was the first time an American spaceship was
destroyed as it returned to Earth. But there were previous close calls. In addition,
Russia had two fatal accidents and a handful of near-disasters returning its spacecraft to Earth (http://dsc.discovery.com/anthology/spotlight/shuttle/closecalls). The
Columbia accident raises a number of vexing issues that are inherently technological,
political, organizational, and social, and could probably have been raised with regard
to other space exploration accidents and near-misses. These issues are embedded
in a situation of scarce resources, high political stakes, and complex relationships
among NASA, the White House, and Congress and among the different NASA centers
themselves. If we examine NASA in a politically and emotionally uncharged atmosphere we might better understand those things that need to be addressed in any
organization operating in a highly uncertain and volatile environment.
We attempt such an examination in this chapter. We begin by considering the
notion of relationality in organizations and organizational systems broadly. We
move from there to focus on how organizational problems and failures occur when
organizations fail to take cognizance of organizational interfaces or “the space
between.” Drawing on previous research on high-reliability organizations (HROs), we
argue that organizations encounter problems because people concerned with them
fail to comprehend the complex interactions among different organizational subunits
that contribute to disaster. We note that interface problems include both coordination
neglect and the failure to insure independence of activities. We then focus on independence failure and its contribution to the Columbia accident. Finally, we recommend
ameliorative steps NASA and other organizations can take.
This approach offers a new lens to examining organizational processes that seems
particularly applicable to NASA’s situation, and probably applicable to any organization seeking to become highly reliable or to maintain that status.
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THEORY: THE SPACE BETWEEN

Traditional research approaches in both the physical and social sciences focus on
individual objects and entities, treating them as though they were largely independent of their surroundings. This perspective, especially important in Western scholarship,
allows for closely controlled experimentation and precise measurement. But over the
past few decades scholars from many disciplines have noted that such scientific
reductionism assumes away, ignores, or alters important features of the phenomena
being studied (Miller, 1972; von Bertalanffy, 1968; Wolf, 1980). Alternatively, relational and systems approaches to science emphasize that whatever is being studied
must be treated as a nexus of relationships and influences rather than as an objective
entity. From this perspective, understanding the relationships and interactions that
exist among entities is as important to the study of a system as understanding the
entities themselves. Organizational theories incorporating this perspective include the
networks perspective (Burt, 1980), systems models (Jervis, 1999), social constructionism
(Berger and Luckmann, 1966; Buber, 1970), and action research (Schön, 1983).
Bradbury and Lichtenstein (2000) label the interdependence in relational research
the “space between.” This definition indicates the importance of relationships among
the different entities under study as well as the relationship between the researcher
and the subject of study. They note that the “space between” is a term borrowed from
the theological philosopher, Martin Buber (1970). “Buber saw dialogue as a dialectical
movement between human and nonhuman phenomena” (Bradbury and Lichtenstein,
2000: 551). “A relational orientation is based on the premise that whatever is being
studied must be thought about as a configuration of relationships (Capra, 1996), not
an independent ‘objective’ entity” (Bradbury and Lichtenstein, 2000: 552). This view
is consistent with the structuration approach that describes organizations as produced through the interactions among people and existing social structures in which
they work (e.g. Barley, 1986; Bourdieu, 1991; Giddens, 1984).
An examination of the Columbia Accident Investigation Board’s final report (CAIB,
2003) discloses a number of relational issues. We suggest that taking a relational
approach might help us identify both points at which errors are likely to occur and
errors that occur at such points. We use the term “relational” broadly and note that
organizations are relational to one another and their external constituencies, groups
are relational to each other and to organizations and the people in them. Shift
changes are relational, hand-offs are relational, people and groups are relational to
organizational infrastructures, and so on. The issues we discuss are quite general in
that they may occur at several different levels in organizations – the interpersonal
level, the subunit level, the inter-organizational level, or the population level.

RELATIONALITY AND HIGH RELIABILITY
Roberts (1990) defines HROs as those organizations that conduct relatively errorfree operations over a long period of time, making consistently good decisions
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that result in high-quality and reliable performance. Research on HROs began
by taking the view that individual and group processes are at the heart of maintaining reliable operations (e.g., Roberts and Bea, 2001; Rochlin et al., 1987; Weick
and Roberts, 1993). More recent research (e.g., Grabowski and Roberts, 1996, 1999)
suggests that understanding interactions across organizations and organizational
components is also a key to developing a more complete picture of reliability
enhancement.
This stream of HRO literature draws heavily on the disaster incubation model (DIM)
put forward by the late Barry Turner (Turner, 1976a, 1976b, 1978). DIM identifies six
stages of disaster development: (1) starting point, (2) incubation period, (3) precipitating event, (4) onset, (5) rescue and salvage, and (6) full cultural readjustment. In
an organizational context, the starting point represents the culturally accepted view
of the hazards associated with the organization’s functions and the related body of
rules, laws, codes, and procedures designed to assure safe organizational navigation
of these hazards. The starting point may occur at the founding of an organization or
following a cultural readjustment in response to a significant event. Turner does not
suggest that the culturally accepted beliefs associated with stage 1 are accurate in
an objective sense but that they are functional enough to allow the organization to
operate “normally” for some period of time.
An organizational disaster occurs because the accepted norms and beliefs of organizational members differ from the way the world really works. But organizational
participants continue to act as though their original models are true. Inaccuracies in
the organizational worldview may be present from the beginning (stage 1) or they
may accumulate over time, or both. Inaccuracies in an organization’s model of the
world may build up over time if the organizational environment evolves over time
but the organization does not update its models or because organizational members
alter organizational models or routines.
Turner’s second stage, the incubation period, represents a period of time during
which minor failures persist or accumulate. The incubation period is characterized by
a series of events that are at odds with existing organizational norms and beliefs but
that go unnoticed or unheeded. These discrepant events represent opportunities for
organizational members to recognize the inadequacy of their models and representation
of the world. Vigilant organizations could take advantage of such discrepant events
to bring their worldviews into closer alignment with reality. However, Turner observes
that in organizations headed for disaster these events go completely unnoticed, are
noticed but misunderstood, or are noticed and understood but not adequately
responded to (Turner, 1976b).
Turner’s discrepant events are indicators of latent failures in an organizational
system. Latent failures are decisions or actions that weaken an organization’s defense
system but that happen some time before any recognizable accident sequence begins
(Reason, 1998). Such latent failures lie dormant and unnoticed until they interact with
a triggering event. Reason (1990) likens such latent failures to “resident pathologens”
in the human body – diseases that are present but only manifest themselves when
the body is weakened by external factors. One salient feature of the DIM is that latent
failures made at high hierarchical levels in an organization are hazardous because
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they are especially likely to increase the gap between the organization’s representation of the world and reality.
Turner argues that the latent failures accumulated during the incubation period
remain unnoticed until they interact with some precipitating event (stage 3). A
precipitating event may be a minor error by a member of the organization, a set of
unusual environmental conditions, or a technical problem. Precipitating events are
conditions that normally would pose little danger to an organization, but when they
interact in unexpected ways with latent failures, they can quickly disable organizational defenses.
DIM’s fourth stage, onset, represents the initiation of the disaster and its immediate consequences, including the collapse of shared cultural understandings. The fifth
stage, rescue and salvage, entails ad hoc alterations to organizational beliefs and
models to allow organizational members to begin to respond to the disaster. The
sixth and final stage, full cultural readjustment, includes detailed investigations of
the disaster and its causes and subsequent alterations in organizational beliefs, rules,
and procedures that take into account the organization’s “new” reality.
The DIM holds many insights regarding disaster prevention and response. For our
present purposes, DIM’s most important observation is that the causes of disaster
develop over long periods of time and involve complex interactions among multiple
latent failures. This point is similar to Perrow’s (1984) argument that systems characterized by interactive complexity – systems composed of many components that
have the potential to interact in unexpected ways – are especially prone to system
accidents. Disasters can only be understood from a relational perspective because
they are fundamentally relational phenomena (Grabowski and Roberts, 1996). Latent
failures in one part of an organization interact with latent failures in another area
and both interact with a precipitating event in ways that were never previously imagined. The relational perspective highlights two related but divergent organizational
phenomena that weaken an organization’s ability to stave off disaster: coordination
neglect and dependence.

COORDINATION NEGLECT
Heath and Staudenmayer (2000) define coordination neglect as the failure to effectively integrate the varied and distributed tasks undertaken by different members of
an organization. They argue for the importance of coordinating activities, and suggest that organizations put more time into partitioning activities and focusing on
their components than they do into reintegrating activities. Partitioning is done to
take advantage of specialization. Specialization is also encouraged by reward systems
that inappropriately emphasize individual performance. After partitioning a task,
people focus on its isolated components. This component focus is often exacerbated
because people seek to enhance the quality of an individual component but fail to
realize that even a high-quality component will not function to keep an unintegrated
system working. “In many examples of component focus, managers seem to focus on
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technology rather than on broader issues of organization” (Heath and Staudenmayer,
2000: 168).
According to Heath and Staudenmayer, the most important means for integrating
activities, particularly in complex and uncertain environments, is through communication. Two elements of communication are important in creating a failure to integrate.
The first is inadequate communication, which is a failure of one or more partners to
the communication to be able to comprehend another’s perspective. The other element
is the failure to anticipate the need to translate across specialists. “Partitioning a task
leads to Babelization, and if the Babelings are not translated sufficiently integration
fails” (2000: 178).
Previous HRO research points to the danger of poor communication and coordination in organizations that deal with hazardous technologies (LaPorte and Consolini,
1991; Weick, 1990). Grabowski and Roberts (1996) argue, “In a large-scale system,
communication can help make autonomy and interdependence among system members explicit and more understandable, providing opportunities for sense making
in a geographically distributed system. More importantly, communication provides
opportunities to discuss improvements in the system, including risk-mitigation
strategies and approaches” (1996: 156). Similarly, in their study of group-to-group
collaboration in space mission design, Marks, Abrams, and Nassif note, “It is through
the gaps where common meaning is lost or misconstrued, and conversely the connections where the potential exists for constructing and/or reconstructing meaning”
(2003: 3).
NASA is certainly not free from concerns of coordination neglect and communication breakdown. NASA’s size, geographical distribution, and cultural variation make
effective communication and coordination difficult (McCurdy, 1994). One particularly glaring example of an accident caused in part by a failure of coordination is the
September 23, 1999 loss of NASA’s Mars Climate Orbiter spacecraft. NASA’s investigation of the accident revealed that it came about at least in part because NASA
engineers used metric units in their calculations while Lockheed Martin engineers
used English units (www.cnn.com/TECH/space/9909/30/mars.metric.02/).
Our reading of the CAIB report disclosed a number of coordination neglect issues,
some of which probably contributed to the demise of the Columbia. However, for the
remainder of this chapter, we will focus on another relational issue – dependence –
that has received considerably less attention than coordination neglect in the literature,
but probably played a much greater role in the Columbia disaster.

DEPENDENCE
In many instances organizations, groups, and individuals require a high level
of independence to function effectively. For example, Bendor (1985) notes that
inter-service rivalry following World War II led the US Army, Navy, and Air Force to
each independently develop strategic missiles. Although perhaps more expensive
than a unified effort, the three independent missile programs each produced unique
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improvements in rocket technology that greatly improved American missile technology. It is unlikely that the technology would have improved so quickly had one
standard design been adopted from the outset.
Another common need for independence is found in organizations that use redundancy to improve safety and reliability. Engineers have long recognized that independent, redundant components can greatly increase the reliability of a mechanical
system. For example, most satellites are equipped with at least two antennas to
minimize the chance that an antenna malfunction will be incapacitating. Of course,
there are negative consequences of including redundant parts in a system, one being
cost. However, reliability increases geometrically with the number of redundant parts
while cost increases linearly (so, for example, if satellite antennas were 80 percent
reliable, a satellite with one antenna would have an 80 percent chance of communicating with Earth, a two-antenna satellite would have a 96 percent chance, and a
three-antenna satellite would have a 99 percent chance). When reliability is important, redundant designs become cost-effective.
Redundancy can have a similar, reliability-enhancing effect on organizations and
organizational systems. The HRO literature is filled with examples of how redundancy
increases organizational reliability. La Porte and Consolini (1991) explain that the US
air traffic control system is enhanced by redundancy of personnel and communications technologies. Weick and Roberts (1993) argue that overlapping personnel
responsibilities increase reliability on aircraft carriers because so many pairs of eyes
are watching things that errors are unlikely to go unnoticed (also see Rochlin et al.,
1987). Finally, Roberts (1990) notes that redundancy in both technology and organization is necessary to maintain reliable power supplies in Pacific Gas and Electric’s
power distribution grid.
Similarly, political scientists and public policy scholars argue that interorganizational redundancy improves reliability in administrational systems (Bendor,
1985; Chisholm, 1989; Landau, 1969, 1973). This idea was developed in the context
of the space shuttle Challenger disaster by Heimann (1993, 1997). Heimann argues
that there are two main classes of administrative errors, type I errors and type II
errors. An agency commits a type I error when it takes an action that should not
have been taken (NASA’s choice to launch Challenger). An agency commits a type II
error when it fails to take an action that should have been taken (delaying a launch
that had no real safety problems). Heimann goes on to argue that systems may
incorporate redundancy in two ways: in series or in parallel. Figure 5.1 illustrates a
system with serial redundancy.
In administrative systems with components in series the first component must
approve a decision then pass it to the second component and so forth. If any one of
the components fails to approve an action, the agency will not take the action. Thus,
systems with serial redundancy are useful in the elimination of type I errors, but

Component 1

Component 2

Figure 5.1 A system with three components in series

Component 3
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Component A

Component B

Component C

Figure 5.2

A system with three components in parallel

increase the occurrence of type II errors. A system with parallel redundancy (see
figure 5.2) produces the opposite result.
In administrative systems with parallel components, only one of the components
must successfully approve an action for the agency as a whole to take the action.
This reduces the chance of the agency committing a type II error, but increases the
chance of it committing a type I error. Heimann shows that an agency may decrease
its chance of committing either type of error by adding additional components in
series and in parallel. Finally, Heimann argues that, due to increasing political
pressure to reduce type II errors in the years preceding the Challenger disaster, NASA
had shifted the structure of its reliability and quality assurance (R&QA) functions
such that R&QA units exhibited less serial and more parallel redundancy. This
change increased the probability that NASA would experience a type I error, which
it did in the form of the Challenger accident.
The benefits of administrational redundancy, like those of any other form of
redundancy, come with the caveat that redundant components must be independent.
Engineering reliability theory explicitly assumes that redundant components in engineering systems are independent of one another. Systems engineers recognize that
components are often not truly independent and refer to this situation as component
dependence. But they typically assume independence to simplify calculations of
system reliability and then make design decisions with the goal of decreasing component dependence.
Two major classes of system failure can occur when component dependence
occurs: common cause failures and common mode failures. A common cause failure
(CCF) is the failure of two or more components in a system due to the same event but
where the failures are not consequences of each other. For example, if two components in a system that are both more likely to fail under humid conditions fail on
a very humid day, this is a CCF. CCFs are especially likely in systems that use similar
components redundantly to increase reliability because such components are affected
similarly by environmental conditions. The second type of system failure that occurs
due to component dependence is the common mode failure (CMF). A CMF is the
failure of two or more components in a system where the failure of one component
causes the other components to fail. This form of system failure is of special concern
in Perrow’s work (1984). Perrow argues that when complex, unanticipated interactions among components occur, redundant safety features can actually reduce the
reliability of a system.
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Figure 5.3 The effect of independent redundancy on system safety

Organizational and administrational redundancy scholars adopt the assumption of
component independence from the reliability engineering literature. Bendor (1985)
suggests that the benefits of administrative redundancy hold even when some component dependence is present. This argument is true when only CCFs are considered,
but does not apply to CMFs. For example, consider an administrational system with
several identical components in series, each of which correctly rejects dangerous
proposals 50 percent of the time (for simplicity, we will treat only the prevention of
type I errors with serial redundancy here, but the principles are quite general and
also apply to parallel redundancy). Assuming complete component independence,
figure 5.3 shows the probability that the system will act safely as a function of the
number of system components.
Now assume that in the same system there is a 10 percent chance of a CCF, a
10 percent chance that all of the system components will fail simultaneously from
the same cause. Figure 5.4 illustrates this case.
Figure 5.4 shows that, while the possibility of CCFs decreases the system reliability
overall, it does not eliminate the advantages of redundancy. However, consider the
same system under an assumption that 10 percent of component failures will lead to
CMFs. In other words, one out of ten component failures will occur in such a way
as to cause the other components in a system to fail as well. Figure 5.5 illustrates
this situation.
Figure 5.5 shows that, even with a small probability of CMF, increasing administrative redundancy can actually lead to more risky decisions. A system design that
could appear to be reliability-enhancing when a strict component view is taken may
actually be reliability-reducing due to relationality. This insight is in concert with
Turner’s DIM model. Even in a system with multiple redundant safety units, a latent
error (such as a poor decision) made by one unit can interact in unexpected ways
with other latent errors and with a precipitating event to bring about catastrophe.
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DEPENDENCE AT NASA
The CAIB report states that the direct physical cause of “the loss of Columbia and its
crew was a breach in the Thermal Protection System on the leading edge of the left
wing. The breach was initiated by a piece of insulating foam that separated from the
left bipod ramp of the External Tank and struck the wing” (2003: 49). This was
hardly the first instance of foam from the external tank causing damage to the
orbiter. Columbia was damaged by a foam strike on its first flight in 1981, and of the
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79 shuttle flights for which photographic evidence is available, the CAIB found
evidence of foam shedding on 65. Furthermore, damage to the orbiters observed after
shuttle flights suggests that foam shedding has occurred during every shuttle mission
ever flown (CAIB, 2003: 122). The entire history of the shuttle program may thus be
viewed as the “incubation period” for the Columbia disaster. Repeated discrepant
events (foam strikes) occurred, but did not garner enough attention to force NASA to
change its worldview.
The CAIB report shows that, with the International Space Station (ISS) assembly
more than half-complete, the station and shuttle programs had become irreversibly
linked. Such dependence between the two programs served to reduce the value of
STS-107’s Flight Readiness Review because a delay in STS-107’s launch would cause
serious delays in the completion of the space station.1 “Any problems with or
perturbations to the planned schedule of one program reverberated through both
programs” (CAIB, 2003: 117). The Bush administration’s fiscal year 2002 budget
declared that the US part of the ISS would be considered complete with the installation on the ISS of “Node 2,” which would allow Europe and Japan to connect their
laboratory modules to the station. Node 2 was to be launched on STS-120, scheduled to
be launched on February 19, 2004, a date that appeared to be etched in stone (CAIB,
2003: 131). Five shuttle launches to the space station were scheduled in the five
months from October 2003, through the launch of Node 2 in February 2004. NASA
clearly sent its employees the message that any technical problem that resulted in a
slip to one launch would directly affect the Node 2 launch (CAIB, 2003: 136).
In October 2002, STS-112 flew and lost foam. The review board assigned an action
to the loss but the due date for the action was left until after the next launch. The
CAIB report states that “The pressing need to launch STS-113, to retrieve the International Space Station Expedition 5 crew . . . and to continue the countdown to Node
2 were surely in the back of the managers’ minds during these reviews” (2003: 138).
The STS-107 Mission Management Team chair, Linda Ham, was present at the
Program Requirements Control Board which discussed the foam loss from STS-112,
and at the Flight Readiness Review for STS-113. She was also launch integration
manager for the next mission, STS-114. After the foam loss from STS-107 most of
Ham’s inquiries about the strike were not about what action to take for Columbia
but how to understand the implications for STS-114. The shuttle program concerns
about the Columbia foam strike were not about the threat it might pose to STS-107,
but about the threat it might pose to the schedule (CAIB, 2003: 139).
Coordination in this case was too tightly linked, and the dependence of the space
station program on the shuttle program had serious safety implications. People within
the coordination stream (e.g., Ham) focused on components of major interest to them,
ignoring the effects that this focus could have on the other components.
As does every complex organization, NASA contracts out much of its work. In
1995 the Kraft report noted that much inefficiency could be attributed to the diffuse
and fragmented nature of the relationship between NASA and its contractors. The
report recommended that NASA consolidate its activities into a single business unit.
Historically NASA contracted redundancy into its systems as checks and balances by
doing such things as employing two engineering teams at Kennedy Space Center. In
November 1995, NASA awarded its operations contract to United Space Alliance on
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a sole-source basis. Initially only a few contracts were transferred to United Space
Alliance. Because other NASA centers successfully resisted transfer of their contracts,
the Space Flight Operations contract’s initial efficiencies were never realized.
The relationship between NASA and United Space Alliance is a prime example of
component dependence. NASA handed over virtually all of the daily activities of
shuttle maintenance and launch preparation to United Space Alliance, but maintained
the role of oversight and verification. The United Space Alliance contract included
large performance-based bonuses for on-time launches and work quality. Although
the contract also contained safety incentives, this arrangement effectively eliminated
much of the independence previously built into the shuttle launch preparation system.
Because United Space Alliance pay was tied to NASA approval of work done, United
Space Alliance employees had little incentive to bring up safety concerns not already
raised by NASA. The value of the redundant safety and launch verification of space
shuttles was significantly reduced by the incentives of the United Space Alliance
contract. Furthermore, the independence of the space shuttle program pre-launch
safety assessment is itself brought into question because it was too closely tied to the
space shuttle launch schedule. The CAIB report states, “Because it lacks independent
analytical rigor, the Pre-launch Assessment Review is only marginally effective . . .
Therefore, the Board is concerned that the Pre-launch Assessment Review is not an
effective check and balance in the Flight Readiness Review” (CAIB, 2003: 187). Such
lack of independence reduced the effectiveness of redundant safety features while
maintaining the illusion of safety.
Prior to the Columbia accident investigation, NASA’s entire approach to safety was
characterized by such tight coordination that independent and complementary safety
approaches could not be realized. NASA’s safety philosophy called for centralized
policy formation at headquarters and oversight and decentralized execution at the
enterprise, program, and project levels. For example:
At Johnson, safety programs are centralized under a Director who oversees five divisions and an Independent Assessment Office . . . the Space Shuttle Division Chief is
empowered to represent the Center, the Shuttle Program, and NASA Headquarters Safety
and Mission Assurance at critical junctures in the safety process. This position therefore
represents a critical node in NASA’s Safety and Mission Assurance architecture that
seems to the Board to be plagued with conflict of interest. It is a single point of failure
without any checks and balances.
Johnson also has a Shuttle Program Mission Assurance Manager who oversees United
Space Alliance’s safety organization . . . Johnson’s Space Shuttle Division Chief has the
additional role of Shuttle Program Safety, Reliability and Quality Assurance Manager.
Over the years this dual designation has resulted in a general acceptance of the fact that
the Johnson Space Shuttle Division Chief performs duties on both the Center’s and the
Program’s behalf. The detached nature of the support provided by the Space Shuttle
Division Chief, and the wide band of the position’s responsibilities throughout multiple
layers of NASA’s hierarchy, confuses lines of authority, responsibility, and accountability in a manner that almost defies explanation.
The fact that Headquarters, Center, and Program functions are rolled-up into one position
is an example of how a carefully designed oversight process has been circumvented and
made susceptible to conflict of interest.
(CAIB, 2003: 186)
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It is clear when examined from a relational perspective that the necessary “spaces
between” are non-existent. A designed redundancy was effectively eliminated through
the lack of independence. Coordination was too tight and it centered essentially all in
one person. In response to the Rogers Commission report (Presidential Commission,
1986) on the space shuttle Challenger accident, NASA established the Office of
System Safety and Mission Assurance at headquarters. According to the CAIB, however, that office is ill equipped to hold a strong and central role in integrating or
coordinating safety functions:
Given that the entire Safety and Mission Assurance organization depends on the Shuttle
program for resources and simultaneously lacks the independent ability to conduct detailed
analyses, cost and schedule pressures can easily and unintentionally influence safety deliberations. Structure and process places Shuttle safety programs in the unenviable position
of having to choose between rubber-stamping engineering analyses, technical efforts,
and Shuttle program decisions, or trying to carry the day during a committee meeting in
which the other side almost always has more information and analytic capability.
(CAIB, 2003: 187)

Although NASA and its contractors utilize several redundant safety and mission
assurance organizations and groups, the Columbia disaster and CAIB investigation
provide considerable evidence that dependence among these different safety components eliminates much of the benefit of redundancy.
The CAIB report recommended that NASA “establish an Independent Technical
Authority responsible for technical requirements and all waivers to them, and build
a disciplined systematic approach to identifying, analyzing and controlling hazards
throughout the life cycle of the Shuttle System” (CAIB, 2003: 226). The report further
recommended that this authority be directly funded by NASA headquarters. CAIB did
not go further and recommend that the coordination and relationality issues between
this authority and the rest of NASA needed to be carefully worked out and monitored. But given what we know about organizational cultural blinders that contribute
to coordination problems, we recommend that NASA or Congress establish a truly
independent overseer for safety issues at NASA. But how could true independence
in such a safety organization be guaranteed? An examination of the Aerospace
Corporation, a private, independent organization that provides launch verification and
other services to the US Air Force will shed light on this question.

THE AEROSPACE CORPORATION
The Aerospace Corporation (Aerospace), a nonprofit corporation that operates as a
federally funded research and development center (an FFRDC) for the US Air Force,
was established in 1960 to ensure that the Air Force’s Atlas missile was transformed
into a reliable launch vehicle for use on NASA’s first manned space program, the
Mercury program (Strom, 2001). The Air Force had previously adapted the Atlas
missile for use as a launch vehicle, but prior to 1960 Atlas launch vehicles had failed
on about a quarter of their attempted launches. NASA selected Atlas as the launch
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vehicle for Mercury nonetheless because it had enough thrust to get the Mercury
capsule into orbit, but the 75 percent launch success rate was clearly too low for
human space flight (Strom, 2001). Aerospace contributed to the design and testing
of the Atlas vehicles and also developed a rigorous Flight Safety Review procedure
(Tomei, 2003). The Mercury program was ultimately a great success and never
experienced a significant accident during manned missions (Strom, 2001).
Aerospace has continued to provide many engineering, design, and safety services
to the Air Force for more than 40 years. One of its chief functions is to perform launch
verification and readiness assessments for all Air Force space launches. Aerospace’s
launch verification procedure is very broad, beginning with analysis of launch system
design. Aerospace independently tests physical components and software, checks
manufacturing processes, and verifies correct assembly of the launch vehicle. Finally,
Aerospace delivers a formal launch verification letter to the Air Force’s Space and
Missile Systems Center, monitors the launch, and analyzes launch and post-launch
data (Tomei, 2003). All of the functions are redundant in the sense that Air Force and
contractor personnel also perform most of the same functions. Aerospace’s launch
verification serves as an independent, objective assessment of launch safety that the
Air Force uses in conjunction with its own analyses in making launch decisions.
Aerospace’s efforts have been very valuable to the Air Force and other US government agencies. Aerospace CEO E.C. Aldridge recently estimated that Aerospace saves
the government $1–$2 billion a year in cost savings from accident reduction (compared to Aerospace’s annual budget of $365 million) (Aldridge, 1999). Due in part
to Aerospace’s efforts, the US Air Force boasts a very low (2.9 percent) launch failure
rate (Tomei, 2002, cited in CAIB, 2003: 184).
Aerospace enjoys a high degree of independence from the Air Force in performing
its safety functions. It is an independent entity. While Aerospace depends on the Air
Force for funding, it is organizationally distinct. Its budget is in no way tied to the
Air Force’s launch schedule. Furthermore, to the extent possible, Aerospace gathers
its own data, makes its own measurements, and uses its own analysis techniques
(Tomei, 2001). These activities make Aerospace informationally independent of the
Air Force and its contractors. Finally, Aerospace’s roughly 3,000 employees are
culturally independent of the Air Force. The vast majority of Aerospace employees
were previously employed in the private sector aerospace industry where they had an
average of 22 years’ experience (Aldridge, 1999). This non-military background gives
Aerospace employees a different perspective than that held by Air Force personnel,
further enhancing the value of Aerospace as an independent component.
It is interesting to note that the Air Force experienced a string of three significant
launch failures during the late 1990s. Aerospace CEO Aldridge testified before Congress that a partial explanation for these disasters was the reduced independence
of Aerospace during that time period. He noted that Aerospace’s budget had been
reduced significantly since 1993 and that its workforce had shrunk by roughly onethird during the early 1990s (Aldridge, 1999). Because of this reduction in funding
and staffing, Aerospace now relies much more heavily on measurements and analyses
provided by the Air Force and its contractors because Aerospace no longer has the
capacity to gather these data independently.
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RECOMMENDATIONS FOR NASA

Before its funding cuts in the early 1990s, Aerospace displayed at least three different forms of independence from Air Force safety organizations. First, it displayed
structural independence. Aerospace was a distinct entity, a nonprofit organization
operating an FFRDC rather than an arm of the Air Force. While it is true that
Aerospace’s funding was dependent on the Air Force (this dependence leading quite
possibly to three recent accidents), it was structurally much more independent than
any safety organization employed by NASA. Second, Aerospace was informationally independent. Aerospace tried not to rely on the same measurements, data, and
analyses as those used by the Air Force. Independent information eliminates a
serious cause of dependence among components and a serious potential for both
CCFs and CMFs. Third, Aerospace was culturally independent. Aerospace employees
had different backgrounds and experiences than most Air Force personnel (although
similarity of experience between Aerospace and contractor employees could be a
source of dependence). This means that Aerospace employees did not share all of the
norms, values, and models of the Air Force. Such independence of experience and
culture allowed Aerospace employees to question assumptions that Air Force personnel may have taken for granted.
The CAIB report recommends that NASA establish an independent technical
authority (ITA) to consider issues of safety (2003: 184). The ITA would be responsible,
at a minimum, for developing technical standards for all space shuttle program
projects, granting authority for all technical standards, conducting trend and risk
analysis, conducting integrated hazard analysis, identifying anomalous events, and
independently verifying launch readiness (2003: 193).
The ITA would be funded directly from NASA headquarters, and should have no
connection to or responsibility for schedule or program cost. The CAIB seems to
suggest that the ITA be organized as an independent body under the authority of
NASA headquarters. Such an arrangement could make the ITA relatively structurally
independent, depending on how this plan is implemented. We suggest that NASA
make every effort to ensure that the ITA truly is independent of the other organizations involved in the shuttle program. It may be politically impossible to establish
the ITA completely outside of NASA’s organizational structure (although we believe
that Aerospace’s status as an independent, nonprofit organization has had significant
benefits), but at the least the ITA should be given enough autonomy and power to
withstand schedule pressures.
The ITA should be endowed with the authority and the responsibility to gather its
own data, make its own analyses, and run its own tests of hardware and software.
Such informational independence will be costly, as the ITA will duplicate the efforts
of others. But independent information will vastly reduce ITA’s dependence on other
NASA safety bodies. Finally, the ITA should be staffed and administered by people
with backgrounds that do not include employment in NASA’s manned space flight
program. Every organization develops its own norms, values, and assumptions. These
norms and assumptions color the way organizational members view the world and
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make decisions. Employing people from private industry, the military, and possibly
NASA centers not involved in manned space flight will give ITA a degree of cultural
independence. This recommendation is especially important at the highest levels of
the ITA. Placing a career NASA Administrator at the head of the ITA could effectively counteract the cultural independence that would be introduced by lower-level
employees from different backgrounds.
A relational perspective directs attention to the “spaces between” in NASA and
across its relationships in the interorganizational environment. This approach underscores the impact that connections and gaps across groups and entities can have in
complex systems.

IMPLICATIONS FOR MANAGERS
Few organizations in the private or public sector deal with the same level of technological risk and uncertainty as does NASA. However, the Columbia accident highlights organizational issues that impact organizations in many different domains. A
principal implication of our analysis is that managers must pay attention to relational
issues in organizations. Relationships among people, groups, and organizations
have significant ramifications for organizational performance. Previous research on
coordination neglect highlights the dangers of partitioning organizational tasks without adequate reintegration.
Our focus in this chapter has been on the opposite problem of component dependence in organizations. Organizations that use powerful technologies or operate in
dangerous environments commonly employ redundancy of structures, personnel,
or technology to increase the reliability of organizational outcomes. Our message
to managers in such organizations is that redundancy without independence may
increase the perception of safety without increasing objective safety. Several forms
of independence exist. We highlight three: structural, informational, and cultural.
Increasing independence of redundant organizational components in any of these
areas decreases the probability that latent organizational errors will go undetected
long enough to bring about catastrophe.
A renewed focus on relational issues, and especially the issue of component
dependence, will pay dividends to NASA and all organizations involved in space
transportation and other high-risk lines of service.
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THE OPACITY OF RISK:
LANGUAGE AND THE CULTURE
OF SAFETY IN NASA’S SPACE
SHUTTLE PROGRAM
William Ocasio
Safety: 1.a. The state of being safe; exemption from hurt or injury;
freedom from danger.
Oxford English Dictionary
In briefing after briefing, interview after interview, NASA remained
in denial: in the agency’s eyes there were no safety of flight issues,
and no safety compromises in the long history of debris strikes on
the Thermal Protection System. The silence of Program-level safety
processes undermined oversight: when they did not speak up, safety
personnel could not fulfill their stated mission to provide checks and
balances. A pattern of acceptance prevailed throughout the organization that tolerated foam problems without sufficient engineering
justification for doing so.
CAIB, 2003: 178
If one accepts the rough NASA estimates that the loss of an orbiter is
in the order of 10 −2 per flight . . . and that a significant part of it is
due to the main engines, then the proportion of the risk attributable
to the TPS (about 10%) is not alarming, but certainly cannot be
dismissed.
Pate-Cornell and Fischbeck, 1990

A key finding of the Columbia Accident Investigation Board (CAIB) report is that the
lack of an adequate safety culture in NASA’s space shuttle programs was a causal
factor in the catastrophic loss of the Columbia orbiter and crew. While safety is not
directly defined by the CAIB,1 the report suggests that: (1) the culture of the program
led to inadequate safety practices; (2) this breakdown of safety culture led to the
toleration of a pattern of problems with the foam debris; (3) foam debris was the
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direct cause of the Columbia accident; and consequently (4) the culture of the
program was a root cause of the Columbia accident.
In this chapter, I examine one critical aspect of organizational culture: the vocabulary of organizing used by the space shuttle program to address safety issues. By
vocabulary of organizing, I mean the interrelated set of words, meanings, and their
referents used by organizational members to guide their thought, communicate with
others, and coordinate organizational actions. In particular, I will focus on what
I term here the vocabulary of safety, the interrelated set of words used to guide
organizational communications regarding known and unknown risks and danger to
the mission, vehicle, and crew of the space shuttle program.
I further examine the role of the vocabulary of safety as a causal or contributing
factor in the Columbia accident. Language and the classifications inherent in language were an explicit concern of the CAIB. They observed that the space shuttle
program classified foam losses as not a safety of flight issue, both prior to the launch
of the STS-107 Columbia mission and after the foam debris was observed during the
second day of the flight. The report questions how this could have happened given
the pattern of problems experienced with foam debris beginning in the first space
shuttle flight.
Following the concerns identified by the CAIB, I will explore whether and how the
vocabulary of safety affected the program’s decision to continue flying the shuttle
despite repeated foam losses, including the large foam loss during STS-112, two
flights prior to the ill-fated Columbia flight STS-107. I will also explore whether and
how the vocabulary of safety affected the Mission Management Team’s response to
observations of foam debris losses during the last Columbia flight. In the analysis
I will consider how the vocabulary of safety was socially constructed as part of
the culture of the space shuttle program, and how this vocabulary operated within
NASA’s bureaucracy. As I will discuss below, NASA engineers and managers were
aware of the potential risks of foam debris on the shuttle’s thermal protection system
(TPS), but considered the likelihood of danger as remote, and an acceptable risk.
While vocabularies are but one aspect of an organization’s culture, they are a
critical part. The study of organizational culture is not an area of consensus in
organization study, but one of conflict and dissent (Martin, 1992). In this chapter I
focus on how vocabularies of organizing shape the relationship between language,
culture, and cognition (Loewenstein and Ocasio, 2004). I distinguish between two
aspects of cognition: content and process (DiMaggio, 2002). By cognitive content, I
mean what we think. By cultural processes, I mean how we think. Vocabularies of
organizing are key to understanding the relationship between culture and cognitive
content, as vocabularies provide a directly observable measure of what people think.
The values and assumptions of an organization’s culture are expressed through its
language, and examining the vocabulary and its use provides an opening to understand what organizations think (Douglas, 1986). Vocabularies also affect the process
of cognition, primarily through categorization processes and their effects on organizations (March and Simon, 1958).
The first section of the chapter discusses the framework of vocabularies of organizing that guide the research. Then I discuss the methodology used in the analysis.
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The next section presents the analysis and findings of the study. Finally, I present a
set of conclusions, including an analysis of how the analysis extends, alters, or modifies the conclusions on the causal effect of culture found in the CAIB report.

VOCABULARIES OF ORGANIZING: THEORETICAL PRINCIPLES
In this analysis of vocabularies of organizing, I build on sociological, psychological,
and linguistic perspectives on language, thought, and action. The role of language in
human thought and action is a controversial one. This chapter addresses these questions
theoretically by building on and linking two independent approaches to vocabularies
and language from sociology and from the cognitive sciences. The first approach was
initially developed by Mills (1939), who argued persuasively for connecting thought
and culture via vocabularies. Mills (1940) further developed the construct of vocabularies through the example of vocabularies of motive – terminologies of justifications
for people’s actions (taken from cultural sources), and situated in a given time, place,
and social group:
Men discern situations with particular vocabularies and it is in terms of particular
vocabularies that they anticipate consequences of conduct. Stable vocabularies of motives
link anticipated consequences and specific actions. In a societal situation, implicit in the
names for consequences is the social dimension of motives. Through such vocabularies
types of social control operate. Institutionally different situations have different vocabularies of motive appropriate to their respective behaviors.
(Mills, 1940: 906)

The second approach builds on a neo-Whorfian revival among cognitive scientists
and the emerging prominence of the claim of linguistic relativism – not that language
determines what can be thought, but that language influences what routinely does
get thought (e.g., Gentner and Goldin-Meadow, 2003).
What are vocabularies of organizing? Vocabularies of organizing are sets of words,
meanings, and their referents used by organizations to classify, communicate, and
coordinate organizational actions (Loewenstein and Ocasio, 2004). Vocabularies are
structured systems of words developed within social systems to articulate a specialized domain of practice or activity. Here I want to highlight the importance of
referents in a vocabulary. Members of an organizational culture share a vocabulary,
not only by sharing the specific terms, but by sharing the referents associated with
them. To understand a vocabulary, one must understand the referents associated with
that vocabulary. This is critical for understanding the vocabulary of the space shuttle
program. In particular, understanding the referents is important for understanding
what participants in the culture of the space shuttle program meant when they
insisted that foam losses were not a safety of flight issue.
Following Loewenstein and Ocasio (2004), I rely on five principles of vocabularies
of organizing to guide the interpretation of the vocabulary of safety in the space
shuttle program:
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• Principle 1. The social construction of linguistic categories. The linguistic categories
of vocabularies of organizing are not constructed de novo, but emerge from social
conventions and institutions (Berger and Luckmann, 1967; Douglas, 1986). The
result is vocabularies of organizing that are externalized, distributed, and socially
constructed systems of categories. Through the process of social construction,
linguistic categories legitimize, objectify, and reify organizational practices.
The principle of social construction suggests that our interpretation of terms such
as “safety of flight,” “out-of-family anomalies,” and risks must consider both the
cultural origins of terms in their vocabulary as well as their cultural effects. The
categories of safety inherent in the vocabulary reflect categories derived from
broader institutional contexts, including the professional contexts of engineering,
and, to a much lesser extent, risk management. While the categories of language
are social constructs, they are perceived by participants as legitimate and objectively real.
• Principle 2. The material embodiment of linguistic categories. Consistent with
both classical linguistic theory and with cultural theory (Schein, 1985), organizational practices constrain the meaning of the linguistic categories that comprise
vocabularies of organizing. Lexical expressions serve to articulate (Wuthnow,
1989) organizational practices and hence linguistic categories are constrained by
the patterns of use of the expressions, and by their embodiment in material referents.
Through material embodiment and linguistic articulation, the meaning of words
in a vocabulary of organizing becomes consistent with observable organizational
practices. The principle of material embodiment is reflected in how the vocabulary is shaped by both the technology of the space shuttle and the organizational
practices involved in its operations.
The vocabulary of safety, while socially constructed, must articulate with the
material reality of the shuttle, its technology, and the resources and routines
utilized in the space shuttle program. While the vocabulary shapes how participants understand, classify, and react to foam debris, the foam debris itself exists
independently of the vocabulary. Vocabularies develop in ways that allow
organizational participants to understand and react to a material reality that
exists independently of their articulation. While language and culture affect
the development and operation of technology, the laws of physics and the economic principles of scarcity exist independently of language, but are themselves
understood through language.
• Principle 3. The modularity of systems of linguistic categories. Vocabularies of
organizing are hierarchical systems that are nearly decomposable into subsystems
or sub-vocabularies (Simon, 1962). The result is vocabularies of organizing that
exhibit modularity. By allowing for segmentation, modularity allows relative
autonomy for parts of vocabularies to be developed, borrowed, and recombined
with others.
The principle of modularity leads us to examine how the vocabulary of safety
may itself be composed of sub-vocabularies, each with its own independent logic.
One important example I identified is the vocabulary of risk assessment, which
developed independently of the operational language that guides most of the
space shuttle flight operations.
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• Principle 4. The theorization of systems of linguistic categories. Vocabularies are
structured systems of interrelated categories, and that structure of interrelationships conveys meaning beyond that of any particular word. People infer logics
from the relations among categories. The implication is that social system development of vocabularies brings with it the imposition of logic onto organizational
reality (Berger and Luckmann, 1967).
Vocabularies of safety imply a theory of safety that guides the space shuttle
program, as I examine below. What theory of safety was implicit in the vocabulary of the space shuttle program? How did this logic of safety guide organizational decisions, including the decision to classify foam debris as an “acceptable
risk,” and “not a safety of flight issue,” the decision to classify the STS-112 bipod
foam debris as an “in-family anomaly,” the decision to continue to fly the
shuttle despite a known foam debris problem, and, finally, the decision not to
seek images for the debris strike, as requested by the ad hoc Debris Assessment
Team.
• Principle 5. Linguistic categories selectively channel attention. Loewenstein and
Ocasio (2004) describe vocabularies as cross-level influences between culture,
cognition, and action. Prior organizational research (Ocasio, 1997) has emphasized
that attention also plays such a role. The two are related. Vocabularies shape
what categories are accessible, and categories are guides as to what is relevant.
Accordingly, vocabularies channel selective attention. Based on the principle
of selective attention, I examine how the vocabulary of safety shaped whether
and how participants in the space shuttle program attended to foam debris
strikes.

METHOD
I apply qualitative methods to understand the vocabulary of organizing used by
NASA headquarters, management, and engineers to develop and operate the space
shuttle. I began my analysis with an examination of the usage of the terms safety,
safety of flight, and anomalies within NASA and identified by the CAIB, and
expanded the analysis based on co-occurrences of words in the domain of safety
used within NASA. Given the focus on vocabularies rather than single-word terms, I
focused on the relationship between words and word combinations, their referents,
and the implicit meanings within the vocabulary.
In my analysis I focused first on the vocabulary used within the Flight Readiness
Review (FRR) and the Mission Management Team (MMT), two key activities for
operations of the SSP. For the MMT, I also relied on a simple frequency analysis of
words that appeared in the official transcript of the MMT meetings during the illfated Columbia flight, officially designated as STS-107.
In addition to FRR and MMT documents, I searched for documents prepared by
and for NASA that explicitly covered safety and risk concerns and that were
prepared prior to the Columbia accident. In my analysis I also took account of the
CAIB report and hearings but used them primarily as a comparison. I also relied on
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Vaughan’s (1996) masterful analysis of the Challenger disaster for an account of the
vocabulary of the SSP prior to the disaster.
My objective was to use historical and archival sources to replicate, as much as
possible, the phenomenological experience of participants in NASA’s space shuttle
program. Vocabularies provide a window toward understanding cognition. As Mills
(1940) argues, vocabularies provide a window on the motivation of organizational
actors and allow us insight into their phenomenology. By considering both the
producer of the language and the intended audience in its organizational and historical
context, I attempted to infer both the sense and meaning of words in the vocabulary
and how they reflect the situated cognition of NASA employees.
The analysis is, and will remain, preliminary. A more systematic analysis of the
vocabulary would require a more comprehensive examination of a more complete
corpus of written documents, memos, and emails. One of the difficulties of a retrospective analysis is that of sampling on the dependent variable. Using internet search
engines, I searched for documents containing key terms in NASA’s vocabulary,
including safety of flight and acceptable risks. I also searched for documents on
foam debris, tiles, and reinforced carbon carbon (RCC), paying particular attention to
documents produced prior to the Columbia disaster.

ANALYSIS OF THE VOCABULARY OF ORGANIZING
The analysis of the role of vocabularies of organizing focused on the following
research questions:
1 How did the vocabulary of organizing used in NASA headquarters address safety
issues?
2 What is the role of safety in the vocabulary of organizing in the space shuttle
program?
3 How did the vocabulary of safety evolve after the Challenger disaster?
4 What is the role of the vocabulary of organizing in shaping the culture of the
space shuttle program?
5 How did the use of the vocabulary affect NASA’s decision to launch STS-107?
6 How did the use of the vocabulary affect the space shuttle program’s response to
the finding of foam debris?

Analysis of the vocabulary of organizing in NASA headquarters
While it is beyond the scope of this chapter to examine fully the vocabulary of
organizing utilized throughout NASA, I will focus on one aspect of the vocabulary
explicitly discussed in the CAIB report – the management philosophy of “faster,
better, cheaper” (FBC). The CAIB report explicitly cites the FBC vocabulary developed
by Daniel Goldin, NASA’s Administrator from 1992 to 2001, as part of the political
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and administrative context facing the space shuttle program. The CAIB report further
implies, although it does not directly state, that “faster, better, cheaper” was part of
the failure of leadership to develop what the CAIB considered an appropriate safety
culture for the space shuttle program, and thereby a contributing factor to the
Columbia accident. This implication is supported by the statement of CAIB board
member and former astronaut Sally Ride in print interviews:
“Faster, better, cheaper” when applied to the human space program, was not a productive concept. It was a false economy. It’s very difficult to have all three simultaneously.
Pick your favorite two. With human space flight, you’d better add the word “safety” in
there, too . . .
(Dreifus, 2003)

The faster, better, cheaper vocabulary is derived from managerial philosophies of
total quality management, as developed by Edward Deming, and applied to NASA’s
various programs, including the space shuttle. According to the total quality logic,
better quality can be achieved at lower cost, and as extended to NASA under Goldin,
more rapid deployment of space missions. The management strategy and philosophy
are credited with an increase in the number of NASA’s robotic missions launched
after 1992, and with a lower cost, but also with two spectacular failures of Mars
missions in 1999 (CAIB, 2003: 119).
In understanding the meaning of “faster, better, cheaper” and its implication for
safety and risk at NASA, I examined both the use of the term by NASA managers
and executives as well as the organizational referents that were part of the NASA
vocabulary. The plan now centered on launching many smaller missions doing
focused science with fast turnaround times. The use of the term throughout NASA
suggests that the philosophy is best understood not as a highly institutionalized
culture and vocabulary but part of a management style, deeply contested by both
NASA employees and external observers, including prominent legislators. One subculture at NASA contested the logic behind the philosophy:
“We’ve never been able to define what better is in any meaningful way,” says Donna
Shirley, manager of the Mars exploration program at the Jet Propulsion Laboratory from
1994 until she retired in 1998. “What is better? More science with simultaneous observations? Incredible resolution with no coverage? You need both. As the joke goes, you can’t
have faster, better and cheaper. Pick two.”
(Government Executive Magazine, 2000)

While many argued that “faster, better, cheaper” focused agency attention away
from flight safety considerations, this view was disputed by Goldin, NASA’s Administrator and the strategy’s principal champion, who acknowledged the inherent risks
in human space flight:
Goldin spoke of safety in the agency and that his priorities were first the astronauts who
fly in space. Second (but of equal concern) are the people on the ground who support
humans and unmanned missions. Lastly, his “are robots.” Noting that human spaceflight
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is inherently risky, Goldin said “if you want a 100% guarantee of safety the only way
to get that in human spaceflight is to never climb into a rocket.”
(SpaceRef.com, 2001)

What becomes clear in examining the use of the term is that no explicit attempts
were made to make better links between the vocabulary and improved safety. For
example, NASA’s 1999 Strategic Plan highlights in its introduction the importance
of FBC while viewing safety as a separate category of desiderata, a constraint to be
observed rather than a goal to be pursued:
NASA is making significant progress in achieving our mission and goals by doing
business faster, better, and cheaper while never compromising safety. Throughout the
Agency, there are hundreds of examples of programs, projects, and management systems
being delivered with better service and at lower costs. The Clinton Administration’s
“Reinvention Marching Orders,” to deliver great customer service, foster partnerships
and community solutions, and reinvent government to get the job done with less, and
the principles of the Government Performance and Results Act guide our strategies to
revolutionize the Agency.
(NASA, 1998: 38)

Shuttle safety received a few more limited mentions in NASA’s Strategic Plan:
Reducing development cycle time and cost and increasing launch rates for NASA
spacecraft. This relates to the Agency goals to develop lower cost missions to characterize
the Earth system and chart the evolution of the universe and solar system and to improve
shuttle safety and efficiency;
Space shuttle safety, reliability, and cost. Achieve seven or less flight anomalies per
mission and an on-time launch success rate of 85 percent, and reduce manifest flight
preparation and cargo integration duration by 20 percent in FY 1999 and 40 percent in
FY 2000.
Safety and mission assurance. This measure will assess NASA’s ability to reduce the
number of fatalities, injury/illness rate, Office of Workers’ Compensation Program chargebacks, and material losses.
(NASA, 1998: 39)

In 2000, NASA’s Administrator appointed a task force to examine the implementation of FBC. Safety was again not directly connected to the definition of better but
treated as a separate desideratum for space flight (NASA, 2000). What is clear from
the task force report, as from Goldin’s statements, is that the risk inherent in space
flight is considered unavoidable and therefore, while risks must be managed and
mitigated, making space flight safer was not a top priority. Safety first for NASA is
viewed operationally, as taking steps to avoid and prevent known safety problems
while acknowledging the high risks of space flight. There was limited focus on
investing in safety improvements.
Goldin was asked if Faster-Better-Cheaper applied to all missions NASA does. He replied
that Faster-Better-Cheaper should not be limited only to small programs. He cited an
example in the shuttle program whereby personnel had been reduced by a third while
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accomplishing a three-fold decrease in in-flight anomalies and 60% fewer technical
launch scrubs between 1993 and 2001.
(SpaceRef.com, 2001)

Upon examining the evidence on the vocabulary of safety at NASA headquarters, I
conclude as follows:
Finding 1. The official language of NASA headquarters, exemplified by the philosophy
of “faster, better, cheaper,” viewed safety primarily as a constraint not to be compromised rather than as a goal to be achieved and improved upon.

Vocabulary of safety in NASA’s space shuttle program (SSP)
To explore the vocabulary of organizing used within SSP, I focused on documents
related to two key aspects of SSP operations: the Flight Readiness Review (FRR) and
the Mission Management Team (MMT). I quote directly from NASA program management documentation to explain the function and operations of these two activities:
The FRR is usually held 2 weeks before a scheduled launch. Its chairman is the Associate
Administrator for Space Flight. Present at the review are all senior program and field
organization management officials and support contractor representatives.
During the review, each manager must assess his readiness for launch based on hardware
status, problems encountered during launch processing, launch constraints and open items.
Each NASA project manager and major shuttle component support contractor representative is required to sign a Certificate of Flight Readiness.
The MMT, made up of program/project level managers, and chaired by the Deputy
Director, NSTS Operations, provides a forum for resolving problems and issues outside
the guidelines and constraints established for the Launch and Flight Directors.
The MMT will be activated at launch minus 2 days (L–2) for a launch countdown
status briefing. The objective of the L–2 day meeting is to assess any deltas to flight
readiness since the FRR and to give a “go/no-go” to continue the countdown.
The MMT will remain active during the final countdown and will develop recommendations on vehicle anomalies and required changes to previously agreed to launch
commit criteria. The MMT chairman will give the Launch Director a “go” for coming out
of the L–9 minute hold and is responsible for the final “go/no-go” decision.
(National Space Transportation System, Overview, September 1988)

What becomes immediately evident from an examination of both FRR and MMT
documents is, first, their problem and issue focus, and, second, their rule-based
procedural orientation. Both FRR and MMT are characterized by a bureaucratic rulebased system, albeit one administered by a complex matrix organization, which
includes multiple participants from the Johnson Space Center, Kennedy Space Center,
and Marshall Space Center, as well as the private contractor, United Space Alliance.
Operating within this complex matrix and bureaucratic rule system, the vocabulary
of organizing serves to provide the organizational categories which designate what
constitutes a problem or issue to be attended to as well as what type of solutions and
initiatives are to be considered. Terms such as problems, issues, constraints, assessments,
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waivers, anomalies, open, and closed are regular parts of the vocabulary that structures communications and action in SSP operations.
Safety is embodied in the vocabulary of FRR and MMT in two interrelated ways.
First, safety considerations are evident in the categorization of problems and issues
for FRR and, to a lesser extent, for MMT. In determining and officially certifying
flight readiness, the vocabulary explicitly considers safety issues but utilizes a variety of designations for safety: no risk to safety of flight, adequate factor of safety,
adequate thermal protection, margin of safety unaffected, no increased risks, safe to
fly, etc. In examining FRR presentations, typically prepared as PowerPoint slides,
various presenters rely on variations of designations that imply safety as constraint.
Therefore I conclude as follows:
Finding 2. The vocabulary of organizing views safety as a bureaucratic constraint
within NASA’s space shuttle program, embodied in formalized organizational practices, primarily, its Flight Readiness Review, Mission Management Team, and Failure
Mode and Effects Analysis systems.
Finding 3. Safety classifications were based on engineering analysis and judgment,
mediated by experience.
Uncertainty and ambiguity are not easily accommodated in the space shuttle
program’s vocabulary of safety. The space shuttle program retained significant
uncertainty regarding the causes behind foam losses and their trajectories. March and
Simon (1958), in their classic treatise on organizations, identify uncertainty absorption as an important consequence of organizational vocabularies.
The technical vocabulary and classification schemes in an organization provide a set
of concepts that can be used in analyzing and in communicating about its problems.
Anything that is easily described and discussed in terms of these concepts can be
communicated readily in the organization; anything that does not fit the system of
concepts is communicated only with difficulty. Hence, the world tends to be perceived
by organizational members in terms of the particular concepts that are reflected in the
organization’s vocabulary. The particular categories and schemes of classification it
employs are reified, and become, for members of the organization, attributes of the
world rather than mere conventions.
(Blau, 1955)

I therefore conclude:
Finding 4. Safety classifications absorbed uncertainty, particularly at the level of the
Mission Management Team.

Evolution of the vocabulary of safety at NASA’s space shuttle program
One of the first observations of the vocabulary of organizing of the space shuttle
program at the time of Columbia is how the words in this vocabulary have not radically
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changed. Vaughan (1996) analyzed the role of vocabulary in NASA’s culture prior to
the Challenger disaster. Key terms identified in her analysis were acceptable risk,
anomaly, C1, C1R, catastrophic, discrepancy, hazard, launch constraints, loss of mission,
vehicle, and crew, safety hazard, waivers, etc. These remained part of NASA’s culture
post-Challenger and at the time of the Columbia accident. Vaughan argues that the
language was by nature technical, impersonal, and bureaucratic (Vaughan, 1996:
253). She further argues that the language was defined to identify the most risky
shuttle components and to single them out for extra review. While suggesting that
these linguistic terms accomplished their goals, they became ineffective as indicators
of serious problems because so many problems fell into each category.
While many terms in the vocabulary remained constant after the Challenger,
other terms were added to the vocabulary, some increased in frequency, and others
changed their meaning. Despite the bureaucratic designations and the formalization of a large part of the vocabulary of safety, some terms were less formally
defined or consistently used. In particular, the terms “safety of flight,” “not a safety
of flight issue,” and safety itself, were inconsistent in their usage. As noted by the
CAIB report, the term “not a safety of flight issue” was sometimes used to refer to
an “accepted risk.” I have found no record of an official or formal definition of
“safety of flight” at NASA. The term comes from the aviation field, referring
to conditions that do not violate known impediments to safety. In the case of the
shuttle program this same definition has been adopted and it conforms to the CAIB
report’s definition of “No safety of flight issues: the threat associated with a specific
circumstance is known and understood and does not pose a threat to the crew/and
or vehicle.”
The meaning of “no safety of flight issue” evolved, however, at NASA to have a
separate meaning: those issues that were deemed potentially safety of flight issues
but had become accepted risks for the agency. This is how the term is used in the
history of the foam debris problem and in the case of disposition of other waivers.
The evolution of meaning reflects the large number of accepted risks that are part of
flying the shuttle. With thousands of waivers and anomalies, and approximately half
a dozen new out-of-family anomalies emerging with each shuttle flight, the number
of potential safety of flight issues is extremely large, yet not explicitly categorized.
Given the logic that the shuttle program would not fly an orbiter if it were not safe
to fly, then the accepted risks became equated over time with “not a safety of flight
issue” and the original distinction between categories became blurred. The problem
here is that the technology of the shuttle generates so many deviations from design
specification and so many unexpected anomalies that potential safety of flight issues
become designated as accepted risks and are understood informally as non-safety
of flight issues, not because the risk has been removed, but because the risk is considered remote and need not be explicitly revisited. The meaning of safety evolved
to take account of multiple anomalies observed in the space shuttle flights. Consequently, I conclude:
Finding 5. Post-Challenger, the term “safety of flight” became an institutionalized
expression within NASA’s organizational culture, but this expression was subject
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to semantic ambiguity with two separate meanings: (1) free from danger to mission,
vehicle, and crew; and (2) an acceptable risk.
Safety of flight and acceptable risk are socially constructed designations, shaped
by both engineering knowledge and flight experience, developed and understood
within NASA’s bureaucratic culture, and influenced by the organization’s technology, its management strategy, and its philosophy, as well as its political and
economic environment. The vocabulary and the underlying culture it both reflects
and helps constitute are not the direct cause of the large number of waivers, but
reflect both the political decision to continue to fly a technology whose overall risk
of catastrophic loss is approximately 1/100 and the existence of well-intentioned
engineers and engineering managers doing their best with available resources to fly
the shuttle as safely as possible, given the circumstances. The resources available to
the program and the technology of the shuttle with all its known design flaws are not
products of the vocabulary and culture but part of its determinants. Consequently,
I conclude:
Finding 6. The vocabulary of safety was closely articulated with the material environment of NASA’s space shuttle program, and shaped by the technology, financial
constraints, and the political-economic coalitions supporting continuation of the
shuttle program.
Finding 7. While the term risk was ubiquitous, its meaning and its relationship to
safety were highly ambiguous and situated within the multiple intersecting subcultures of NASA’s space shuttle program.
Finding 8. NASA’s focus on safety of flight criteria in its vocabulary allowed NASA’s
managers and engineers to perceive the post-Challenger culture as a safety culture,
despite the inherent risks in the space shuttle technology.

Effects of the vocabulary on the Columbia accident
In developing their interpretation of the Columbia accident and its root causes, the
CAIB board members singled out the expression “not a safety of flight issue,” and
how it affected key decisions made by the shuttle program:
Our two big issues that we always talk about, sort of the foam story and the DOD
imaging story, which really is the focus of a lot of the energy of Group 2. I think I’d like
to discuss a little bit how these stories fit together and, that is, the foam story, which is
all of the prior foam events, the disposition of foam events, and particularly the most
recent prior to 107, which was the STS-112 event. We see in the documentation and we
see in recordings “not a safety of flight issue.” “Not a safety of flight issue.” That same
expression is kind of the same drumbeat we hear in the decision-making regarding not
ultimately requesting utilizing imaging assets that might have been available during
flight. So that’s sort of the common thread and, indeed, the part of the story that pulls
those issues together.
(CAIB Press Brieﬁng, April 22, 2003)
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The CAIB report relied on its understanding of NASA’s vocabulary to explicitly
link the culture of the SSP to the decision-making process of NASA and to the
physical causes of the accident. The CAIB determined that the accident was caused
by foam debris from the bipod ramp damaging the RCC panels of the shuttle’s
leading edge upon ascent, this damage creating significant burn-through to the left
wing, subsequent loss of vehicle control, and aerodynamic break-up during the
orbiter’s re-entry. Given the shuttle’s long history of foam loss and debris impact to
the thermal protection system, which was considered either “not a safety of flight
issue” or an “acceptable risk,” the CAIB considered the culture of the space shuttle
program to be a root cause of the accident as it led to dispose of foam events,
without acknowledging their criticality or potential for catastrophic loss.
Research shows how we construct plausible, linear stories of how failure came
about once we know the outcome (e.g., Starbuck and Milliken, 1988). In examining
the effects of the vocabulary of safety on the Columbia accident I attempt to limit
such hindsight bias by using the users’ vocabulary to recreate the phenomenology
of the decision-making process at SSP. I examine the decision during the Flight
Readiness Review to dispose of the bipod ramp foam debris event as an “in-family
anomaly,” and “acceptable risk,” separately from the decision to not pursue the
Department of Defense (DOD) imaging, and subsequently the decision to classify
potential impact to the thermal protection system, including the RCC panels, as not
an issue.
Upon early readings of the CAIB report and of the supplementary materials,
including press coverage, I was not clear about the difference between impact on the
RCC panels and impact on the tile protecting the wing, both part of the orbiter’s
thermal protection system. I will argue that this distinction, while often glossed over
by the CAIB in discussing how the culture was a root cause of the disaster, turns out
to be critical in examining the relationship between language, classification, and
the SSP culture. In particular it is critical to understanding that the designation of
foam debris loss on the thermal protection system was based on experience with tile
damage on the orbiter, but not on the RCC.
NASA’s scientists and engineers did not know or understand that the foam debris
could lead to significant threat to the RCC panels and therefore to the shuttle’s
thermal protection system. Unlike the case of the Challenger disaster, where the
problems with the O-rings led to worsening signals of potential danger (Vaughan,
1996: 196), foam losses provided increasing, albeit, in hindsight, misleading, signals
of the relatively low levels of risk associated with foam losses. In particular, I have
found no record of foam debris impact on the RCC panels or the leading edge of the
wing prior to the Columbia accident. Curry and Johnson’s (1999) analysis of the
shuttle’s experience with RCC identifies pinhole formation, sealant loss, convective
mass loss rate, and micrometeoroid and orbital debris as four significant problems
previously identified with the RCC subsystem. The first two were classified as “not a
safety of flight issue.” The second two could cause potential burn through and loss of
vehicle and crew, and consequently were implicitly “safety of flight” issues and
“acceptable risks.” While a connection between orbital debris damage, which occurs
at hypervelocity, and foam debris damage upon ascent, which occurs at lower speeds,
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could have been drawn, there is no documented evidence that a connection between
the two types of accidents was ever considered.
As defined by Vaughan, the acceptance of foam debris as a routine occurrence
would be an example of the “normalization of deviance,” as original design specifications for the external tank did not allow for the debris or the subsequent tile
damage. However, as I discussed above, deviations from design specifications were
not uncommon for the space shuttle. Furthermore, tile damage was not the cause of
the Columbia disaster, but the RCC, a very different subsystem. Furthermore, the
CAIB’s own experiment, conducted by the Southwest Research Institute, supports the
conclusion that foam debris of the size, weight, and speed on the wing tile would not
have caused catastrophic loss of the Columbia, which does not directly contradict the
designation of foam debris damaging the tile as an acceptable risk.
Consequently, to conclude that the SSP’s “broken safety culture,” which includes
its vocabulary, was a “root cause” of the Columbia accident, one must conclude not
that the culture shaped how SSP attended to foam debris or to tile damage but how
it attended to the potential risk of foam debris on RCC panels. The evidence suggests,
however, that SSP engineers did not consider this possibility in their assessments of
foam debris damage. I have not been able to find any risk assessment conducted
by NASA that identified foam debris impact on the RCC panels as a potential issue
of safety, danger, or risk, whether a “safety of flight” concern or not, whether
“acceptable” or not, whether “in-family” or “out-of-family.” For example, the risk
assessment of the thermal protection system conducted by Pate-Cornell and Fischbeck
(1990), two distinguished academics from Stanford and Carnegie-Mellon, respectively, while briefly mentioning the RCC panels, goes on to focus its analysis on tile
damage, and comes up with a preliminary assessment of the risks of the thermal
protection system based exclusively on tile damage, without considering RCC damage as a possibility.
Pate-Cornell and Fischbeck (1990) implicitly equate the thermal protection systems
with the ceramic tile. This was a mistake. This mistake reflects the common practice
within SSP of equating foam debris damage with tile damage, a mistake that, in
retrospect, may have been either a root cause or a contributing factor to the Columbia accident. But this mistake was rooted in the assumption that RCC panels were
more resilient than tile, therefore less likely to be damaged upon foam debris impact.
Given the lack of experience with foam debris damage on the RCC panels, this
assumption had never been tested during flight. Some experimental assessments
had been conducted during the 1980s (with ice particles rather than foam), but the
research on RCC panels was very limited.
The CAIB report states that “It was a small and logical next step for the discovery
of foam debris damage to the tiles to be viewed by NASA as part of an already
existing maintenance problem, an assessment based on experience, not on a thorough
hazard analysis” (CAIB, 2003: 196). This statement is incorrect. As a result of the
out-of-family anomaly for STS-87, a hazard analysis was conducted using fault tree
methodology. A series of corrective actions were undertaken that, in the SSP’s
assessments, restored the tile damage to “in-family” levels. Experiments continued,
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and after nine flights the team of engineers removed the designation of potential
safety of flight issue, termed the remaining risks as acceptable and in-family, and
closed the in-flight anomaly analysis. Although the CAIB report characterized the
foam fix as “ineffective,” the number of areas of damage greater than 1 inch to the
ceramic tile was significantly reduced. This fix retained an “in-family” anomaly and
therefore, according to Vaughan’s definition, was an example of “normalization of
deviance.” It is noteworthy that the hazard analysis determined that the cause of the
foam debris was design error. Redesign was not considered a practical option, within
the existing knowledge base of NASA or the availability of resources for the agency
and the shuttle program. Instead the deviation from original system requirements
was determined to be an acceptable risk. Pate-Cornell and Fischbeck’s analysis
estimated this risk at 1/1000. This is consistent with the qualitative determination
made by NASA engineers, based on both experience and analysis that the risks of
foam debris tile damage, while potentially catastrophic, were remote.
Consequently, I conclude as follows:
Finding 9. Based on a combination of flight experience and engineering analysis,
NASA’s space shuttle program learned that foam debris was an “acceptable risk,” a
“turnaround” or maintenance issue, and not a “safety of flight” issue.
Finding 10. The vocabulary of safety normalized deviance, as defined by Vaughan, but
without such normalization the space shuttle would not have flown post-Challenger.
As March (1976) argues, not all organizational learning is based on correct knowledge or understanding. Instead organizational learning is typically based on incomplete and partial knowledge, which later is superseded. The same can be said of both
scientific and engineering knowledge and learning. SSP’s learning was based on both
experience and engineering analysis, and in retrospect was faulty, primarily because
it ignored the effects of foam debris on the RCC panels. But this learning error was
due to both bounded rationality and incomplete knowledge, which are endemic to
organizations, independently of their specific culture. While it is conceivable that the
SSP culture could have understood the foam debris problem more broadly and
undertaken more experiments to disconfirm the belief that RCC panels would withstand foam debris damage, this is better characterized as a failure of imagination,
rather than a result of a faulty or broken organizational culture.
Normal accident theory (Perrow, 1984) highlights the role of interactive complexity and tight coupling as a cause of accidents in complex technological systems
such as the space shuttle. Interactive complexity makes it extremely difficult for any
organization to perceive all potential interactions prior to their occurrence. The
Columbia accident was an example of interactive complexity as it resulted from the
interaction of the bipod foam ramp subsystem, the foam insulation subsystem, and
the RCC panel subsystem, among others. The accident was characterized, however,
not by a tight coupling between the subsystems, but by loose coupling. In particular,
the foam subsystem and the RCC panel subsystem were loosely coupled, and this
loose coupling made it more difficult to anticipate the problem.
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Designation of the STS-112 bipod foam debris impact as an action issue
Of particular interest to the CAIB was the failure to designate the STS-112 bipod
foam debris impact as an in-flight anomaly, and the reason why it was instead
designated as an action issue. The CAIB views this designation as a missed opportunity to learn from the “significant damage” and perhaps indirectly influence the
Mission Management Team to evaluate the foam strike during STS-107 as not a
safety of flight issue. In particular, “The Board wondered why NASA would treat the
STS-112 foam loss differently than all the other” (CAIB, 2003: 125). Later in the
report the CAIB notes that this was the first time a bipod foam debris loss had not
been designated as an in-flight anomaly.
While, in hindsight, bipod foam debris appears to be a more significant category
than other debris, it is not evident that the STS-112 foam debris was treated differently from other foam losses. The size of the debris was larger than most, making
this a potential out-of-family anomaly, and presumably a reason why the Intercenter
Photo Working Group recommended the designation as an “in-flight anomaly.” This
designation was contested by engineers from the External Tank Office, who were
responsible for the bipod foam ramp.
Although it is true that “all other known bipod foam-shedding was designated as
in-flight anomaly,” this statement fails to consider that the definition of in-flight
anomaly had changed since the last known event in 1992. The STS-50 foamshedding event, originally designated an in-flight anomaly, was closed as an “accepted
risk” by the integration office and termed not a safety of flight issue by the external
tank team. Because the size of the both the foam debris and damage to the tile was
larger than usual a hazard analysis was conducted. The analysis concluded that the
impact damage was shallow and therefore the risk of the bipod foam debris damage
an acceptable risk.
The STS-112 bipod foam debris damage was smaller and less significant than that
of STS-50, thereby supporting the designation of the debris damage as “in-family”
and therefore not requiring an in-flight anomaly designation. It is significant that,
notwithstanding the “in-family” classification, the SSP program manager was sufficiently concerned about the anomaly that an action issue was determined and
additional analysis was requested from the External Tank Office. The CAIB report
concludes that time pressures affected the designation. But note that three out-offamily anomalies were determined for STS-112, a number that was lower than usual.
One of these anomalies, the pyro anomaly, was still open during STS-113 and
STS-107, was designated as mission-critical, yet did not delay the launch. Rather
than time pressures, the judgment of the External Tank Office that “There is really
nothing we can do that bipod would give us any more confidence than what we’ve
got right now” may have influenced the decision to not designate the anomaly as
“out-of-family.” The designation does not appear inappropriate, however, as the
CAIB report’s conclusion of significant damage appears an overstatement. According
to the caption to an ominous-looking photograph, “On STS-112 the foam impacted
the External Tank Attach ring on the Solid Rocket Booster, causing this tear in the
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insulation of the ring.” The foam debris caused significant damage to the foam
insulation, not to the external tank attach ring itself. No consequences on the
solid rocket boosters themselves, nor significant out-of-family tile damage,
were found, although the potential of hitting other pieces of the structure was
considered by other engineers (Cabbage and Harwood, 2004). The damage assessment team report also supported the view that no significant damage was observed.
The report concluded that “both [solid rocket] boosters were in excellent condition . . . In summary, the total number of Orbiter TPS debris hits and the number of
hits 1-inch or larger were within established family. However, the number of hits
between the nose landing gear and the main landing gear wells is slightly higher
than normal.”
The classification of the STS-112 bipod foam impact as in-family, although not
conservative, was not inconsistent with the evidence. Furthermore, even if considered
as out-of-family and therefore an additional in-flight anomaly, there is little evidence that would suggest that this anomaly would not have been either closed before
STS-113 or simply lifted, as was the standard operation procedure for the SSP. The
likelihood is that the engineering analysis of an in-flight anomaly, which would have
been conducted by the External Tank Office, would have concluded that the bipod
foam ramp was an acceptable risk. Therefore I conclude:
Finding 11. The designation of the STS-112 bipod foam debris as an action issue,
rather than an out-of-family anomaly, was a judgment call within the bounds of the
official definition of out-of-family anomalies.
Finding 12. The bipod foam loss during STS-112 yielded limited damage to the solid
rocket boosters, and even if designated as an in-flight anomaly, would have been
unlikely to be considered a “safety of flight issue.”

Effects of the vocabulary on the Columbia debris assessment
While risk was an explicit, albeit ambiguous, part of the vocabulary of safety within
NASA’s space shuttle program, the Mission Management Team, concerned with
guaranteeing safety of the shuttle vehicle and crew, did not explicitly consider risk
or uncertainty. In particular, an examination of the written transcripts of the STS107 MMT meetings reveals that, while safety of flight was considered a critical issue
for its consideration, no direct acknowledgments of risks and uncertainties were
contemplated.
After the foam debris hit the space shuttle, NASA and contractor scientists and
engineers became concerned with the potential damage to the vehicle. Given that no
photographs were available of the exact site of impact, several requests for military
photographs were made by NASA engineers, but these requests did not go through
the formal line of command of the STS MMT and were ultimately denied. In assessing potential damage to the shuttle, engineering analysis was conducted which
determined that there were “no safety of flight” issues. This analysis was presented to
the MMT meeting and unanimously concurred with.
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The CAIB report criticizes the flawed engineering analysis and the multiple failed
attempts to obtain the desired military photographs. In evaluating the impact of the
vocabulary of safety on the conclusions and decisions of the MMT, the failure to explicitly acknowledge risk and uncertainty appears evident. The engineering analysis
provided a deterministic assessment of the expected damage to the shuttle vehicle,
given alternative scenarios of the location of impact. This deterministic assessment
reflects the categorization of issues as either safety of flight or not, with no consideration of the risks or uncertainties inherent in the decision. While risk was an
explicit term in the flight-readiness vocabulary, it was not acknowledged in the
MMT. Decisions made by the MMT were based on the best available point estimated
without accounting for uncertainty or risk. The failure to explicitly acknowledge risk
meant there was not a viable vocabulary to explicitly question or challenge the
decisions that were made by the MMT and its leadership not to undertake imaging
requests desired by the NASA engineers and the debris assessment team. Consequently, I conclude as follows:
Finding 13. The vocabulary of the STS-107 Mission Management Team was not
hospitable to discussions of risks and uncertainty, and this vocabulary may have been
a contributing factor in the failure to discuss imaging requests during the meeting.

CONCLUSIONS
The space shuttle is a risky and obsolete technology. Documented risks to the shuttle
generate integrated risk assessments of catastrophic failures in the order of 1 out of
every 100 flights. These risk assessments do not sufficiently account for human
errors, whether individual or organizational. The SSP has had two catastrophic failures
in 113 flights for an observed failure rate of approximately 2 percent. The Challenger
failure is widely held to be a preventable mistake, due to human error. Vaughan
(1996), in her masterful, nuanced analysis of the Challenger launch decision, makes
a compelling case that cultural factors were a root cause of the accident. The CAIB
report, hearing “echoes of the Challenger” in the Columbia accident and deeply
influenced by Vaughan’s theory of “normalization of deviance,” also attributes the
root cause of the second catastrophe to the “broken safety culture” of the space
shuttle program. The CAIB further concludes that the shuttle is “not inherently
unsafe.” The unstated implication is that, except for remediable cultural issues and
necessary technological fixes, the shuttle should be safe to fly.
I analyze the vocabulary used by space shuttle engineers and engineering managers to provide a window on the culture of NASA’s space shuttle program and its
approach to safety. Language is both a consequence of an organization’s culture and
an important determinant, shaped by psychological constraints, by internal organizational factors, as well as by external forces, including in this case the broader culture
of the engineering profession, the managerial culture of the total quality movement,
the financial and human resources available to the program and the constraints on it,
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and, perhaps most consequential, the political decision to continue to fly the shuttle
despite its high visibility yet known technological risks. Language and thereby culture evolve to adapt to the social, political, and economic environment.
I find a vocabulary and a culture that views safety as a constraint to be observed
rather than a goal to be improved. I further find a culture where the meaning of
safety of flight is ambiguous, meaning both “free from known danger” and “flying
under conditions of accepted risk.” The ambiguity is inherent in the logical contradictions of SSP’s quasi-formal classification system, where safety of flight issues,
accepted risk issues, and not safety of flight issues are understood by the safety
office as three mutually exclusive categories, but where for operating purposes
these three categories dissolve into two: either “safe to fly” or “not safe to fly.” This
vocabulary and this culture treat risks qualitatively rather than quantitatively, thereby
making accepted risks opaque to most participants in their daily phenomenology of
shuttle operations, not something to be attended to. While the organizational culture
and its ambiguous linguistic categorizations are a contributing factor to the opacity
of risk within the SSP, so are the contradictory external demands upon the program
to continue to fly the inherently risky technology while assuring the public that the
shuttle is safe to fly.
Was the opacity of risk inherent in the vocabulary a root cause of the Columbia
disaster? I would argue not. First, the Columbia accident was caused by an “out-offamily anomaly,” a new and undocumented risk to the space shuttle: the impact of
foam debris on RCC panels. Here my analysis departs from the CAIB’s, which argues
that the causes of the accident were due to known failures of foam debris, subject to
the “normalization of deviance,” and “reliance on past success as a substitute for
sound engineering practices” (such as testing to understand why systems were not
performing in accordance with requirements/specifications). The problem here was
not that the engineers did not test or analyze the foam debris loss; the problem was
that, after substantial testing, they never found a solution. But the foam debris did
not, by itself, cause the accident. Foam debris was common; its impact on RCC
panels had never been experienced. If we wanted to simplify, it would be more
appropriate to conclude “the RCC panel did it.” This distinction is consequential, for
it highlights important differences between the Challenger and Columbia accidents.
The experience base of the O-ring pointed to the possibility of catastrophic loss of
the shuttle from the simultaneous failure of the primary and secondary O-rings.
O-ring experts were concerned with safety but for the launch decision were overruled.
Neither external tank experts nor the sole RCC panel expert was concerned with the
hazards of the foam debris. There was concern on the impact of foam debris on the
tile, but not by the tile expert. No one was concerned with failure of the RCC panels.
Second, while it was conceivable that someone would make a connection between
the known risks of RCC panels to orbital and foam debris and the undocumented
risks of foam debris upon ascent, only in hindsight can we attribute this failure of
imagination to the vocabulary or to the culture. The methodology of risk assessment
at NASA was not up to the task of identifying an undocumented risk not subject to
previous experience. I would attribute this failure to the inherent complexity of the
technology, rather than to the vocabulary or the culture.
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Was the opacity of risk inherent in the vocabulary a root cause of or a contributing factor to the failure to seek DOD images of the foam debris impact? Although
a complete examination of the underlying motivation behind the organizational
decision is beyond the scope of this chapter, I conclude that the opacity of risk in the
Mission Management Team was a contributing factor to this decision, which, in
hindsight, was a mistake. The vocabulary of the MMT did not reflect the inherent
uncertainty in the engineering assessments nor the risks inherent in the relative
inattention to accepted risks.
What is an acceptable risk? While the origins of the risk are technological, as
moderated by human factors, what is acceptable or not is a political decision, not a
technological one. Cultural change at NASA post-Columbia should make risk less
opaque, particularly in the work environment of the space shuttle program. Insistence on quantification of risk should be part of such a cultural change. This is likely
to reduce the additional risks created by the culture, but will have limited impact on
the risks inherent in the obsolete technology. Ironically, the CAIB report, with its
focus on culture as the root, yet remediable, cause of the Columbia accident, could
contribute to the opacity of risk continuing both inside and outside of NASA.

NOTE
1 The CAIB does define the phrase “No Safety of Flight Issue,” as we will discuss further
below. It does not define, however, the terms “safety” or “safety culture,” as used by the
CAIB itself, but implicitly treats them as objective and unproblematic.

REFERENCES
Berger, P.L., and Luckmann, T. 1967. The Social Construction of Reality: A Treatise in the
Sociology of Knowledge. Anchor Books, New York.
Blau, P.M. 1955. The Dynamics of Bureaucracy. University of Chicago Press, Chicago.
Cabbage, M., and Harwood, W. 2004. COMM Check: The Final Flight of the Shuttle Columbia.
Free Press, New York.
CAIB (Columbia Accident Investigation Board). 2003. Report, 6 vols.: vol. 1. Government
Printing Office, Washington, DC. www.caib.us/news/report/default.html.
CAIB Press Briefings. 2003. April 22, 2003 Press Briefing. Hilton Hotel, Houston, Texas.
http://www.caib.us/events/press_briefings/20030422/transcript.html
Curry, D.M., and Johnson, D.W. 1999. Orbital reinforced carbon/carbon design and flight
experience. Unpublished presentation, Space Shuttle Development Conference, NASA/AMES
Research Center.
DiMaggio, P.J. 1997. Culture and cognition. Annual Review of Sociology 23, 263–87.
DiMaggio, P. 2002. Why cognitive (and cultural) sociology needs cognitive psychology. In
K.A. Cerulo (ed.), Culture in Mind: Toward a Sociology of Culture and Cognition. Routledge,
New York, pp. 274–81.
Douglas, M. 1986. How Institutions Think. Syracuse University Press, Syracuse.
Dreifus, C. 2003. A conversation with Sally Ride: painful questions from an ex-astronaut. New
York Times, August 26, section F, p. 1.

The Opacity of Risk 121
Gentner, D., and Boroditsky, L. 2001. Individuation, relativity, and early word learning. In M.
Bowerman and S.C. Levinson (eds.), Language Acquisition and Conceptual Development.
Cambridge University Press, New York, pp. 215–56.
Gentner, D., and Goldin-Meadow, S. 2003. Language in Mind: Advances in the Study of
Language and Thought. MIT Press, Cambridge, MA.
Government Executive Magazine. 2000. Midcourse correction by B. Dickey. September 1, 2000.
Government Executive Magazine 32(11), 29.
Loewenstein, J., and Ocasio, W. 2004. Vocabularies of organizing: linking language, culture,
and cognition in organizations. Unpublished manuscript, Northwestern University.
March, J.G. 1976. The technology of foolishness. In J.G. March and J. Olsen (eds.), Ambiguity
and Choice in Organizations, 2nd edn. Universitetsforlaget, Bergen.
March, J.G., and Simon, H.A. 1958. Organizations. Wiley, New York.
Martin, J. 1992. Cultures in Organizations: Three Perspectives. Oxford University Press, New
York.
Mills, C.W. 1939. Language, logic and culture. American Sociological Review 4(5), 670–80.
Mills, C.W. 1940. Situated actions and vocabularies of motive. American Sociological Review
5(6), 904–13.
NASA. 1998. Strategic Plan. NASA Policy Directive (NPD)-1000.1 NASA, Washington, DC.
NASA. 2000. FBC Task Final Report. NASA Headquarters, Washington, DC.
Ocasio, W. 1997. Towards an attention-based view of the firm. Strategic Management Journal
18, 187–206.
Pate-Cornell, M.E., and Fischbeck, P.S. 1990. Safety of the Thermal Protection System of the
Space Shuttle Orbiter: Quantitative Analysis and Organizational Factors. Phase 1: The
Probabilistic Risk Analysis Model and Preliminary Observations. Research report to NASA,
Kennedy Space Center. NASA, Washington, DC.
Pate-Cornell, M.E., and Fischbeck, P.S. 1994. Risk management for the tiles of the space
shuttle. Interfaces 24, 64–86.
Perrow, C. 1984. Normal Accidents: Living with High Risk Technologies. Basic Books, New
York.
Schein, E.H. 1985. Organizational Culture and Leadership. Jossey-Bass, San Francisco.
Simon, H. 1962. The architecture of complexity. Proceedings of the American Philosophical
Society 106, 467–82.
Starbuck, W.H., and Milliken, F.J. 1988. Challenger: fine-tuning the odds until something
breaks. Journal of Management Studies 25, 319–40.
Vaughan, D. 1996. The Challenger Launch Decision: Risky Technology, Culture, and Deviance
at NASA. University of Chicago Press, Chicago.
Wuthnow, R. 1989. Communities of Discourse. Harvard University Press, Cambridge, MA.

122

Blount, Waller, and Leroy

7

COPING WITH TEMPORAL
UNCERTAINTY: WHEN RIGID,
AMBITIOUS DEADLINES
DON’T MAKE SENSE
Sally Blount, Mary J. Waller, and Sophie Leroy

Organizations seldom operate in isolation; instead, they are surrounded by multiple
stakeholder groups that both provide resources to and place demands on the organization. These stakeholder groups comprise what is often referred to as the organization’s task environment. The NASA organization is no exception. Heavily reliant
on three constituents for support, it is situated within a relatively simple, yet hardly
hospitable, organizational task environment. One stakeholder, Congress, controls
all of its funding. Another, the scientific community, serves as its primary source
for “content” inputs, producing both the basic and applied research that underlies
the space program and the trained personnel who can enact it. A third, the general
public, places more ambiguous demands on the organization – as NASA is both
accountable to and dependent upon public sentiment for “facilitating” positive Congressional intentions.
As organizational researchers have long observed, interdependence creates uncertainty for an organization when surrounding stakeholders have the means and
motivation to make independent decisions that may not reflect the best interests of
the organization (Dill, 1958; Lawrence and Lorsch, 1967; Milliken, 1987; Pfeffer and
Salancik, 1978; Thompson, 1967). These decisions can affect the resources available
to an organization and the nature of the constraints that bind it. One of the central
challenges facing managers, therefore, is to sustain organizational performance amid
constantly changing external conditions – in which both the emergence of new
events and the timing of them are uncertain (Dess and Beard, 1984; Emery and Trist,
1965; Farjoun and Levin, 2004; Terreberry, 1968). As we will discuss in this chapter,
for the NASA organization of the 1990s and early 2000s, both the level of Congressional funding and the timing of potential cutbacks had become major sources of
uncertainty. Here, we examine the Columbia accident in light of this latter aspect
of uncertainty, that is, temporal uncertainty. We define temporal uncertainty as
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unpredictability regarding when changes in stakeholder demands will occur, and
seek to examine how the presence of temporal uncertainty affects managerial
decision-making.
We begin at a theoretical level by exploring how temporal uncertainty affects
time perception and coordination in organizations. In the process, we identify the
cognitive challenges that managers encounter when they face temporal uncertainty
over a sustained period of time. We then illustrate these dynamics by tracing
the temporal challenges that NASA faced throughout the 1990s and how these
challenges came to manifest themselves in the Columbia organization in 2001–3.
Most notably, we observe an over-reliance on ambitious deadlines as a coordinating
mechanism and the emergence of accompanying values and norms that reinforced
the “sanctity” of those deadlines. Finally, we consider how this deadline-focused
approach simultaneously blocked the organization’s flexibility and induced a culture
of time pressure – conditions which, in turn, placed substantial limitations on how
effectively decisions could be made regarding safety and quality tradeoffs. The result,
of course, was disaster. We conclude by discussing the implications of temporal
uncertainty for organizational decision-making more generally – arguing that temporal
uncertainty often evokes a misplaced reliance on ambitious deadlines as a management tool.

PERCEIVING AND VALUING TIME IN ORGANIZATIONS
To understand how managers respond to temporal uncertainty, we need first to
understand how people perceive and value the passage of time in the absence of
uncertainty. Hence, we begin with a brief overview of temporal perception in organizations – focusing on three elements that underlie the temporal structure of any
organization (Blount and Janicik, 2001). These include the role of temporal reference
points, entrainment, and shared norms and values.

Temporal reference points
Perhaps not surprisingly, research has long found that people do not perceive time
accurately (Fraisse, 1963). Yet, in order to live and work interdependently, people
need to agree on how time is measured. As a consequence, throughout history,
all human societies have developed means (e.g., calendars, clocks and timers) to track
the passage of time and give time a shared sense of regularity (Gell, 1996). As such
mechanisms have become more reliable and universal metrics have been adopted
across countries and cultures, the cognitive and emotional experience of time has
changed, particularly in the last century (Bluedorn, 2002; Gleick, 1999). Within
modern Western culture, the perception of the passage of time as precise and measurable has become dominant.
Sociological and anthropological research emphasizes that societies use shared
temporal metrics not only to regulate and standardize the perception of time, but
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also to give measured time evaluative meaning (Durkheim, 1915; Fraisse, 1984; Gell,
1996; Landes, 1983; Zerubavel, 1981). For example, planting and harvesting seasons,
church seasons, monthly calendars and the seven-day week are examples of sociotemporal constructs that have both regulated and contextualized the meaning of time
among interdependent people. People then use such conventions to segment time
into shorter intervals in which they situate their day-to-day activities. These intervals
are punctuated by shared temporal reference points that people use to negotiate and
reach agreements about time, including, for example, negotiating meeting times,
meal times, arrival times, and departure times (Blount and Janicik, 2001).
Cognitive psychological research has shown that reference points are central to
how people comprehend many phenomena. This process is perhaps best captured by
norm theory (Kahneman and Miller, 1986), which argues that once salient reference
points are in place, people require fewer cognitive resources for processing information, and can instead focus their attention only on instances when situations are
likely to deviate from pre-established reference points. Thus, by creating shared
clocks, meeting times, etc., people do not have to think as deeply every day about the
measurement and allocation of time.
Consequently, in organizations, a key role of managers is to develop explicit
schedules and deadlines for organizational members, such as work hours and holiday
schedules, as well as quarterly reporting cycles and project timetables (e.g., McGrath
and Rotchford, 1983; Moore, 1963; Pfeffer and Salancik, 1978; Thompson, 1967).
These shared constructions, often communicated via project management tools such
as Gantt charts, not only aid in the perception and evaluation of time for individual
employees, they also promote coordination and the allocation of temporal resources
across individuals, groups, subunits and divisions (Bluedorn and Denhardt, 1988).
The net result is the reduction of individual- and group-level temporal uncertainty
and conflicts over time. Instead, employees are able to predict when interdependent
activities will occur and anticipate when transitions of activities across interdependent actors will take place (Brown and Eisenhardt, 1998; Hassard, 1991; Weick, 1979).

Entrainment
A second means that managers have for managing time in organizations is leveraging
the motivational momentum that flows from implicit cycles and repeated rhythms of
behavior that are present in social groups. These cycles and rhythms are often
associated with the concept of entrainment (Ancona and Chong, 1996; McGrath and
Kelly, 1986). Borrowing from biology and physics, entrainment describes how people
naturally adjust the phase and/or periodicity of their behavior to align with other
people’s behaviors. Familiar examples include the alignment of female roommates’
menstrual cycles, the convergence of a family’s activities around mealtimes or holidays, and the way that concert audiences begin, sustain, and end periods of clapping.
There is a broad body of research which suggests that the desire to synchronize is
innate (e.g., Blount and Janicik, 2002). The key idea here is that people naturally
have a preference to feel “in synch” with the social activities that surround them –
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both in the short term (e.g., when sitting in audiences) and in the longer term across
days and weeks. When synchronized with the ongoing patterns of social behavior
that surround them, research finds that people experience positive feelings and
emotional well-being, and they work together more effectively (Blount and Janicik,
2002). Thus, research suggests that when people experience entrainment in social
groups it helps to motivate members to initiate and sustain interdependent activities
across time.
In organizations, these dynamics play themselves out in the way that employees
time their activities to converge to meet deadlines, quarterly planning cycles, or
annual trade shows and selling seasons for introducing new products (Ancona and
Chong, 1996). In each case, the desire to synchronize combined with the presence of
repetitive temporal cues (often referred to as zeitgebers) allows employees to align
the timing of their activities to coincide with the activities of other employees. Thus,
another vehicle that managers use to sustain organizational performance across time
is attention to the establishment and maintenance of ongoing, repetitive cycles of
activities across time.

Shared temporal norms and values
A third means that managers use for harnessing time within their organizations is
through the temporal values and norms embedded within an organization’s culture
(Schein, 1992). As sociological and anthropological research emphasizes, human
groups naturally create the sociotemporal norms that give time evaluative meaning.
For example, regional and national cultures have been found to exhibit distinctive norms
regarding the value of punctuality, how time is allocated in face-to-face interactions
(e.g., the degree to which shorter, direct versus longer, indirect conversational patterns
are considered appropriate), and pace of walking speed (see Levine, 1997).
Research has found that organizational cultures fulfill a similar role. Prominent
examples of sociotemporal norms in organizations include the degree to which (1)
deadlines are strictly adhered to, (2) punctuality in arriving to work is valued, (3) a
fast versus slow pace of work is preferred, (4) speed versus quality is valued in
decision-making and (5) people are expected to allow work demands to interfere with
personal time (Schriber and Gutek, 1987). These norms express finetuned values
regarding how time is to be valued within a particular work environment. They also
help to elucidate how temporal reference points, rhythms, and cycles of behavior are
to be interpreted and applied by organizational members.

Integration
Blount and Janicik (2001) originally identified that the temporal structure of an
organization can be conceptualized to include the three elements that we have reviewed;
that is, explicit organizational schedules, sequencing patterns, and deadlines; implicit
cycles and rhythms of behavior; and organizational cultural norms about time. Each
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element is important, because it conveys a different type of sociotemporal information to organizational members. Together, these elements contribute to the cognitive,
motivational, and emotional experience of time for organizational members and
across people and groups. They also provide impetus for sustained action across time.

THE ORGANIZATIONAL CONSEQUENCES OF TEMPORAL UNCERTAINTY
We now move to examining how the presence of sustained temporal uncertainty
within an organization’s task environment can debilitate an organization’s functioning. We begin by examining how the presence of temporal uncertainty undermines
the temporal structure of an organization. Then we turn to examining some of the
unique motivational and cognitive barriers that temporal uncertainty introduces into
managerial decision-making. Finally, we use these frameworks to demonstrate how
the effects of temporal uncertainty manifested themselves in the NASA organization
during the 1986–2001 time period, creating an organization that was ill equipped to
carry out the Columbia shuttle flight effectively in early 2003.

Weakened temporal structure
We begin by outlining three ways in which temporal uncertainty impairs temporal
coordination by weakening the temporal structure of an organization.
First, we suggest that temporal uncertainty inhibits managers’ abilities to identify
meaningful reference points to mark the passage of time leading up to future events.
When the timing of future events is uncertain, managers experience ambiguity
regarding appropriate planning horizons and timetables for taking action. The result
is uncertainty regarding the appropriate pace at which to undertake activities in
order to respond to and/or anticipate upcoming external events. As an example,
in accelerating-velocity environments, such as high technology, one of the common
questions that managers ask is “How fast is fast enough for keeping up with the
competition?” (Perlow et al., 2002). Alternatively, consider planners within the US
government who operate within the turbulent environment of world terrorism. In
preparing the US for the next large terrorist attack, they must wonder about how fast
and for how long certain types of safeguards need to be put in place. In each of these
contexts, the cognitive and motivational challenge is the same – can the manager
translate temporal uncertainty emanating from the organizational task environment
into appropriate checkpoints and deadlines for organizational members?
A second challenge that temporal uncertainty introduces for managers is the ability
to gain both traction and momentum in undertaking new activities and maintaining sustained rhythms within existing activities. This is particularly true in highturbulence environments where conditions are frequently and erratically changing.
Here, temporal uncertainty can impair alignment processes in two ways. First, when
new activities are undertaken, turbulence can create repeated “false starts,” that may

Coping with Temporal Uncertainty 127
impede a new working group’s ability to gain traction in undertaking its activities.
Over time, team members may develop a feeling of helplessness and apathy, if efforts
at initiating new activities are repeatedly thwarted. Second, turbulence can disrupt
existing cycles of behavior, thereby disrupting entrainment – requiring groups to
“pick up from where they left off ” and start over. If too many disruptions occur, the
cycle may lose its “resilience,” and group members will no longer identify it as a
salient rhythm for regulating the pace of their activities. As shared rhythms break
down, the give and take of interdependence loses its ability to motivate timely and
effective behaviors within and across groups.
A third challenge that temporal uncertainty introduces is the invalidation of
existing temporal norms and the need to create new norms. Consider what happens
when a previously staid company with healthy profit margins is suddenly confronted
with dumping of imports from Chinese competitors. Suddenly, the existing norms
regarding “9–5 work hours” and slow lead times for process improvements are likely
to become a source of competitive disadvantage. Management is now faced with
the challenge of changing those norms – perhaps by instilling a “whatever it takes”
mentality and setting aggressive goals for productivity gains (e.g. 15 percent over the
next six months). Changing organizational cultural norms is difficult, particularly
if one has to do it quickly, that is, over the course of months rather than years
(Schein, 1992; Thompson and Luthans, 1990).
As these examples illustrate, the presence of temporal uncertainty within an organization’s task environment can impair temporal coordination from several directions.
First, temporal uncertainty creates ambiguity regarding appropriate planning horizons
and timetables for taking action, and makes it more difficult for managers to identify
meaningful temporal reference points (i.e., checkpoints and deadlines) that serve to
motivate coordinated action. A second challenge that temporal uncertainty introduces
is an impaired ability for teams to gain traction and momentum in undertaking
new activities and maintaining sustained rhythms within existing activities, therefore
inhibiting entrainment and the emergence of the shared synergies that entrainment
fosters. When this happens enough over time, the organization can again lose its
temporal “resilience,” that is, its ability to sustain performance over time. Finally,
temporal uncertainty and the accompanying performance effects can lead to the
invalidation of existing temporal norms, further debilitating the organization.
Members no longer know what it means to be part of this organization. Each of these
demands strikes at the heart of effective organizational performance across time.

Managerial barriers to decision-making
When temporal uncertainty hinders managers’ normal efforts at temporal coordination, managers must adapt; they need to develop cognitive strategies for coping
with the ambiguity that surrounds them and threatens their organization. Yet, as
research has long documented (see Kruglanski, 1989; Kruglanski et al., 1993; Kruglanski
and Webster, 1996; Rastegary and Landy, 1993; Staw et al., 1981), uncertainty is
quite unsettling to people; people don’t like to experience uncertainty for sustained
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periods of time. Our brains naturally develop strategies for minimizing these discomforting effects and for simplifying how we account for uncertainty in our decisionmaking. Thus, one of the core assertions of this chapter is that temporal uncertainty
triggers a unique set of motivational and cognitive responses in managers, as humans.
These psychological responses, like all responses to uncertainty, are prone to error.
These decision-making errors become magnified when they are used to develop processes and make decisions on behalf of an organization, and subsequently become
embedded in the organization as values, routines, habits, and norms.
In this section, we introduce three motivational and cognitive tendencies that past
research has found that people are susceptible to in the face of time pressure and
uncertainty. We propose that these tendencies are particularly relevant to managers
in organizations facing high levels of temporal uncertainty in their task environments. These tendencies include the need for closure, the planning fallacy, and
escalation of commitment.
Need for closure. The need for closure has been defined as a desire for a definite
answer to a question, any firm answer, rather than uncertainty, confusion, or ambiguity (Kruglanski, 1989). Once aroused, the need for closure induces a need, or
motivation, for immediate and permanent answers. The strength of this desire has
been found to be person- and context-dependent. In general, research finds that
the need for closure is higher when conditions make processing new information
unpleasant or difficult. Such conditions include, for example, perceived time pressure
(e.g., Kruglanski and Freund, 1983), high levels of noise (e.g., Kruglanski et al., 1993),
and physical and mental fatigue (e.g., Webster et al., 1996). In interpersonal settings,
the need for closure can lead to a desire for speedy consensus, leading to lower
amounts of information disclosure and discussion and faster times to finding shared,
but not necessarily good, solutions.
Within organizations, environmental temporal uncertainty can create just the type
of information-processing conditions that trigger heightened needs for closure among
managers. This need can lead to an abundance of managerial activity in search of
quick solutions to alleviate the discomforting effects of uncertainty – often resulting
in an effort for the organization to do “something,” rather than nothing, in response
to it. Yet, because heightened closure needs impair information-processing, it is
likely that the solutions and plans that managers quickly fix upon and enact will be
inadequately scrutinized. One reason is that, under temporal uncertainty, managers
easily fall prey to the planning fallacy.
The planning fallacy. The planning fallacy is linked to the idea that people tend to
systematically underestimate how much time tasks and projects are likely to take
to complete. Originally identified by Kahneman and Tversky (1979), the planning
fallacy encompasses three elements (Buehler et al., 1994). The first is the systematic
tendency to underestimate the amount of time that it will take oneself (or one’s
group) to complete one or more tasks. The second is the tendency to focus on planbased scenarios rather than relevant past experiences. That is, people tend to estimate
a task’s or project’s time to completion based upon beliefs about how long that task
or project “should” take to accomplish (presumably under close to ideal conditions),
rather than drawing from their own and others’ past experiences with similar tasks or
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projects (when real life intervenes). The third element encompasses the tendency to
not learn from one’s own past mistakes on temporal estimation. This is because, as
research finds, people tend to focus on the unique, rather than shared, elements of
those experiences when making attributions about why things took as long as they
did. This attributional encoding tendency (that is, the tendency to interpret the
temporal elements of every past situation as unique) makes it more difficult to learn
generalized lessons about misestimation. Thus, these types of planning mistakes are
likely to recur across time.
Further, research finds that these tendencies are very difficult to “de-bias,” that is,
they are well ingrained and difficult to correct. For example, Byram (1997) found
that the presence of financial incentives for accuracy in forecasting made the underestimation problem even worse. People in his studies who were offered incentives
for the accuracy of their predictions made even shorter time predictions than did
participants who were not offered incentives. Yet these participants worked no faster.
As Byram writes, incentives induced an exacerbated tendency toward “wishful thinking” (1997: 234).
In organizations, instances of the planning fallacy are abundant – projects frequently cost more and take longer than planned. Under temporal uncertainty, these
tendencies are likely to be exacerbated, particularly if managers are experiencing
financial pressure to produce results quickly. They will experience heightened needs
for closure which will inhibit thorough information-processing, making time and
cost estimates even less accurate. Further, once a project has been inaccurately estimated, research on escalation of commitment suggests that managers are unlikely to
revisit and scrutinize their initial commitment to a particular course of action.
Escalation of commitment. Escalation of commitment refers to the tendency of
individuals to escalate their commitments to previously chosen courses of action,
even after receiving substantial amounts of negative feedback regarding the fallibility of those decisions (Staw, 1976). As an example, Ross and Staw (1993) write about
the Shoreham Nuclear Power Plant construction project that went from a proposed
budget of $75 million across seven years to over $5 billion in actual expenses
without ever reaching completion after 23 years. The key idea here is that people
have a tendency to want to stick with their previous decisions, and even invest
more money and/or time in realizing them, despite abundant and repeated negative
feedback (Brockner and Rubin, 1985).
Why does this tendency occur? Several causes have been demonstrated (Moon,
2001). One is that people are not good at recognizing sunk costs, instead using prior
investments to justify further investment (e.g., Staw and Hoang, 1995). Another is
that people tend not to seek out negative feedback, and, when they receive it, tend to
interpret it in ways that support past decisions (Caldwell and O’Reilly, 1982; Staw,
1980). A third is that people have a completion bias, that is, they like to follow
through on commitments (Conlon and Garland, 1993).
Integration. Altogether, research on need for closure, the planning fallacy, and
escalation of commitment suggest that temporal uncertainty can create a unique
set of cognitive hazards for managers. At its worst, temporal uncertainty can lead
managers to adopt haphazard and disjunctive approaches to solving problems, such
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as the development of knee-jerk cost-control plans or unrealistic new product launches
for stimulating revenues. Further, as managers respond by developing such illconceived projects and plans and then receive negative feedback on them, they are
likely to continue to support them well beyond some rational cut-off point.

Example: NASA 1986–2001
Evidence communicated in the Columbia report portrays the NASA of the 1990s as
an organization that had fallen prey to the dynamics that we have just outlined. As
Exhibit 1 below documents, as early as 1990 (and probably before), NASA was under
extreme financial pressure and corresponding temporal uncertainty, given the projects
it had undertaken versus the resources that it had available. This timeline illustrates
several Congressionally imposed programmatic changes and budgetary cutbacks that
occurred over the 1986–2001 period. Culturally, the report documents how the NASA
organization became preoccupied with tight budgets and operational feasibility,
rather than engineering excellence, when executing its existing projects (CAIB, 2003:
110–14). At the same time, NASA management was casting about for new private
sector projects in order to generate additional revenues (CAIB, 2003: 111). These illconceived projects ultimately failed and used up resources, while the International
Space Station (ISS) fell behind schedule and went over budget (CAIB, 2003: 107–10).
During this time, the shuttle program was weakened by a lack of investment in
safety upgrades and infrastructures (CAIB, 2003: 111, 114–15). Between 1993 and
2003, 6,000 jobs were cut throughout NASA, representing a 25 percent workforce
reduction. For the shuttle program alone, headcount was reduced from 120 in 1993
to 12 in 2003 (CAIB, 2003: 110).
By 2001, this succession of failed investments and inadequate cost-control
efforts had tarnished NASA’s credibility, and Congress and the White House withdrew
their long-term commitment to financing the ISS program. Instead, Congress and the
White House put NASA on probation, requesting that NASA refocus its resources on
the ISS program and simultaneously reduce the program’s costs (CAIB, 2003: 117).
They also requested that completion of a critical part of the program (Node 2) be
reached within the next two years (CAIB, 2003: 116), the implication being that if
NASA failed at launching Node 2 within two years and within the allocated budget,
the ISS program would be eliminated, and NASA’s future ability to get funding
would be substantially impaired (CAIB, 2003: 116–17).
As Sean O’Keefe, the then Deputy director of the White House Office of Management and Budget, stated before Congress:
NASA’s degree of success in gaining control of cost growth on Space Station will not
only dictate the capabilities that the Station will provide, but will send a strong signal
about the ability of NASA’s Human Space Flight program to effectively manage large
development programs. NASA’s credibility with the Administration and the Congress for
delivering on what is promised and the longer-term implications that such credibility
may have on the future of Human Space Flight hang in the balance.
(CAIB, 2003: 117)
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Thus, as the Columbia report documents, by 2001 NASA was already an organization debilitated by a decade of temporal uncertainty and associated stress. After a
decade of layoffs, misdirected research efforts, frequent starts and stops on projects,
and under-investment in infrastructure and safety issues, the organization had lost
its temporal resilience. Its temporal structure had become weakened as its temporal
norms and values had become undermined, and managers had lost their ability to
identify meaningful temporal reference points and rhythms for coordinating activities. The organization was ill equipped to deal with the added time pressure that the
two-year probation period introduced.

THE EFFECTS OF TIME PRESSURE ON DECISION-MAKING
In 2001, under threat from its dominant stakeholder, the agency had two years to
demonstrate its effectiveness. This situation placed added time pressure on its managers and employees. Under time pressure, research demonstrates that people tend to
resolve situations more quickly and collect less information than they would were
time pressure not present. As a result, individuals or collectives operating under
time stress often “seize and freeze” on a certain definition of a situation without
adequately probing to see if that definition is the most appropriate (DeGrada et al.,
1999; Kruglanski and Webster, 1996). It is perhaps not surprising, then, that NASA
management quickly fixed upon a solution to their dilemma by announcing an
ambitious plan. Basing their projections on rapidly adjusted operations and redeployment of staff, the NASA administration announced that it would meet the Node 2
launch of the International Space Station by February 19, 2004. In order to meet this
aggressive deadline for Node 2, NASA would have to launch four shuttle flights a
year in 2002 and 2003 – a rate that had never been accomplished before (CAIB,
2003: 117).
In this section, we examine the effects that this ambitious deadline had on the
NASA organization as it prepared for the Columbia launch. We begin by discussing
the nature of the deadline and how this deadline, combined with a strong, credible
external threat, rapidly changed the NASA culture. We then examine how, through
this cultural shift, the quality of decision-making was compromised within the
Columbia shuttle program.

Ambitious, specific, symbolic, and inflexible
The February 19, 2004 deadline had many interesting characteristics as a managerial
coordination device. Not only was it extremely ambitious, it was also highly specific.
As coordination tools, deadlines can vary in the degree to which in they emphasize
a specific date or target range of time (McGrath and Rotchford, 1983), and that
choice sends a message to organizational members. Highly specific deadlines are
useful for motivating people to enhance efficiency by fitting activities together more
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tightly. They emphasize accountability and the need to minimize wasted time, particularly when they are set ambitiously. On the other hand, specific deadlines introduce
higher success standards, which require high levels of performance and precise
synchronization between activities in order to be met. Particularly in contexts containing many complex, tightly linked tasks and processes, rigid deadlines allow little
room for error within specific work processes and in transitioning activities across
project phases.
Second, NASA placed high symbolic value on the February 19, 2004 deadline by
making it public. In doing so, not only did NASA communicate to the outside world
its commitment to this date, it also raised the stakes associated with that date.
Meeting that deadline became a symbol of NASA’s credibility to its external stakeholders
and the measure against which its performance would be evaluated. Further, given
that the deadline was made public shortly after Sean O’Keefe’s appointment as head
of NASA (recall that O’Keefe had earlier led the administration in criticizing the
agency for its mismanagement of time and funding), meeting the deadline also
became a measure of O’Keefe’s own success. This very public linking of the deadline
with his own success may have led O’Keefe to be ego-involved with the deadline
goal and thus reluctant to shift the deadline back as unexpected events occurred.
Finally, commitment to this highly specific deadline became quite rigid, even when
feedback was received from people within NASA that it might not be feasible (CAIB,
2003: 117, 132). It was conditional on shuttle launches that were interconnected and
had to follow a specific order. This meant that any delay or problem on one launch
had repercussions for the other shuttle schedules and could delay the whole program
– thereby jeopardizing the organization at a very high level (CAIB, 2003: 134). As
technical problems on shuttle launches inevitably emerged, management did not
revisit the deadline decision. Consistent with research on the threat rigidity, escalation of commitment, and groupthink effects in organizations, NASA management
rigidly adhered to its deadline, ignoring negative information that did not support
the feasibility of the deadline decision (CAIB, 2003: 134). Regarding the Columbia
disaster, one former 22-year NASA veteran noted that “a widespread attitude of
being too smart to need outside advice has created a culture resistant to – and indeed
often contemptuous of – outside advice and experience” (Oberg, 2003). By shutting
out such information in the case of the February 19 deadline, NASA effectively
restricted its own flexibility in an effort to control.

The organizational effects of a highly specific, rigid, ambitious deadline
The NASA administration’s hope was that by having well-specified plans and a firm
deadline in place, they would be able to assure timely launches and the achievement
of their performance goals. Instead, we suggest that because the deadline allowed
for no contingencies or slack to accommodate unexpected problems or events, this
choice effectively debilitated the organization. It did so by creating a culture that
promoted a high sense of time urgency, heightened the experience of time stress
among its employees, and constrained decision-making.
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The cognitive focus becomes time. Given how the February 19, 2004 deadline was
chosen and enacted by NASA management, the deadline quickly acquired significant
meaning within the NASA organization. Meeting the deadline became a core decisionmaking goal. As an example of how this goal was communicated and reinforced,
every manager received a screensaver for their computer that depicted a clock
counting down to February 19, 2004 (CAIB, 2003: 132). Each day the deadline was
reiterated over and over in every work cubicle. Thus, over time, the deadline evolved
from being a management tool (that is, a way to help coordinate the safe launch of
Node 2 across a complex organization) to being a goal in and of itself (that is,
launching Node 2 by February 19, 2004). As a consequence, the way that employees
processed information and discussed problems was affected.
Most notably, the focus on time and meeting the deadline induced employees to
become highly “time urgent.” Time urgency is characterized by a perception that
time is a scarce resource, making people highly concerned about the use of time, its
passage and getting as much as they can in the time available (Landy et al., 1991).
As Waller et al. (2002) note, time-urgent individuals see time as the enemy, and set
themselves in opposition to it. The fact that the deadline took on such importance in
the minds of NASA employees is thus not surprising. For years, NASA’s culture had
attracted scientists and technicians who were highly motivated, Type A individuals
whose achievement strivings were legendary. As research has long documented, such
Type A individuals are also particularly susceptible to environments that promote
time-urgent values (Landy et al., 1991).
Time stress rises. The net result of this ambitious, symbolic, rigid deadline was to
put NASA staff under extraordinarily high levels of time stress. Time stress results
from insufficient time to complete a task or project and is likely to rise as the gap
between demands and available resources (i.e. time) becomes increasingly stretched
(e.g. French et al., 1982). As the February 19 date neared, attention to time increased
(Waller et al., 2002) and the risk of not meeting the goal became more salient. As
the report documents, employees began to feel increasingly “under the gun” (CAIB,
2003: 134). As research on time pressure finds, when people experience time stress,
they tend to focus their attention on an increasingly narrow range of task-relevant
cues (Kelly and Karau, 1999). During that period at NASA, that meant focusing on
schedules, margins, and time usage over and over again – further increasing the
salience of time and reinforcing the experience of time stress.
Information-processing and decision-making capabilities deteriorate. In complex
engineering situations feedback is often ambiguous, and interpretation is key. In any
organization, culture plays a key role in how ambiguity is discussed and resolved
in decision-making (Schein, 1992). Within a culture that is highly time-urgent,
time becomes a heavily weighted decision attribute. Thus, at NASA in 2001–3,
information-processing became biased toward valuing timeliness as the focal goal.
Further, the increasing sense of time pressure and stress compounded those effects,
leading employees to filter out information that was not directly relevant to achieving the temporal goal (Kelly and Loving, 2004).
As a result, safety issues came to be systematically underestimated by the NASA
staff, while the cost of temporal delays was consistently overvalued in interpreting

134

Blount, Waller, and Leroy

feedback. As the Columbia report documents, in management meetings, more than
half of the time was spent discussing how to regain schedule margins in order to
meet the deadline (CAIB, 2003: 132). Safety concerns were redefined so that they
did not require immediate action and thus did not interfere with the schedule (CAIB,
2003: 135), and employees did not take the time to go through the required
recertification due to the lack of time (CAIB, 2003: 137, 138). Information regarding
foam loss associated with prior flights was not thoroughly processed and not taken
into account in the decisions made during the Columbia flight. Decision quality was
further reduced when little time was spent checking safety requirements, and safety
meetings were shortened.
These tendencies were further reinforced by the strongly cohesive nature of the
NASA culture – a culture that has long been known for its extreme achievement
orientation, promulgating what some have described as a “can-do culture run amok”
(Dickey, 2004). Many of these employees perceive being marginalized or being made
ineffective in the organization as the worst outcome to befall a NASA participant.
This characteristic likely aggravated the effects of time urgency and time stress on
individual and group information-processing and decision-making during the period
leading up to the Columbia accident. Those few employees who did suggest safetyrelated delays during the time leading up to the Columbia launch found themselves
left off distribution lists and out of important meetings. Other employees who witnessed this process quickly learned to keep their concerns to themselves. A recent
post-Columbia survey suggests that many NASA employees are still afraid to speak
up about safety concerns (Dunn, 2004).

CONCLUSION
In this chapter we have argued that the Columbia tragedy demonstrates how the
temporal uncertainty that surrounds an organization can debilitate the organization
over time. In the process, the organization’s responses to externally imposed demands
can become faulty and disconnected from the nature of the demands themselves – in
ways that are ultimately dysfunctional both to the organization and the needs of its
stakeholders.
As this account has shown, while no one anticipated, much less wanted, the
Columbia accident to occur, the very nature of how NASA came to be operating by
2001 sowed the seeds of this accident. Ten or more years of temporal uncertainty
imposed by its task environment had debilitated the organization’s efforts at effective temporal coordination. The added temporal threat posed by probation in 2001
made the organization highly susceptible to heuristic, palliative responses. The result
was an overly ambitious, symbolic, rigid deadline. The focus on this deadline, in turn,
created unrealistic levels of time pressure and time stress – fostering a time-urgent
culture that impaired decision-making. Time, rather than safety or operational excellence, became the most valued decision attribute. Thus, when ambiguous information
was encountered, safety risks were systematically underestimated, while the costs of
delay were overestimated. And in the end, bad decisions were made by good people.
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This story is powerful not only because of the deaths and lost resources that
resulted, but because the negative effects of ongoing temporal uncertainty are not
limited to the NASA organization. The for-profit, corporate environment, too, faces
similar pressures amid the ever-increasing pace and complexity of the 21st-century
global economy. Constantly, we see senior managers make public announcements
committing their organizations to very challenging accomplishments by highly specific dates. While the effects of these ambitious, rigid deadlines may not always be
disaster, they often do incur significant business and societal costs. Consider, for
example, the tendency of Microsoft to release “buggy” software upgrades in order to
meet their publicly announced launch deadlines. The time costs that are incurred by
users who have to cope with those bugs while awaiting upgrades is non-trivial.
Consider also the problem of quarterly earnings projections, which tie senior managers’ hands to Wall Street’s performance expectations. Many commentators have
complained that these highly specific targets lead to a short-term focus, poor decisionmaking, and an inappropriate level of satisficing within management teams.
What these analogies highlight is a common pattern. Organizational performance
can be unpredictable. This uncertainty is often heightened by external constituents,
such as stock market analysts and other stakeholder groups, who put pressure on
senior executives to manage away unpredictable aspects of performance. The adoption of rigid, ambitious deadlines is a common strategy that managers adopt for
responding to these demands. Yet, in these instances, their use may be misplaced.
A deadline is a very effective tool for motivating efficiency, emphasizing accountability, and fostering coordination within an organization, but it is not an effective
tool for coping with the temporal uncertainty that is inherent to performance in
complex systems. In these cases, the use of rigid, ambitious deadlines can exacerbate
the negative effects of temporal uncertainty, rather than alleviate them. Stakeholders
should be suspicious, rather than reassured, when senior executives announce highly
specific, bold plans in the face of sustained temporal uncertainty.

EXHIBIT 1: KEY EVENTS LEADING UP TO THE COLUMBIA
ACCIDENT (1982–2003)
1984
1991–9

1994

1994–5

International Space Station (ISS) program begins.
Shuttle funding drops from 48 percent to 38 percent of NASA’s total
budget, in order that resources can be reallocated to other science and
technology efforts, such as the ISS.
White House Office of Management and Budget (WHOMB) states that cost
overruns on the ISS project will be recovered by redirecting money away
from the human space flight program, of which the shuttle project is the
largest component.
NASA “Functional Workforce Review” concludes that removing an additional 5,900 people from NASA and its contractor workforce – about 13
percent of total – can be done without compromising safety.
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1995

2000

2001–3

2001

2002

2003

National leadership focuses on balancing federal budget; the projected
five-year shuttle budget requirement is $2.5 billion too high (roughly 20
percent) and must be reduced.
NASA submits a request to WHOMB for $600 million to fund infrastructure improvements; no new funding is approved.
NASA reduces shuttle budget by $11.5 million per government-wide rescission requirement and transfers an additional $15.3 million to ISS.
In response to NASA’s concern that the shuttle required safety-related
upgrades, the President’s FY 2001 budget proposes a “safety upgrades
initiative.” NASA’s FY 2002 budget request for shuttle upgrades over five
years falls, from $1.836 billion in 2002 to $1.220 in 2003 – a 34 percent
reduction.
At NASA’s request, Congress reduces shuttle budget by $40 million to fund
Mars initiative.
NASA reduces shuttle budget by $6.9 million per rescission requirement.
Congress reduces shuttle budget by $50 million after cancellation of electric auxiliary power unit, but adds $20 million for shuttle upgrades and
$25 million for vehicle assembly building repairs.
Clinton administration requests $2.977 billion for the space shuttle program – representing a 27 percent reduction from 1993 and a 40 percent
decline in purchasing power from 1993 levels.
Budget for the space shuttle program increases to $3.208 billion, still a
22 percent reduction from 1993.
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ATTENTION TO PRODUCTION
SCHEDULE AND SAFETY AS
DETERMINANTS OF RISK-TAKING
IN NASA’S DECISION TO LAUNCH
THE COLUMBIA SHUTTLE
Angela Buljan and Zur Shapira

On January 16, 2003, NASA launched the Columbia shuttle. Seventeen days later,
the Columbia disintegrated upon entering the atmosphere. Several hypotheses were
raised as potential explanations for the disaster but following the Columbia Accident
Investigation Board’s report (CAIB, 2003) it became clear that the reason for the
accident was improper insulation against the excessive heat that was generated upon
re-entry to the atmosphere. The improper insulation resulted from the damage caused
to the foam insulation from debris heating the shuttle’s wing after takeoff. The
alarming evidence shows that NASA knew about the problem but failed to solve it
before takeoff, as well as during the 17-day flight. Even though at no point in time
did NASA officials assume that a disaster was on the horizon, how could they risk
the life of the astronauts, the loss of valuable equipment, and NASA’s scientific and
managerial reputation? Chapter 6 of the CAIB report focuses on the decision-making
aspects of the accident, highlighting problems in the decision-making process as an
important cause of the accident.
In this chapter we provide an analysis of some aspects of the decision-making
process at NASA. We suggest that the decision to launch the Columbia entailed risks,
and that risk-taking is affected by two major organizational targets: survival and
performance aspiration (cf. March and Shapira, 1992; Shapira, 1995). A long-held
view of organizations as living systems suggests that their first goal is to survive.
The behavioral theory of the firm (Cyert and March, 1992) invokes the idea that
organizations attempt to reach their goals or targets, and interpret their performance
as success or failure if it falls above or below these targets. To reach a target if they
are below it, organizations often take risks. Risk-taking is therefore affected by the
desire to survive and by the attempt to achieve goals. It is also affected by the
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resources an organization has and by the target it focuses on at the time of decisionmaking. In particular, having low resources and being in danger of demise may lead
organizations to take large risks.
At the time of its decision, NASA felt under tremendous pressure to adhere to its
schedule. It is possible that some elements within NASA felt that if they did not keep
the launch schedule, they would jeopardize the survival of the organization, at least
as it was then functioning, for a long time. Furthermore, since NASA is a hierarchical
organization, it is possible that some managerial layers were under the impression
that schedule delays were going to affect them personally. Not adhering to schedules
carried potential penalties while keeping the schedule had many incentives attached
to it. NASA was facing two major constraints in planning the Columbia shuttle
launch: time constraints and budgetary constraints. The two are intimately related,
and, put together, they increased the pressure under which NASA made its decisions.
We should note from the beginning that we focus solely on NASA’s space shuttle
program, and any reference to NASA implies this particular division. We initially
analyze the decision of the NASA organization as one unit, but later we look at the
incentives and penalties faced by different subunits of NASA, such as the project
managers. Obviously, nobody at NASA suspected that a disaster was looming on
the horizon, and the launch, flight, and landing were perceived as safe enough.
However, managers were so strongly focused on reaching their target that the potential problems associated with the damage to the foam insulation did not seem
important enough for them to switch their attention from the schedule target to the
safety issue.
One of the sobering aspects of analyses of the Columbia accident is that the
decision to launch the Columbia without ascertaining the proper functioning of the
heat insulation was in some ways a replication of the disastrous decision to launch
the Challenger. One would assume that, having gone through the Challenger disaster,
NASA would have assimilated the many recommendations that followed the investigation, and that its decision-making processes would be influenced by what it had
learned. Organization theorists have long speculated about the factors that enhance
or undermine organizational learning. The similarities between the Challenger and
the Columbia disasters suggest that there were obstacles to organizational learning,
and some of these obstacles may have been embedded in the incentives and penalties
that organizations employ to motivate their managers.
Our chapter is organized as follows. We start with a brief review of prior analyses
of decision-making in high-risk situations. We then review some research on
decision-making under pressure, followed by a description of a model of attention and
risk-taking. Next, we illustrate the effects of pressure on attention and risk-taking
in the Columbia accident, using data from the CAIB report and other sources. We
conclude with a discussion of the role of attention and incentives in organizational
decision-making.
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DECISION-MAKING IN HIGH-RISK SITUATIONS

The high-reliability organization’s perspective
Organizations like NASA deal with a lot of unexpected events and constantly operate under very challenging conditions. Weick and Sutcliffe (2001) argue that there
are organizations that manage to have fewer accidents than expected, and they refer
to them collectively as high-reliability organizations (HROs). Weick et al. (1999)
attribute such success to the mindful infrastructure in such organizations, which
includes five processes that distinguish them from other organizations: preoccupation with failure; reluctance to simplify interpretations; sensitivity to operations;
commitment to resilience; and under-specification of structures.
Mindfulness enhances the ability to discover and manage unexpected events, to
see significant meaning in weak signals and to create strong response to them (Weick
and Sutcliffe, 2001: 4), and to pursue error-free performance (Weick et al., 1999).
This effort to act mindfully both increases the comprehension of complexity and
loosens tight coupling (Weick et al., 1999), thus reducing the propensity for failure.

The normal accidents perspective
In contrast, Normal Accident Theory (NAT) argues that accidents in high-risk technologies are bound to happen because of their complex and interactive systems.
“Complex interactions are those of unfamiliar sequences, or unplanned and
unexpected sequences, and either not visible or not immediately comprehensible”
(Perrow, 1999: 78). The opposite interactions are linear – “those in expected and
familiar production or maintenance sequence, and those that are quite visible even if
unplanned” (Perrow, 1999: 78). Furthermore, events in organizations can be tightly
coupled, that is, dependent on each other, since one triggers the other (Perrow, 1999),
or independent and uncoupled (i.e., loosely coupled). If there is interactive complexity and tight coupling the system will inevitably produce an accident, instigating the
phenomenon labeled the “normal accident” (Perrow, 1999).
Good management and organizational design may reduce accidents in a certain
system, but they can never entirely prevent them (Sagan, 1997) because “Nothing is
perfect, neither design, equipment, procedures, operators, suppliers, or the environment”
(Perrow, 1999: 356) and we cannot anticipate all the possible interactions of inevitable
failures among them (Perrow, 1999).
There are many articles and books that deal with large-scale disasters where either
formal models and calculations or ethnographic methods have been used. For instance,
following the Bhopal accident, Kunreuther and Meszaros (1997) analyze the hazards
involved in the chemical industry. They discuss the problems associated with lowprobability high-consequence events of the sort that NASA deals with. They show
how, following the Bhopal accident, different companies in the chemical industry
changed their reference points in defining survivability and ruin. They also claim
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that, in dealing with uncertain and ambiguous events, responsibility in organizational decision-making becomes a very important issue. The issue is that, even if
formal models can be applied in the analysis of disasters, if those disasters are a
consequence of organizational decisions, a wider perspective that takes into account
organizational culture and organizational processes is needed.

Flawed decision-making processes in NASA: the Challenger disaster
The Challenger disaster of 1986 drew a lot of fire from several authors. Vaughan
(1996) argued that in the modern technological age even organizations which are
designed to prevent mistakes can fail because their parts interact in unpredictable
ways. She claimed that this is what happened in the Challenger launch decision. Taken
in the larger context, those parts had to do with both internal as well as external
elements affecting decisions at NASA. To begin with, Congress and the President had
already cut the space program budget, and it was possible that NASA would run out
of funding if didn’t prove that it could handle the budget and schedule (Vaughan,
1996: 19). The design of the orbiter was not ideal, but its managers, relying on their
analyses, believed it was safe to fly (Vaughan, 1996: 118). Influenced by production
pressure and cost/safety tradeoffs, managers made rational decisions based on calculations, and thus the eventual decision to go ahead was a mistake but not an example
of misconduct (Vaughan, 1996: 76). Vaughan further argued that the disaster was
socially “organized” and systematically produced by the social structure, but that there
was no intentional managerial wrongdoing, no rule violations, and no conspiracy.
The Challenger disaster was framed by Starbuck and Milliken (1988) as a case
where the decision-makers believed that the chain of successful launches prior to the
one in January 1986 could be explained by one of three models. One model suggests
that the probability of success was improving with each launch. A second model
made the assumption that the launches represented a series of independent trials and
that the probability of success on a given launch was independent of the probability
of prior launches. A third model assumed that the probability of success declined
with each launch. According to Starbuck and Milliken, the third model bore no
resemblance to the mental model of the majority of NASA’s decision-makers.
Heimann (1993) analyzed the Challenger disaster by focusing on the potential for
error involved in the decision to go ahead. Extending Landau’s (1969) analysis of the
requisite redundancy in such systems, he develops a general framework of organizational reliability. He examines two general forms of organizational structure: serial
and parallel. Under parallel structure, different aspects, such as the safety of certain
equipment, are delegated to one unit. In contrast, under a serial structure each safety
element needs to be approved by all units involved in a decision. Under the latter
structure, an erroneous launch can happen only if each unit along the way commits
an error, a scenario that is very unlikely. Heimann argues that staff at the Marshall
Space Shuttle Flight Center, near Huntsville, Alabama, transformed NASA’s system
from a serial one into a parallel one, thereby dramatically increasing the chance of
an erroneous launch.
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Elizabeth Pate-Cornell has written several articles employing quantitative analyses
of specific problems in launching and operating the shuttles. In a paper published
long before the Columbia disaster, Pate-Cornell and Fischbeck (1994) developed a
simple mathematical model, based on which they claimed that “Fifteen percent of the
tiles account for 85 percent of the risk and that some of the most critical tiles are not
in the hottest areas of the orbiter’s surface” (1994: 64). Pate-Cornell and Dillon
(2001) argued that NASA turned away from quantitative risk assessment methods
(2001: 345), and, coupled with an earlier argument that the agency shifted to an
attitude of “launch unless proven unsafe” (Pate-Cornell and Fischbeck, 1994: 75), her
analysis seem to predict the problematic decision-making process in the Columbia
launch. Pate-Cornell’s main argument is that quantitative risk analysis is a very
useful way of gauging risks in dealing with natural or man-made hazards and the
fact that NASA appeared to have shied away from using such models may have contributed to a flawed mode of making decisions.

DECISION-MAKING UNDER PRESSURE
Psychologists have documented the effects of time pressure on cognition and
performance. For example, Heaton and Kruglanski (1991) found that under time
pressure subjects demonstrated a high degree of primacy in impression formation,
and elevated effects of anchoring in probability judgment. In another experiment,
Mayseless and Kruglanski (1987) found increased influence of primacy in impression
formation. Zakay (1992) showed that the perception of time pressure leads to inferior
performance, while Wright (1974) showed that managers do not use information
appropriately when they operate under time pressure. Pressure effects were demonstrated in studies of animals as well. Rats have shown non-adaptive behavior under
heightened arousal, evidence that has been summarized in the Yerkes and Dodson
(1908) law, which describes the relation between performance and stress as an
inverted U-function.
Other forms of pressure are likely to lead to similar effects. Simon (1992) argued
that motivational pressure influences attention in a way that often leads to inferior
information-processing, and Seshadri and Shapira (2001) have demonstrated that the
degrees of freedom managers have when monitoring more than one task at the same
time are severely constrained. Deadlines have been shown to negatively affect creativity (Mueller et al., 2004).
All this evidence suggests that when one is operating under pressure, attention is
focused on a particular target or function and one cannot be easily distracted. The
point is that under pressure a person cannot mobilize sufficient cognitive resources
to follow several targets simultaneously. Furthermore, current research in cognitive
and social psychology on what is called “dual processing” suggests that two parallel
systems operate simultaneously in the mind, an automatic system and a calculative
system. The first is more accessible than the second and is more likely to be activated
under conditions of pressure and stress.
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Attention and risk-taking in organizational decision-making
The tendency of managers to focus on a few key aspects of a problem at a time when
evaluating alternatives is a well-established concept in the study of human problemsolving (cf. Cyert and March, 1992). Therefore, rational analysis of choice behavior,
which has been interpreted as being determined by preferences and changes in them,
is susceptible to an alternative interpretation in terms of attention. Theories that
emphasize the sequential consideration of a relatively small number of alternatives
(March and Simon, 1993; Simon, 1955), that treat slack and search as stimulated or
reduced by a comparison of performance with aspirations (Cyert and March, 1992),
or that highlight the importance of order of presentation and agenda effects (Cohen
et al., 1972; Dutton, 1997) imply that understanding action in the face of incomplete
information may depend more on ideas about attention than on ideas about choice.
In many of these theories, there is a single critical focal value for attention such as
the aspiration level that divides subjective success from subjective failure. Findings
about the shifting focus of attention in situations carrying potential risk seem to
confirm the importance of two focal values rather than a single one (cf. March and
Shapira, 1987, 1992; Shapira, 1995). The values most frequently mentioned by
managers were a target level for performance (e.g., break even) and a survival level
(Shapira, 1995). These two reference points divide possible states into three: success,
failure, and extinction. The addition of a focus value associated with extinction
modifies somewhat the predictions about risk attention (or preference) as a function
of success. In general, if one is above a performance target, the primary focus is on
avoiding actions that might place one below it. The dangers of falling below the
target dominate attention; the opportunities for gain are less salient. This leads to
relative risk aversion on the part of successful managers, particularly those who are
barely above the target.
For managers who are, or expect to be, below the performance target, the desire to
reach the target focuses attention in a way that leads generally to risk-taking. Here,
the opportunities for gain receive attention, rather than the dangers, except when
nearness to the survival point focuses attention on that level. If performance is well
above the survival point, the focus of attention results in a predilection for relatively
high-variance alternatives, and thus risk-prone behavior. If performance is close to
the survival point, the emphasis on high-variance alternatives is moderated by a
heightened awareness of their dangers. Based on these principles a model of risktaking has been developed (March and Shapira, 1992) and is presented in figure 8.1.
The vertical axis describes risk-taking in terms of variance and the horizontal axis
depicts the risk-taker’s cumulated resources. The variance depends on both the amount
of current resources and the history of reaching that amount. It is assumed that risktaking is driven by two simple “decision” rules. The first rule applies whenever
cumulated resources are above the focal reference point: variability is set so that the
risk taken increases monotonically with distance above the reference point. Under
this rule, as a risk-taker’s resources (above a target) increase, the person will be
willing to put more resources at risk.
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Model 1 (safety focus)

Model 2 (aspiration focus)
Safety Point

Aspiration Level

Figure 8.1 Risk as a function of cumulated resources for fixed focus of attention

An example may help illustrate the model. Suppose you were broke and had no
resources whatsoever but were suddenly endowed with $50,000. You put the money
in a savings account and in six months earned $2,000 in interest. Your resources are
now $52,000. You are considering investing some amount in a risky alternative.
According to the model, two reference points guide your behavior. The first is the
survival point: that is, you definitely do not want to lose your entire fortune. The
second reference point is your aspiration target signified by your initial endowment,
$50,000. If you focus on the latter the model predicts that you would be reluctant to
risk more than $2,000 for fear that you may lose your investment gain and fall
below your target – that is, retaining your endowment. If you focus on the survival
point you may risk more than that since losing even $10,000 will not threaten your
survival. The solid line in figure 8.1 marks the amount of risk that would be taken
when focusing on the survival point. The amount of risk that would be taken based
on the aspiration target is indicated by the dotted line.
The second decision rule applies whenever cumulated resources are below the focal
reference point: variability is set so that the risk taken increases monotonically with
(negative) distance from the focal point. This rule provides an interpretation of risk
seeking for losses. The further current resources are below the reference point, the
greater the risk required to make recovery likely. Consider the example described
above. Assume that you made an investment and lost $30,000: your resources are
now $20,000. If you focus on the aspiration target you may put at risk all your
resources since your motivation is to try to get back to a point a little above the
aspiration target (of $50,000). If on the other hand you focus on the survival point
you may make a much smaller investment so as not to jeopardize your survival.
In sum, the model proposes that risk can be varied in two ways: by choosing
among alternatives with varying odds or by altering the scale of the investment in
the chosen one, that is by changing the “bet size.” The present model differs from a
strict aspiration-level conception of targets by introducing a second critical reference
point, the survival point, and by assuming a shifting focus of attention between these
two reference points (March and Shapira, 1987). The two rules make risk-taking
behavior sensitive to (a) where a risk-taker is (or expects to be) relative to an
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aspiration level and a survival point, and (b) whether the risk-taker focuses on the
survival reference point or the aspiration-level reference point. Risk-taking behavior
in organizations is therefore affected by three processes: first, the process of the
accumulation of resources, second, the way in which risk-taking is perceived as success
and failure, and third, the way attention is allocated between the two reference
points, survival and aspiration level.

Attention and risk-taking in NASA’s decision to launch the Columbia shuttle
In applying the above model to analyze the NASA decision to launch the Columbia
shuttle, we define the reference points as follows. The aspiration point is signified by
the time schedule, that is, by NASA’s attempt to adhere to the schedule that has been
set. The safety point is defined as the level below which NASA should have not
launched the Columbia. In applying the model one can make a distinction between
what we call “schedule risk” and “physical risk.” The former refers to the organizational
goal of surviving the hurdles it faced. Obviously we don’t argue that the physical
safety of the astronauts was ever consciously compromised, although it appears that
it was eventually dealt with in a somewhat careless manner. Our analysis focuses on
the organizational target of meeting the schedule, on the one hand, and thus, on the
other, assuring the continued functioning of the NASA organization as its managers
knew it.
The horizontal axis in the original model is defined as cumulated resources. In
the case of NASA we define it as cumulative progress and keeping the schedule
moving toward a successful launch on the target day. Such progress entails technical, safety, and operational aspects. The vertical axis, which in the original model
is defined as bet size, is defined here as the number of activities (actions) that were
not thoroughly checked. The fewer such activities, the more cautious is the behavior.
A higher number of such actions depicts increasing levels of risk-taking in running
the organization. Our major theme is that, during the months leading to the launch
of the Columbia, NASA’s managers’ attention was shifting back and forth between
the two reference points of safety and aspiration. Gradually, concerns about safety
came under control, and attention shifted away from the safety point to the aspiration level of meeting the target. This happened only when managers reached a
conclusion that it was safe to fly. Given the pressures to meet the target date for
launch, concerns of not meeting it became the focus of attention and resulted in
managers fixating on achieving this target at the expense of what appeared later as
compromising safety. To support this theme we draw on several sources, but almost
all of them are based on chapter 6 of the CAIB report.

Attention to safety and meeting the schedule before the launch
In her analysis of the Challenger disaster, Vaughan (1996) emphasizes the background
against which NASA operated. Until the mid-1980s NASA’s culture emphasized
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safety over economics. In Vaughan’s words, “A belief in redundancy prevailed from
1977 to 1985” (1996: 66). This argument goes along with Heimann’s argument that
the structure of NASA had been transformed from a serial system to a parallel system
(1993: 432). These statements suggest that, around the mid-1980s, a shift occurred at
NASA where economic considerations became more salient, and the tradeoffs between
economics and safety entered a new era. Vaughan concurs that “In many management
decisions at NASA, safety and economic interests competed” (1996: 46), but the situation
appear to have tilted in favor of economics. John Young, a chief at NASA’s Astronaut Office, has acknowledged that safety and production pressures were conflicting
goals at NASA, and that in the conflict production pressures consistently won out. In
his words: “People being responsible for making flight safety first when the launch
schedule is first cannot possibly make flight safety first no matter what they say”
(quoted in Vaughan, 1996: 44). Managers at NASA were weighing the benefits and
costs of scheduling and schedule delays. In addition to being a severe public relations blow to NASA, interruptions in flight schedules could lead to a withholding of
income from payload contracts, with unanticipated consequences for NASA.
The conflict between safety and economics grew even more problematic in the
1990s. As Cabbage and Harwood (2004) observe, the idea of the primary goals of
NASA as being the pursuit of safety and scientific research was modified during the
decade after the Challenger disaster. After the Challenger disaster critics called for
NASA to be scrapped, and if the US had not made the commitment to be a part
of the International Space Station, the future of NASA would not have been clear.
As they put it: “The writing was on the wall. By the mid-90s, the space station was
the shuttle’s only viable customer, and from that point forward, the two programs
marched in lockstep, each one dependent on the other for survival. Without the space
shuttle, the station could not be built. Without the station, the shuttle had nothing
to launch” (Cabbage and Harwood, 2004: 34). They add: “The Clinton administration
went a step further. In exchange for continued White House support, NASA was
ordered to bring the Russians into the international project, joining Canada, Japan
and the multi-nation European Space Agency” (2004: 35). Continued criticism of
NASA continued, and Cabbage and Harwood state that critics of space-based research
argued that the staggering cost of a shuttle flight (up to $500 million) far outweighed
any potential scientific gains.
In the months leading up to the Columbia launch, NASA was fixated on launching
on time in order to meet the February 19, 2004 space station deadline. Douglas
Osheroff, a normally good-humored Stanford physicist and Nobel laureate who joined
the CAIB late, said:
frankly, organizational and bureaucratic concerns weighed more heavily on the managers’
minds. The most pressing of those concerns were the new performance goals imposed by
Sean O’Keefe, and a tight sequence of flights leading up to a drop-dead date of February
19, 2004, for the completion of the International Space Station’s “core.” O’Keefe had
made it clear that meeting this deadline was a test, and that the very future of NASA’s
human space-flight program was on the line.
(Langewiesche, 2003)
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The focus on that date did not escape the scrutiny of NASA’s employees. As one
of them said: “I guess my frustration was . . . I know the importance of showing
that you . . . manage your budget and that’s an important impression to make to
Congress so you can continue the future of the agency, but to a lot of people,
February 19th just seemed like an arbitrary date . . . It doesn’t make sense to me why
at all costs we were marching to this date” (CAIB, 2003: 132). Despite this skepticism,
“NASA Headquarters was focused on and promoting the achievement of that date.
This schedule was on the minds of the shuttle managers in the months leading to
STS-107” (CAIB, 2003: 135).

Schedule production and delays
Schedule deals were always a nightmare at NASA. This was the situation before the
launch of the Challenger, which was delayed four times. Those delays had several
costs, as mentioned above, and it is clear that workers who operate under pressure
“sometimes take risks to avoid costs rather than to make gains” (Vaughan, 1996: 49).
Yet, Vaughan argued that the cost and schedule tradeoffs were not necessarily solved
in a way that favored costs. She lists several cases in which NASA operated in a
more cautious manner, leading to delays of launches to ascertain safety. This was
true especially in the early era of NASA when Von Braun was an influential figure.
“However, the point to be made is that in the Von Braun era, cost, schedule, and
safety satisfying went on in a project environment very different from that of the
Shuttle Program: no production cycling, plenty of money” (Vaughan, 1996: 217).
She adds that in the 1970s NASA’s environment shifted dramatically from one of
munificence to one of scarcity, and the change eventually led to it becoming a much
more bureaucratic organization that had moved away from the “research-oriented
culture of Apollo” (Vaughan, 1996: 210). Power shifted from the researchers and
engineers to the hands of managers.
The years following the Challenger disaster witnessed an even more dramatic
transformation in the way NASA operated. “The Space Shuttle Program had been
built on compromises hammered out by the White House and NASA headquarters. As
a result, NASA was transformed from a research and development agency to more
of a business, with schedules, production pressures, deadlines, and cost efficiency
goals elevated to the level of technical innovation and safety goals” (CAIB, 2003:
198). Furthermore, “NASA’s Apollo-era research and development culture and its
prized deference to the technical expertise of its working engineers was overridden in
the space shuttle era by ‘bureaucratic accountability’ – an allegiance to hierarchy,
procedure, and following the chain of command” (CAIB, 2003: 199).
Under these conditions, NASA management was fixated on making the target of
launching the Columbia on time and adhering to the February 19 target date of the
International Space Station. In terms of the model portrayed in figure 8.1, attention
shifted away from the safety goal to focus on the aspiration goal. Since progress
toward launching the Columbia was behind schedule, the pressure to meet the target
resulted in tilting the cost–safety tradeoffs in favor of time and cost control. Focusing
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on meeting the target led to a phenomenon known as “narrowing of the cognitive
field,” where the preoccupation with a goal prevents decision-makers from considering alternatives modes of action. This preoccupation with meeting the deadline is
captured in the CAIB report: “Faced with this budget situation, NASA had the choice
of either eliminating major programs or achieving greater efficiencies while maintaining its existing agenda. Agency leaders chose to attempt the latter” (CAIB, 2003:
103).

Fixation on schedule target leads to increased risks
In terms of the model the changed focus implies that risk-taking was now in the
mode depicted by the broken line and since NASA was below its aspiration target,
the pressure to meet it led to willingness to take higher levels of risk. “The plan to
regain credibility focused on the February 19, 2004, date for the launch of Node 2
and resultant core complete status. If the goal was not met, NASA would risk
losing support from the White House and Congress for subsequent Space Station
growth” (CAIB, 2003: 131). The increased risk that management was willing to take
is reminiscent of an earlier era in NASA’s history. Indeed, the CAIB report quotes
from an earlier report, referred to as the “Post-Challenger Evaluation of Space Shuttle
Risk Assessment and Management Report” (1998): “Risk Management process
erosion [was] created by desire to reduce costs” (CAIB, 2003: 188). The CAIB report
continues, commenting on more recent safety upgrades and NASA: “Space Flight
Leadership Council accepted the upgrades only as long as they were financially
feasible. Funding a safety upgrade in order to fly safely, and then canceling it for
budgetary reasons, makes the concept of mission safety rather hollow” (CAIB,
2003: 188).
The shift of focus from safety to aspiration was met with responses bordering on
astonishment in several parts of the organization. As one of the technical employees
described his feelings, which were shared by many in program who did not feel
comfortable with schedule pressure: “I don’t really understand the critically of February 19th, that if we didn’t make that date, did that mean the end of NASA? . . . I
would like to think that the technical issues and safety resolving the technical issue
can take priority over any budget issue or scheduling issue” (CAIB, 2003: 134). Such
an atmosphere is reminiscent of the one that prevailed at NASA before the Challenger disaster, where “More troubling, pressure of maintaining the flight schedule
created a management atmosphere that increasingly accepted less-than-specification
performance of various components and systems, on the grounds that such deviations had not interfered with the success of the previous flights” Vaughan (1996: 24).
The situation in the era of the Columbia disaster was clearly captured by the CAIB
report, which stated: “When paired with the ‘faster, better, cheaper’ NASA motto of
the 1990s and cuts that dramatically decreased safety personnel, efficiency becomes
a strong signal and safety a weak one” (CAIB, 2003: 199).
More specific details showed the increased risk taken by the shuttle program
managers as NASA reclassified bipod foam loss:
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This was the environment for October and November of 2002. During this time, a bipod
foam event occurred on STS-112. For the first time in the history of the shuttle
Program, the Program Requirements Control Board chose to classify that bipod foam
loss as an “action” rather than a more serious In-Flight Anomaly. At the STS-113 Flight
Readiness Review, managers accepted with little question the rationale that it was safe
to fly with the known foam problem.
(CAIB, 2003: 135)

The effects of the compressed schedule were evident in other areas. Five of the
seven flight controllers who were scheduled to work the next mission lacked certification, but “as a result of the schedule pressure, managers either were willing to delay
recertification or were too busy to notice that deadlines for recertification had passed”
(CAIB, 2003: 137).

Attention focus on meeting the schedule compromises safety during flight
Two aspects are the most salient in describing the focus of management on the target
of completing the mission after the launch: the classification of the foam hitting the
wing as not an “in-flight anomaly,” and Linda Ham’s cancellation of the request
(which had already been processed) made by Bob Page and supported later by
Rodney Rocha of the debris assessment team that the Air Force take photos of the
damaged wing, so as to ascertain the extent of the damage.
The request for photos
Concern with the potential damage to the tile caused by the falling foam started
almost immediately after the launch as the falling foam was noticed by different
observers. For instance, “a low-resolution television video from an Air Force tracking
camera 26 miles south of the launchpad in Cocoa Beach had captured a large debris
strike” (Cabbage and Harwood, 2004: 94). Another “high resolution camera 17 miles
away at Cape Canaveral Air Force Station runway . . . captured a large chunk of
foam had broken away from somewhere in the bipod area . . . and smashed into the
ship’s left wing near the leading edge, producing a spectacular shower of particles”
(Cabbage and Harwood, 2004: 94). Oliu, one of the engineers at Kennedy who had
seen the images on the second camera, said: “By far, it was the largest piece of debris
we had ever seen come off a vehicle and the largest piece of debris we had seen impact
the orbiter” (Cabbage and Harwood, 2004: 94). The request that photos be taken by
the Air Force stemmed from the fact that the pictures, thought to be showing alarming evidence, were not clear enough. On the minds of the shuttle managers was the
similar problem that had occurred with the Atlantis shuttle just a few months before.
The story told by Cabbage and Harwood of the way in which the request was made
and then canceled is mind-boggling. They report that, by two days after the launch,
“three requests for photos of Columbia in orbit had begun to independently percolate
up the NASA chain of command” (2004: 109). Once she found out about the request,
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Linda Ham made several phone calls. Strengthened by the opinion of Calvin
Schomburg, the tile expert at NASA, that tile damage posed no danger for re-entry,
she called Wayne Hale 90 minutes after he approached the Air Force with the request
and told him: “We don’t know what we want to take pictures of ” (2004: 94). Ham
made the decision after consulting with Ron Dittemore, NASA’s shuttle program
manager, who was away on a trip. Her decision dismayed and angered many managers, including Rocha, who commented in later interviews about his attempts to
approach her after a large meeting and his ultimate decision not to bypass the chain
of command.
One can argue that Ham was worried about wasting NASA’s clout with the Air
Force, and that she believed the photos would not be useful and that, whatever
happened to the tile, there was nothing that NASA could do to remedy the problem.
Ham turned over the request quickly and decisively, despite enormous concerns on
the part of engineers in different parts of NASA. More worrying is the sense that she
was already focused on the next flight and on keeping to the schedule. Requesting
the photos and spending time on analyzing them and on raising questions about
their implications might have been seen by her as a disturbance rather than as
something that could better equip NASA for the tasks ahead.

Classification of the foam loss as not an in-flight anomaly
The above story is intimately linked to a second decision made by NASA and led by
Ham in her role as the chair of the Mission Management Team. Once the request for
photos was canceled a debate started about the implications of the damaged tile
for re-entry of Columbia into the atmosphere. Again, the story is told in detail by
Cabbage and Harwood (2004) and reaches its climax at a very large meeting held on
Friday, January 24 at 8 a.m. and chaired by Linda Ham. The meeting was attended
by over 50 engineers and managers, including Dittemore, who participated by
teleconference. McCormack presented the many analyses performed to analyze the
damage from the bipod foam. Cabbage and Harwood comment that, as McCormack
was talking, “Immediately, Ham’s thoughts turned to the possible delays in preparing
Columbia for its next flight” (2004: 130). Following comments by Mission Evaluation
Room manager Don McCormack she said: “No safety of flight. No issue for this
mission. Nothing that we’re going to do different. There may be turnaround (delay)”
(2004: 130) and following comments by Schomburg Ham summarized: “so no safety
of flight kind of issue” (2004: 131).
The attitude of NASA’s management to the Columbia foam strike is summarized
in the CAIB report: “Program’s concern about Columbia’s foam strike were not about
the threat it might pose to the vehicle in orbit, but about the threat it might pose to
the schedule” (CAIB, 2003: 139). The report also said that “Ham’s focus on examining the rationale for continuing to fly after the foam problems with STS-87 and
STS-112 indicates that her attention has already shifted from the threat the foam
posed to STS-107 to the downstream implications of the foam strike . . . in the next
mission STS-114” (CAIB, 2003: 148).
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Finally, Ham’s challenge to the worries about the damage the foam had caused
was summarized in a statement she made linking the current problem to prior ones.
She said: “Rationale was lousy then and still is” (CAIB, 2003: 148). This statement
bears a frightening similarity to a statement made by Larry Mulloy of NASA 17 years
earlier during the debate on whether or not to launch the Challenger. Mulloy testified
that when he got the recommendation from Morton Thiokol to cancel the launch he
felt it was not based on a good rationale: “it was based on data that did not hang
together, so I challenged it.” Roger Boisjoly commented on this very statement,
saying that if the data were inconclusive it was another reason for concern and an
argument to delay the launch, since what it meant was that Morton Thiokol had not
proved that it was safe to launch. While engineers focus on safety, managers focus
on reaching the organization’s targets. The rationale that was called lousy by Ham
and data that were described as not hanging together by Mulloy both led to continued
operations and, in retrospect, to two disasters.

Conflict between engineers and managers
The Columbia disaster is an example of the almost insoluble conflict between engineers
and managers when the stakes are high. As mentioned above, the conflict between
safety and effectiveness was the essence of the situation that led to the Columbia
problems. While the engineers pressed for insuring safety, program managers pushed
to adhere to the schedule and in doing so compromised the safety of the flight. As
the CAIB report describes it: “Even with work scheduled on holidays, a third shift of
workers being hired and trained, future crew rotations drifting beyond the 180 days,
and some tests previously deemed ‘requirements’ being skipped or deferred, Program
managers estimated that Node 2 launch would be one to two months late. They were
slowly accepting additional risk in trying to meet a schedule that probably could not
be met” (2003: 138). In hierarchical organizations management has the last word on
how to run things. At NASA it appears that the tendency of managers to overrule
engineers when the organization is under pressure is an endemic problem. The above
description is reminiscent of the famous statement by Morton Thiokol’s general
manager, Jerald Mason, at the meeting where the launch of the Challenger was
unanimously approved by four managers who ignored the engineers sitting with
them around the table. Mason approached the senior VP of engineering and told
him: “take off your engineering hat and put on your managerial hat” (cf. Starbuck
and Milliken, 1988). The CAIB report describes plenty of examples where NASA
managers controlled the final decisions. While hierarchical structures mandate that
decisions be made at the top, the idea is that expert input needs to be taken
seriously. Indeed, this is a major aspect of what leads to good decision-making in
high-reliability organizations. In the 17 years that passed between the Challenger and
the Columbia disasters NASA managers appear not to have assimilated this idea.
More troubling is the fact that most managers in NASA were trained originally as
engineers. In the contest between endowment and education, when they are set
against the concrete reality of a decision, it is the latter that carries the weight.
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In one of his public commentaries about the Challenger, Roger Boisjoly, the Morton
Thiokol engineer who specialized in the O-ring part of the solid rocket booster, said
that he could not “call the Challenger case an accident; it was a disaster, a horrible
disaster. We could have stopped it, we had initially stopped it and then a decision
was made to go on with the launch” (CAIB, 2003: 148). The Columbia shuttle disaster
looks very similar to the Challenger disaster. It was caused by human error and not
by forces of nature. It involved a very complicated decision process that was affected
by the culture that had developed at NASA, and it was characterized by an organization which operated under budgetary constraints and under tremendous pressure
to meet its targets.
There are different approaches to analyzing and learning from the disaster. Engineers
can focus on different estimation procedures for assessing the damage to the tile.
Anthropologists can uncover the way in which the original safety culture at NASA
evolved into a more business-oriented culture. Economists can analyze the cost–
safety tradeoffs and more. In this chapter we have analyzed the decision-making
process, which was highlighted in the CAIB report as the main cause of the disaster,
using a model to illustrate the human tendency to consider two reference points
in situations that entail risk: a safety reference point and a performance target.
Psychologists studying attention have for many years poked at the question whether
attention can be targeted at more than one source of stimulation. The so-called
“cocktail party” effect points at our ability to talk with one person while overhearing
comments made by another. The debate has been between researchers who take this
evidence as proof that humans are capable of parallel processing and those who
claim that the eventual process is still one for serial processing with time-sharing
elements (e.g., Simon, 1992). The decision-making process in high-pressure situations
like the one at NASA is neither that of a controlled lab experiment nor a relaxed party.
Rather, it is a situation of high intensity with multiple demands on the decisionmakers and with consequences, both in terms of economic and life considerations,
that make the process very difficult to control. The penalties attached to failing to
reach the target, and the rewards that can be attained by achieving it, make it all the
more problematic for managing properly. Take the regular lab experiment on attention and inject into it the mammoth rewards and penalties that NASA faced and you
are likely to see a much more rigid process where people tend to fixate on targets
and not attend to information that sheds light on alternatives. Indeed, the famous
Yerkes and Dodson (1908) finding has been replicated many times, showing how
creativity and learning are impaired, and how fixated, non-adaptive behavior occurs
when high rewards and strong penalties are at stake.
What does the Columbia disaster tell us about the debate between the HRO and the
NAT approaches? On the one hand, the engineers at NASA possess several of the
HRO-required features of a good system, primarily because they are preoccupied with
failure, are reluctant to simplify interpretations, and are sensitive to operations. The
fact that the Columbia disaster mimicked the Challenger disaster suggests that learning
did not occur, and that under a specific combination of events a disaster is likely to
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happen in line with the ideas proposed by the NAT paradigm. The two approaches
should actually not be contrasted, since the HRO approach is basically a normative
theory while the Natural Accidents Theory is mainly descriptive. Future analyses
should attempt to combine the approaches and come up with a prescriptive theory
that we hope will yield more prescriptive power than current approaches.
Finally, we hope this chapter has contributed to understanding decision-making in
high-risk situations in general and the Columbia disaster in particular by introducing
the role that attention plays in such conditions. We have already noted that high
rewards and strong penalties can narrow decision-makers’ cognitive field and make
them fixate only on some aspects of a decision-making problem. The different
reports that were issued about the Columbia disaster highlight the effect of attention
on the way events turn out. For example, Rocha was trying in vain to turn Ham’s
attention to the benefits of taking photos to analyze the tile situation, and Carlisle
Campbell, the 73-year-old NASA structural engineer who was overwhelmed by the
potential consequences of the broken tile for the landing gear (and eventually for
Columbia’s ability to land safely), decided to skip the chain of command and sent an
email message to his old acquaintance Bryan O’Connor, NASA’s top safety chief in
its headquarters in DC, relaying the concern Rocha had raised. Campbell was almost
successful in getting O’Connor’s attention, but only almost. “I look at that now in
retrospect,” O’Connor said, “and I wish I just called him and said, what is confidential about that?” (Cabbage and Harwood, 2004: 144). It is not even clear whether,
had O’Connor attended to Campbell’s message, he would have been able to start a
chain of events that would have saved the Columbia and its crew. Had he attended to
it, the decision-making processes might have been put on the proper track again.
Attention is intimately related to priorities, and the priorities at NASA were loud and
clear. In the tradeoff between safety and economics at NASA, both elements were
equally important; but, in a paraphrase of Orwell’s famous statement, at NASA
economics appear to have been more “equal” than safety.
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THE IMAGING DEBATE
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MAKING SENSE OF BLURRED
IMAGES: MINDFUL ORGANIZING
IN MISSION STS-107
Karl E. Weick

Chapter 6 in the final report of the Columbia Accident Investigation Board (CAIB)
is titled “Decision-Making at NASA.” It is the longest chapter in the document,
covering 53 pages or 23 percent of the report, which suggests that to understand the
Columbia disaster one needs to understand the decision-making that produced it. But
if you look at the section headings in chapter 6 they’re not what you would expect
in a discussion of decisions. The four sections discuss: how debris losses came to be
defined by NASA management as an acceptable aspect of the shuttle missions; how
management goals “encouraged Shuttle managers to continue flying even after a
significant bipod foam debris strike on STS-112”; how concerns about risk and
safety by engineers conflicted with management beliefs that foam could not hurt the
orbiter and that staying on schedule was more important; and the assumption that
there was nothing that could have been done if foam strike damage had been discovered. These four concerns correlate to questions of how losses are defined, how
goals frame choices, how higher-level beliefs dominate lower-level concerns, and
how assumptions control search. None of these subtopics focuses on the actual act of
making a decision. Instead, all of them are about meaning and about the processes of
sensemaking that determined what was treated as a choice, what was seen as relevant to that choice, and what the choice came to mean once it was made.
These subtopics make it clear that to analyze decision-making is to take a closer look
at what people are doing at the time they single out portions of streaming inputs for
closer attention, how they size up and label what they think they face, and how continuing activity shapes and is shaped by this sensemaking. This bracketing, labeling,
and acting may create the sense that a choice is called for, but that is an outcome whose
content is largely foreshadowed in its formulation. Stated in more general terms, “the
decision-making process belongs to the flow of negotiations about meanings of action.
Thus, a decision made by a manager in the course of organizing [i.e. sensemaking] is
an interpretation of a problem in the light of past experience, and not a unique,
totally ‘fresh’ act of choice” (Magala, 1997: 329). Decision-making is not so much a
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stand-alone one-off choice as it is an interpretation shaped by the abstractions and
labels that are part of the ongoing negotiations about what a flow of events means.
Thus, to understand “Decision-Making at NASA” we need to take a closer look at
processes that produce the meanings that are ratified and reified in acts of choice.
In this chapter we trace the fate of an equivocal perception of a blurred puff of
smoke at the root of the left wing of the shuttle, 82 seconds after takeoff. Units and
people within NASA made sense of this equivocal perception in ways that were more
and less mindful. This variation in mindfulness led to processes of interpreting,
abstracting, and negotiating that often preserved misunderstanding, misestimation,
and misidentification rather than corrected it. Had mindfulness been distributed more
widely, supported more consistently, and executed more competently, the outcome
might well have been different.
We propose that when people try to make sense of an equivocal display, they start
with undifferentiated perception, and progress to differentiated perception privately
and without any labeling of impressions. When these differentiated perceptions
are made public and shared, they are named, dimensionalized, reified, and treated as
facts (Irwin, 1977). This progressive compounding of abstraction can become more
mindful if there is: (1) active differentiation and refinement of existing distinctions
(Langer, 1989: 138); (2) creation of new discrete categories out of the continuous
streams of events that flow through activities (1989: 157); and (3) a more nuanced
appreciation of the context of events and of alternative ways to deal with that
context (1989: 159). This combination of differentiation, creation, and appreciation
captures more details, more evidence of small departures from expectations, and
more awareness of one’s own ignorance.
While mindfulness conceived in this way focuses on the individual, there are analogs
of this individual mindfulness at the group and organizational level of analysis (e.g.,
Weick and Roberts, 1993). These analogs are especially visible in high-reliability
organizations (HROs) that are the focus of High Reliability Theory (HRT). HRT is
important because it is one of the three social science theories used in CAIB’s analyses
(the other two are Diane Vaughan’s Normalization of Deviance and Charles Perrow’s
Normal Accident Theory). HROs exhibit mindful processing when they pay more
attention to failures than success, avoid simplicity rather than cultivate it, are just as
sensitive to operations as they are to strategy, organize for resilience rather than
anticipation, and allow decisions to migrate to experts wherever they are located
(Weick and Sutcliffe, 2001). These may sound like odd ways to make good decisions,
but decision-making is not what HROs are most worried about. Instead, they are
more worried about making sense of the unexpected. In that context, their attempts
to prepare for the unexpected through attention to failure, simplification, and operations, coupled with their attempts to respond adaptively through a commitment to
resilience and migrating expertise make perfectly good sense. Those five processes of
mindfulness are important because they preserve detail, refine distinctions, create
new categories, draw attention to context, and guard against mis-specification,
misestimation, and misunderstanding. When abstracting is done more mindfully,
people are better able to see the significance of small, weak signals of danger and to
do something about them before they have become unmanageable.
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As mindfulness decreases, there is a greater likelihood that misleading abstractions will develop and still be treated as legitimate, which increases the likelihood of
error. The same story of decreased mindfulness can be written as its opposite, namely
a story involving an increase in mindlessness. As attention to success, simplicity,
strategy, anticipation, and hierarchy increases, there is greater reliance on past categories, more acting on “automatic pilot,” and greater adherence to a single perspective without awareness that things could be otherwise. These latter moves toward
mindless functioning are associated with faster abstracting, retention of fewer details,
more normalizing of deviant indicators, and more vulnerability to serious errors.

MINDFUL ABSTRACTING IN STS-107
The focus of this chapter is the events surrounding the decision not to seek further
images of possible damage to the shuttle that occurred shortly after it was launched
on January 16, 2003. Blurred photographs taken during the launch showed that
81.7 seconds into the flight debris had struck the left wing with unknown damage.
Requests for additional images from non-NASA sources to get a clearer picture of
the damage were initiated by three different groups in NASA but were denied
by the Mission Management Team on Day 7 of the 17-day flight (Wednesday
January 22). Had better images been available, and had they shown the size and
location of damage from bipod foam striking the wing, engineers might have been
able to improvise a pattern of re-entry or a repair that would have increased the
probability of a survivable landing. NASA personnel, with their heritage of the
miraculous recovery of Apollo 13, never even had the chance to attempt a recovery
of the Columbia crew. NASA’s conclusion that foam shedding was not a threat is
seen by CAIB investigators to have been a “pivotal decision” (CAIB, 2003: 125). In
CAIB’s words:
NASA’s culture of bureaucratic accountability emphasized chain of command, procedure,
following the rules, and going by the book. While rules and procedures were essential
for coordination, they had an unintended negative effect. Allegiance to hierarchy and
procedure had replaced deference to NASA engineers’ technical expertise . . . engineers
initially presented concerns as well as possible solutions [in the form of ] a request for
images . . . Management did not listen to what their engineers were telling them. Instead,
rules and procedures took priority. For Columbia, program managers turned off the
Kennedy engineers’ initial request for Department of Defense imagery, with apologies to
Defense Department representatives for not having followed “proper channels.” In addition, NASA Administrators asked for and promised corrective action to prevent such
violation of protocol from recurring. Debris Assessment Team analysts at Johnson were
asked by managers to demonstrate a “mandatory need” for their imagery request, but
were not told how to do that . . . engineering teams were held to the usual quantitative
standard of proof. But it was the reverse of the usual circumstance: instead of having to
prove it was safe to fly, they were asked to prove that it was unsafe to fly.
(CAIB, 2003: 200–1)
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The concept of compounded abstraction
One way to understand what happened between the puff of smoke and the eventual
disintegration of the shuttle is as the development and consequences of “compounded
abstraction.” Robert Irwin (1977) coined this phrase to summarize the fate of initial
perceptions as they are reworked in the interest of coordination and control. “As
social beings, we organize and structure ourselves and our environment into an
‘objective’ order; we organize our perceptions of things into various pre-established
abstract structures. Our minds direct our senses every bit as much as our senses
inform our minds. Our reality in time is confined to our ideas about reality” (Irwin,
1977: 24).
The essence of compounded abstraction is found in one of Irwin’s favorite
maxims: “seeing is forgetting the name of the thing seen” (Weschler, 1982: 180). The
naming and abstracting that transform originary seeing are done intentionally to
introduce order into social life. But the conceptions that accomplish this soon “mean
something wholly independent of their origins” (Irwin, 1977: 25). It is this potential
for meanings to become wholly independent of their origins that worries HROs.
The concern is that weak signals of danger often get transformed into something
quite different in order to mobilize an eventual strong response. The problem is that
these transformations take time, distort perceptions, and simplify, all of which allow
problems to worsen. The trick is to get a strong response to weak signals with less
transformation in the nature of the signal.
To understand the fate of perceptions we need to remember that “we do not begin
at the beginning, or in an empirical no-where. Instead we always begin somewhere
in the middle of everything” (Irwin, 1977: 24). This means that we “begin” amidst
prior labels and concepts. The question of how people make sense of equivocal
events involves the extent to which they accept, question, and redefine the labeled
world into which they are thrown. Acceptance tends to involve less mindfulness,
whereas redefining and questioning tend to involve more mindfulness. For example,
the original design requirements for Columbia precluded foam shedding by the
external tank and also stipulated that the orbiter not be subjected to any significant debris hits. Nevertheless, “Columbia sustained damage from debris strikes on its
inaugural 1981 flight. More than 300 tiles had to be replaced.” (CAIB, 2003: 122).
Thus, people associated with STS-107 are in the middle of a stream of events where
managers had previously chosen to accept the deviations from this design requirement rather than doubt them in order to eliminate them. Previous management had
concluded that the design could tolerate debris strikes, even though the original
design did not predict foam debris. Once that interpretation is made then foam debris
is no longer treated as a signal of danger but rather as “evidence that the design
is acting as predicted,” which therefore justified further flights (CAIB, 2003: 196).
These prior compounded abstractions can be contested, doubted, or made the focus
of curiosity by the managers of STS-107. But whether they will do so depends on
whether abstracting is done mindfully.
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The STS-107 disaster can be viewed as a compounding of abstractions that
occurred when the blurred image of a debris strike was transformed to mean something wholly independent of its origins. If this transformation is not mindful there
are more opportunities for mis-specification, misestimation, and misunderstanding.
Recall that NASA was concerned with all three of these mistakes. They defined
“accepted risk” as a threat that was known (don’t mis-specify), tolerable (don’t
misestimate), and understood (don’t misunderstand).

Coordination and compounded abstraction
The basic progression involved in the compounding of abstraction can be described
using a set of ideas proposed by Baron and Misovich (1999). Baron argues that sensemaking starts with knowledge by acquaintance that is acquired through active exploration. Active exploration involves bottoms-up, stimulus-driven, on-line cognitive
processing in order to take action. As a result of continued direct perception, people
tend to know more and more about less and less, which makes it easier for them to
“forget the name of the thing seen.” Once people start working with names and concepts
for the things that they see, they develop knowledge by description rather than
knowledge by acquaintance, their cognitive processing is now schema-driven rather
than stimulus-driven, and they go beyond the information given and elaborate their
direct perceptions into types, categories, stereotypes, and schemas. Continued conceptual processing means that people now know less and less about more and more.
The relevance of these shifts for organizational sensemaking becomes more apparent
if we add a new phrase to the design vocabulary, “shareability constraint” (Baron and
Misovich, 1999: 587). Informally, this constraint means that if people want to share
their cognitive structures, those structures have to take on a particular form. More
formally, as social complexity increases, people shift from perceptually based knowing to categorically based knowing in the interest of coordination. The potential cost
of doing so is greater intellectual and emotional distance from the details picked up
by direct perception. Thus, people who coordinate tend to remember the name of the
thing seen, rather than the thing that was seen and felt. If significant events occur
that are beyond the reach of these names, then coordinated people will be the last to
know about those significant events. If a coordinated group updates its understanding infrequently and rarely challenges its labels, there is a higher probability that it
eventually will be overwhelmed by troubles that have been incubating unnoticed.
If perception-based knowing is crucial to spot errors, then designers need to enact
processes that encourage mindful differentiation, creation, and appreciation of
experience. One way to do this is by reducing the demands for coordination. But
this is tough to do in specialized, differentiated, geographically separated yet interdependent systems where coordination is already uneven. Another way to heighten
mindfulness is to institutionalize learning, resilience, and doubt by means of processes modeled after those used by HROs. This allows abstracting to be done with
more discernment.
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Compounded abstraction in Mission STS-107
The transition from perceptually based to categorically based knowing in STS-107
can be illustrated in several ways. A good example of this transition is the initial
diagnosis of the blurred images of the debris strike. People labeled the site of the
problem as the thermal protection system (CAIB, 2003: 149) which meant that it
could be a problem with tiles or the reinforced carbon carbon (RCC) covering of the
wing. These two sites of possible damage have quite different properties. Unfortunately, the ambiguity of the blurred images was resolved too quickly when it was
labeled a tile problem. This labeling was reinforced by an informal organization that
was insensitive to differences in expertise and that welcomed those experts who
agreed with top management’s expectation (and hope) that the damage to Columbia
was minimal. For example, Calvin Schomburg, “an engineer with close connections
to Shuttle management” (CAIB, 2003: 149), was regarded by managers as an expert
on the thermal protection system even though he was not an expert on RCC (Don
Curry was the resident RCC expert: CAIB, 2003: 119). “Because neither Schomburg
nor Shuttle management rigorously differentiated between tiles and RCC panels
the bounds of Schomburg’s expertise were never properly qualified or questioned”
(CAIB, 2003: 149).
Thus, a tile expert told managers during frequent consultations that strike damage
was only a maintenance-level concern and that on-orbit imaging of potential wing
damage was not necessary. “Mission management welcomed this opinion and sought
no others. This constant reinforcement of managers’ pre-existing beliefs added another
block to the wall between decision makers and concerned engineers” (CAIB, 2003:
169). Earlier in the report we find this additional comment:
As what the Board calls an “informal chain of command” began to shape STS-107’s
outcome, location in the structure empowered some to speak and silenced others. For
example, a Thermal Protection System tile expert, who was a member of the Debris
Assessment Team but had an office in the more prestigious Shuttle Program, used his
personal network to shape the Mission Management Team view and snuff out dissent.
(CAIB, 2003: 201)

When people adopt labels for perceptions, it is crucial that they remain sensitive to
weak early warning signals. When people enact new public abstractions it is crucial,
in Paul Schulman’s (1993: 364) words, to remember that members of the organization have neither experienced all possible troubles nor have they deduced all possible
troubles that could occur. It is this sense in which any label needs to be held lightly.
This caution is built into mindful organizing, especially the first two processes
involving preoccupation with failure and reluctance to simplify. Systems that are
preoccupied with failure look at local failures as clues to system-wide vulnerability
and treat failures as evidence that people have knowledge mixed with ignorance.
Systems that are reluctant to simplify their experience adopt language that preserves
these complexities.
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NASA was unable to envision the multiple perspectives that are possible on a
problem (CAIB, 2003: 179). This inability tends to lock in formal abstractions. It also
tends to render acts that differentiate and rework these abstractions as acts of
insubordination. “Shuttle managers did not embrace safety-conscious attitudes.
Instead their attitudes were shaped and reinforced by organization that, in this
instance, was incapable of stepping back and gauging its biases. Bureaucracy and
process trumped thoroughness and reason” (CAIB, 2003: 181). It takes acts of
mindfulness to restore stepping back and the generation of options.
The Mission Management Team did not meet on a regular schedule during the
mission, which
allowed informal influence and status differences to shape their decisions, and allowed
unchallenged opinions and assumptions to prevail, all the while holding the engineers who
were making risk assessments to higher standards. In highly uncertain circumstances,
when lives were immediately at risk, management failed to defer to its engineers and
failed to recognize that different data standards – qualitative, subjective, and intuitive –
and different processes – democratic rather than protocol and chain of command – were
more appropriate.
(CAIB, 2003: 201)

“Managers’ claims that they didn’t hear the engineers’ concerns were due in part to
their not asking or listening” (CAIB, 2003: 170). There was coordination within an
organizational level but not between levels. As a result, abstractions that made sense
within levels were senseless between levels. Abstractions favored within the top
management level prevailed. Abstractions of the engineers were ignored.
Had the system been more sensitive to the need for qualitative, intuitive data and
democratic discussion of what was in hand and what categories fit it, then more
vigorous efforts at recovery might have been enacted. These shortcomings can be
pulled together and conceptualized as shortcomings in mindfulness, a suggestion
that we now explore.

MINDFUL ORGANIZING IN STS-107
When abstraction is compounded, the loss of crucial detail depends on the mindfulness
with which the abstracting occurs. As people move from perceptually based knowledge to the more abstract schema-based knowledge, it is still possible for them to
maintain a rich awareness of discriminatory detail. Possible, but difficult. Recall that
mindfulness includes three characteristics: (1) active differentiation and refinement
of existing distinctions, (2) creation of new discrete categories out of the continuous
streams of events, and (3) a nuanced appreciation of context and of alternative ways
to deal with it (Langer, 1989: 159). Rich awareness at the group level of analysis
takes at least these same three forms. People lose awareness when they act less mindfully and rely on past categories, act on “automatic pilot,” and fixate on a single
perspective without awareness that things could be otherwise.
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The likelihood that a rich awareness of discriminatory detail will be sustained
when people compound their abstractions depends on the culturally induced mindset
that is in place as sensemaking unfolds. In traditional organizations people tend to
adopt a mindset in which they focus on their successes, simplify their assumptions,
refine their strategies, pour resources into planning and anticipation, and defer
to authorities at higher levels in the organizational hierarchy (Weick and Sutcliffe,
2001). These ways of acting are thought to produce good decisions, but they also
allow unexpected events to accumulate unnoticed. By the time those events are
noticed, interactions among them have become so complex that they are tough to
deal with and have widespread unintended effects. In contrast to traditional organizations, HROs tend to pay more attention to failures than success, avoid simplicity
rather than cultivate it, are just as sensitive to operations as they are to strategy,
organize for resilience rather than anticipation, and allow decisions to migrate to
experts wherever they are located. These five processes enable people to see the
significance of small, weak signals of danger and to spot them earlier while it is still
possible to do something about them.
We turn now to a brief discussion of the five processes that comprise mindful
processing (Weick and Sutcliffe, 2001) and illustrate each process using examples
from the STS-107 mission. These examples show that the way people organize can
undermine their struggle for alertness and encourage compounding that preserves
remarkably little of the initial concerns.

Preoccupation with failure
Systems with higher reliability worry chronically that analytic errors are embedded
in ongoing activities and that unexpected failure modes and limitations of foresight may
amplify those analytic errors. The people who operate and manage high-reliability
organizations are well aware of the diagnostic value of small failures. They “assume
that each day will be a bad day and act accordingly, but this is not an easy state to
sustain, particularly when the thing about which one is uneasy has either not happened,
or has happened a long time ago, and perhaps to another organization” (Reason,
1997: 37). They treat any lapse as a symptom that something could be wrong with
the larger system and could combine with other lapses to bring down the system.
Rather than view failure as specific and an independent, local problem, HROs see
small failures as symptoms of interdependent problems. In practice, “HROs encourage
reporting of errors, they elaborate experiences of a near miss for what can be learned,
and they are wary of the potential liabilities of success including complacency, the
temptation to reduce margins of safety, and the drift into automatic processing”
(Weick and Sutcliffe, 2001: 10–11).
There are several indications that managers at NASA were not preoccupied with
small local failures that could signify larger system problems. A good example is
management’s acceptance of a rationale to launch the STS-107 mission despite
continued foam shedding on prior missions. Foam had been shed on 65 of 79
missions (CAIB, 2003: 122) with the mean number of divots (holes left on surfaces
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from foam strikes) being 143 per mission (CAIB, 2003: 122). Against this background, and repeated resolves to act on the debris strikes, it is noteworthy that these
struggles for alertness were short-lived. Once the debris strike on STS-107 was
spotted, Linda Ham, a senior member of the Mission Management Team, took a
closer look at the cumulative rationale that addressed foam strikes. She did so in the
hope that it would argue that even if a large piece of foam broke off, there wouldn’t
be enough kinetic energy to hurt the orbiter. When Ham read the rationale (summarized in CAIB 2003: fig. 6.1–5 (p. 125) ) she found that this was not what the flight
rationale said. Instead, in her words, the “rationale was lousy then and still is” (CAIB,
2003: 148). The point is, the rationale was inadequate long before STS-107 was
launched, this inadequacy was a symptom that there were larger problems with the
system, and it was an undetected early warning signal that a problem was present
and getting larger.
A different example of inattention to local failure is a curious replay in the
Columbia disaster of the inversion of logic first seen in the Challenger disaster. As
pressure mounted in both events, operations personnel were required to drop their usual
standard of proof, “prove that it is safe to fly,” and to adopt the opposite standard,
“prove that it is unsafe to fly.” A system that insists on proof that it is safe to fly is
a system in which there is a preoccupation with failure. But a system in which people
have to prove that it is unsafe to fly is a system preoccupied with success.
When managers in the Shuttle Program denied the team’s request for imagery, the Debris
Assessment Team was put in the untenable position of having to prove that a safety-offlight issue existed without the very images that would permit such a determination.
This is precisely the opposite of how an effective safety culture would act. Organizations
that deal with high-risk operations must always have a healthy fear of failure – operations must be proved safe rather than the other way around. NASA inverted the burden
of proof.
(CAIB, 2003: 190)

It is not surprising that NASA was more preoccupied with success than failure
since it had a cultural legacy of a can-do attitude stemming from the Apollo era
(e.g. Starbuck and Milliken, 1988). The problem is that such a focus on success is
“inappropriate in a Space Shuttle Program so strapped by schedule pressures
and shortages that spare parts had to be cannibalized from one vehicle launch to
another” (CAIB, 2003: 199). There was, in Landau and Chisholm’s (1995) phrase, an
“arrogance of optimism” backed up with overconfidence that made it hard to look
at failure or even acknowledge that it was a possibility (failure is not an option).
Management tended to wait for dissent rather than seek it, which is likely to shut off
reports of failure and other tendencies to speak up (Langewiesche, 2003: 25). An
intriguing question asked of NASA personnel during the NASA press conference on
July 23, 2003 was, “If other people feared for their job if they bring things forward
during a mission, how would you know that?” The question, while not answered, is
a perfect example of a diagnostic small failure that is a clue to larger issues. In a
culture that is less mindful and less preoccupied with failure, early warning signals
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are unreported and abstracting proceeds swiftly since there is nothing to halt it or
force a second look, all of which means that empty conceptions are formalized
rapidly and put beyond the reach of dissent. Furthermore, in a “culture of invincibility”
(CAIB, 2003: 199) there is no need to be preoccupied with failure since presumably
there is none.
To summarize, in a culture that is less mindful and more preoccupied with success,
abstracting rarely registers and preserves small deviations that signify the possibility
of larger system problems. Doubt about the substance that underlies abstractions is
removed. If the “can-do” bureaucracy is preoccupied with success, it is even more
difficult for people to appreciate that success is a complex accomplishment in need of
continuous reaccomplishment. A preoccupation with failure implements that message.

Reluctance to simplify
All organizations have to focus on a mere handful of key indicators and key issues
in order to coordinate diverse employees. Said differently, organizations have to
ignore most of what they see in order to get work done (Turner, 1978). If people
focus on information that supports expected or desired results, then this is simpler
than focusing on anomalies, surprises, and the unexpected, especially when pressures
involving cost, schedule, and efficiency are substantial. Thus, if managers believe
the mission is not at risk from a debris strike, then this means that there will be no
delays in the schedule. And it also means that it makes no sense to acquire additional images of the shuttle.
People who engage in mindful organizing regard simplification as a threat to
effectiveness. They pay attention to information that disconfirms their expectations
and thwarts their desires. To do this they make a deliberate effort to maintain a more
complex, nuanced perception of unfolding events. Labels and categories are continually reworked, received wisdom is treated with skepticism, checks and balances are
monitored, and multiple perspectives are valued. The question that is uppermost in
mindful organizing is whether simplified diagnoses force people to ignore key sources
of unexpected difficulties.
Recurrent simplification with a corresponding loss of information is visible in
several events associated with STS-107. For example, there is the simple distinction
between problems that are “in-family” and those that are “out-of-family” (CAIB, 2003:
146). An in-family event is “a reportable problem that was previously experienced,
analyzed, and understood” (CAIB, 2003: 122). For something to even qualify as
“reportable” there must be words already on hand to do the reporting. And those
same words can limit what is seen and what is reported. Whatever labels a group has
available will color what it perceives, which means there is a tendency to overestimate the number of in-family events that people feel they face. Labels derived from
earlier experiences shape later experiences, which means that the perception of
family resemblance should be common. The world is thereby rendered more stable and
certain, but that rendering overlooks unnamed experience that could be symptomatic
of larger trouble.
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The issue of simplification gets even more complicated because people treated the
debris strike as “almost in-family” (CAIB, 2003: 146). That had a serious consequence
because the strike was treated as in the family of tile events, not in the larger family
of events involving the thermal protection system (CAIB, 2003: 149). Managers knew
more about tile issues than they knew about the RCC covering, or at least the most
vocal tile expert knew tile better. He kept telling the Mission Management Team that
there was nothing to worry about. Thus, the “almost” in-family event of a debris
strike that might involve tile or RCC or both became an “in-family” event involving
tile. Tile events had been troublesome in the past but not disastrous. A mere tile
incident meant less immediate danger and a faster turnaround when the shuttle
eventually landed since the shuttle would now need only normal maintenance. Once
this interpretation was adopted at the top, it was easier to treat the insistent requests
for further images as merely reflecting the engineers’ professional desires rather than
any imperative for mission success. Had there been a more mindful reluctance to
simplify, there might have been more questions in higher places, such as “What
would have to happen for this to be out-of-family?”, “What else might this be?”,
“What ‘family’ do you have in mind when you think of this as ‘in’ family, and where
have you seen this before?”
A second example of a willingness to simplify and the problems which this creates
is the use of the Crater computer model to assess possible damage to the shuttle in
lieu of clearer images (CAIB, 2003: 38). Crater is a math model that predicts how
deeply into the thermal protection system a debris strike from something like ice,
foam, or metal will penetrate. Crater was handy and could be used quickly, but the
problems in doing so were considerable. NASA didn’t know how to use Crater and
had to rely on Boeing for interpretation (CAIB, 2003: 202). Crater was not intended
for analysis of large unknown projectiles but for analysis of small, well-understood,
in-family events (CAIB, 2003: 168). By drawing inferences from photos and video of
the debris strike, engineers had estimated that the debris which struck the orbiter was
an object whose dimensions ranged between 20″ × 20″ × 2″ to 20″ × 16″ × 6″,
traveling at 750 feet per second or 511 m.p.h. when it struck. These estimates proved
to be remarkably accurate (CAIB, 2003: 143). The problem is this debris estimate was
640 times larger than the debris used to calibrate and validate the Crater model
(CAIB, 2003: 143). Furthermore, in these calibration runs with small objects, Crater
predicted more severe damage than had been observed. Thus, the test was labeled
“conservative” when initially run. Unfortunately, that label stuck when Crater was
used to estimate damage to Columbia. Even though the estimates of damage were
meaningless, they were labeled “conservative,” meaning that damage would be less
than predicted, whatever the prediction. The engineer who ran the Crater simulation
had only run it twice and he had reservations about whether it should be used for
Columbia, but he did not consult with more experienced engineers at Huntington
Beach who had written the Crater model (CAIB, 2003: 145). All of these factors reinforce
the simplification that “there’s not much to worry about” (CAIB, 2003: 168).
In a way, NASA was victimized by its simplifications almost from the start of the
shuttle program. The phrase “reusable shuttle” was used in early requests for Congressional funding in order to persuade legislators that NASA was mindful of costs
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and efficiencies. But once this label was adopted, it became harder to justify subsequent requests for more funds since supposedly it shouldn’t cost much to “reuse”
technology. Likewise, the word “shuttle” implies a simple vehicle that transports stuff,
which makes it that much harder to argue for increased funding of research and
development efforts on the transporter. Perhaps the most costly simplification both
internally and externally was designation of the shuttle as “operational” rather than
“developmental” (CAIB, 2003: 177). An operational vehicle can be managed by means
of mindless routines, whereas one that is developmental requires mindful routines
that promote attention to the need for improvisation and learning and humility.
CAIB investigators were aware of NASA’s tendency toward mindless oversimplification, and in their discussion titled “Avoiding Oversimplification” (CAIB, 2003:
181), they concluded that NASA’s “optimistic organizational thinking undermined its
decision-making.” In the case of STS-107 NASA simplified 22 years of foam strikes
into a maintenance issue that did not threaten mission success. The simplification
was not reviewed or questioned, even when it was perpetuated by a “lousy rationale”
and even when, in the case of Atlantis launched as STS-27R in December 1988
(CAIB, 2003: 127), there had been serious efforts to revisit the foam strikes and
understand them more fully. Much closer in time to the STS-107 launch, STS-112
was the sixth known instance of left bipod foam loss, yet that loss was not classified
as an “in-flight anomaly” (CAIB, 2003: 125). Instead, people including Linda Ham
who attended the Program Requirements Control Board meeting to determine the
flight readiness of STS-113 (the next flight after 112 and the flight just before 107)
accepted a flight rationale that said it was safe to fly with foam losses (CAIB, 2003:
125) and Mission 113 was launched. It was decided to treat the foam loss as an
“action,” meaning that its causes needed to be understood. But the due date for
reporting the analysis of causes kept getting delayed until finally the report was due
after the planned launch and return of STS-107. Thus, NASA flew two missions, 113
and 107, with the causes of the loss of bipod foam still unresolved.
To summarize, in a culture that is less mindful and more willing to simplify,
abstracting is done superficially in a more coarse-grained manner that confirms
expectations, suppresses detail, overstates familiarity, and postpones the recognition
of persistent anomalies.

Sensitivity to operations
People in systems with higher reliability tend to pay just as much attention to the
tactical big picture in the moment as they do to the strategic big picture that will
materialize in the future. Given the complexity of the context and the task in most
high-reliability systems, it is important to have ongoing situational awareness which
enables people to see what is happening, interpret what it means, and extrapolate
what those interpretations suggest will happen (Endsley, 1995). In naval operations,
for example, this ongoing real-time awareness is called “having the bubble”: “Those
who man the combat operations centers of US Navy ships use the term ‘having the
bubble’ to indicate that they have been able to construct and maintain the cognitive
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map that allows them to integrate such diverse inputs as combat status, information
sensors and remote observation, and the real-time status and performance of the
various weapons and systems into a single picture of the ship’s overall situation and
operation status” (Rochlin, 1997: 109). Ongoing action occurs simultaneously with
thinking. People act in order to think and this allows them to generate situational
assessments as well as small adjustments that forestall the accumulation of errors.
The intent is to notice anomalies while they are still isolated and tractable and even
before they have become failures.
An example of the loss of sensitivity to operations was the subtle shift of attention
among members of the Mission Management Team away from the ongoing STS-107
mission toward the meaning of the debris strike for the next mission, STS-114. They
were more concerned with how much time it would take to repair the damage and
whether that delay might seriously jeopardize an already unrealistic launch schedule.
Notice that officially the task of “mission management” means managing the current
mission here and now, not the “next mission.” But Linda Ham was in an awkward
position. Not only was she in charge of STS-107, but she was also designated as the
manager of launch integration for the next mission after STS-107, mission STS-114.
This additional responsibility meant that she was worried that added time used to
reposition STS-107 for new imaging would affect the STS-114 mission schedule
(CAIB, 2003: 153). Furthermore, if the STS-107 foam strike were to be classed as
an in-flight anomaly, that would mean that the problem had to be solved before
STS-114 could be launched (CAIB, 2003: 138). The “lousy rationale” that paved the
way for STS-107 would finally have to be replaced by a more solid rationale which
would require an unknown amount of analytic time. All of these concerns drew
attention away from the present mission.
Part of the insensitivity to operations that is visible in the Columbia disaster is
insensitivity to the effects of schedule pressure on performance (CAIB, 2003: 131).
NASA had set a hard goal of having the space station core completed on February
19, 2004 with the launch of STS-120. This February 19 launch was to carry Node 2
of the space station which would complete the core for which the United States was
responsible (CAIB, 2003: 131). Failure to meet this goal meant that NASA would
undoubtedly lose support from the White House and Congress for subsequent space
station missions. To meet the February 19 goal, NASA had to launch 10 flights in
less than 16 months (the calendar for this calculation starts in late summer 2002) and
four of those 10 missions had to be launched in the five months from October 2003
to Node 2 launch on February 2004 (CAIB, 2003: 136). This February 19, 2004 date
was seen as a “line in the sand,” made all the more real and binding for managers
by a screensaver that counted off days, hours, minutes, seconds until this date. The
sample screensaver included in the CAIB report shows 477 days or 41,255,585
seconds to go until the Node 2 launch (CAIB, 2003: fig. 6.2–3 (p. 133) ).
A major operation associated with STS-107 was analysis of just how bad the
damage was from the foam strike. A debris assessment team was formed to make this
assessment, but it was not given the formal designation that NASA usually assigns
to such a central team and activity. Normally, such a group is called a problem
resolution team, or a “tiger team.” The Debris Assessment Team was called neither,
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meaning that its role was unclear to its members and also to the rest of the
organization. People knew how to treat a “problem resolution team” but not a debris
assessment team. CAIB put the problem this way: “The Debris Assessment Team,
working in an essentially decentralized format, was well-led and had the right
expertise to work the problem, but their charter was ‘fuzzy’ and the team had little
direct connection to the Mission Management Team. This lack of connection . . . is
the single most compelling reason why communications were so poor during the
debris assessment” (CAIB, 2003: 180).
Even the operations of managing itself were handled without much sensitivity. As
we saw earlier, the Mission Management Team allowed unchallenged opinions and
assumptions to prevail at their level but held engineers to higher standards even
though this pattern was ill suited to manage with unknown risks. When management
said “No” to the requests for additional images of the debris strike, this action left
frontline people confused about what “No” meant. It makes a huge difference to
ongoing operations whether you interpret “No” to mean “We did get the images and
they show no damage,” or “We got the images and they show that there is no hope
for recovery,” or “We got the images and they are no better than the ones we already
have.” With more sensitivity to operations, the meaning of “No” would have been
clearer (Langewiesche, 2003).
It is hard to overemphasize the importance of sensitivity to operations since its
effects ramify so widely and quickly. Insensitivity often takes the form of a poor
understanding of the organization and its organizing, a fault that is especially visible
in NASA. “An organization system failure calls for corrective measures that address
all relevant levels of the organization, but the Board’s investigation shows that for
all its cutting-edge technologies, ‘diving-catch’ rescues and imaginative plans for the
technology and the future of space exploration, NASA has shown very little understanding of the inner workings of its own organization” (CAIB, 2003: 202).
This inadequate understanding was evident in the initial efforts to get additional
images of the debris strike. Not knowing the official procedures for requesting
images, lower-level personnel made direct contact with those who could mobilize
the imaging capabilities of non-NASA agents. But their failure to go through formal
NASA channels was used as the basis to shut down efforts that were already under
way to provide these additional images (CAIB, 2003: 150). For example, Lambert
Austin did not know the approved procedure to request imagery so he telephoned
liaison personnel directly for help. He was criticized for not getting approval first
and for the fact that he didn’t have the authority to request photos (Cabbage and
Harwood, 2004: 110). There was a cursory check to see who needed the images,
but the team officially charged to analyze the foam strike was never contacted
(CAIB, 2003: 153). When engineers tried to get action on their request for further
images they used an institutional channel through the engineering directorate
rather than a mission-related channel through the Mission Management Team
(CAIB, 2003: 172). This attempt to get action backfired. Management inferred that
because the request for images went through the engineering directorate the request
was a noncritical engineering desire rather than a critical operational need (CAIB,
2003: 152).
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To summarize, in a culture that is less mindful and more insensitive to operations,
abstraction is loosely tied to details of the present situation as well as to activities
currently under way and their potential consequences. These loose ties impair the
situational awareness that can often detect and correct issues that soon turn into
problems and finally into crises.

Resilience/anticipation
Most systems try to anticipate trouble spots, but the higher-reliability systems also
pay close attention to their capability to improvise, to act without knowing in
advance what will happen, to contain unfolding trouble, and to bounce back after
dangers materialize. Reliable systems spend time improving their capacity to do a
quick study, to develop swift trust, to engage in just-in-time learning, to mentally
simulate lines of action, and to work with fragments of potentially relevant past
experience. As Wildavsky (1991: 70) put it, “Improvement in overall capability,
i.e., a generalized capacity to investigate, to learn, and to act, without knowing in
advance what one will be called to act upon, is vital protection against unexpected
hazards.”
In the eyes of many NASA employees, resilience was the core issue in STS-107.
They might have been able to do something to bring back Columbia’s crew, but they
were never given the chance. They were never given the chance because top management never believed that there was anything that necessitated resilience. Management
thought the blurred puff was a maintenance-turnaround issue, and also wondered why
clearer images were needed if there was nothing that could be done anyway.
It might appear that efforts to estimate damage using the Crater simulation
(mentioned earlier) were an example of resilience. For all the reasons mentioned
earlier, Crater was ill chosen and handled poorly when run, which means it represents mindless resilience at best. It was mindless because it was left in the hands of
an inexperienced person, more experienced people were not consulted on its appropriateness, it was treated as the evaluation tool, and when its “conservative” results
were presented the limitations of the model were buried in small print on an already
wordy PowerPoint slide. To bounce back from the ambiguity of blurred images,
NASA could, for example, have expanded data collection to include asking astronauts to download all of their film of the launch and to see if they could improvise
some means to get an in-flight view of the damaged area. Although both actions
were suggested, neither was done.
Furthermore, there was little understanding of what it takes to build and maintain
a commitment to resilience. NASA was unwilling to drop its bureaucratic structure
and adopt a more suitable one:
NASA’s bureaucratic structure kept important information from reaching engineers and
managers alike. The same NASA whose engineers showed initiative and a solid working
knowledge of how to get things done fast had a managerial culture with an allegiance
to bureaucracy and cost-efficiency that squelched the engineers’ effort. When it came to
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managers’ own actions, however, a different set of rules prevailed. The Board found
that Mission Management Team decision-making operated outside the rules even as it
held its engineers to a stifling protocol. Management was not able to recognize that in
unprecedented conditions [non-routine, equivocal], when lives are on the line, flexibility
and democratic process should take priority over bureaucratic response.
(CAIB, 2003: 202–3)

Mindful organizing requires different structures for different tempos of events. This
means that people need to learn to recognize when they are in unprecedented
situations where continued compliance with protocol can be disastrous. A commitment to resilience means a continued willingness to drop one’s tools in the interest
of greater agility.
Westrum (1993) has argued that, if a system wants to detect problems, it has to
have the capabilities to deal with those problems. What is crucial is that the causal
arrow runs from response repertoire to perception. We can afford to see what we can
handle and we can’t afford to see what we can’t handle. So a system with a small
response repertoire or a system that is misinformed about its response repertoire
will miss a lot. What is interesting in the context of a commitment to resilience is
the discovery that, while size and richness of the response repertoire are crucial as
Westrum argued, NASA shows us that knowledge of and trust in that response
repertoire are equally important. The lower levels of NASA, with its better-developed
knowledge of response capabilities, could afford to see the possibility of serious
damage. But the top, with its more restricted view of the “same” capabilities, could
not. You can’t have resilience if half the system, and the authoritative half at that,
wants to believe that there is nothing to bounce back from and nothing to bounce
back with. Thus, the ability of a response repertoire to improve or hinder seeing
depends on the distribution of knowledge about that repertoire. If those in authority
are uninformed about capability, then they may see fewer trouble spots since they
know of no way those could be handled if they did see them.
To summarize, in a culture that is less mindful and more attentive to anticipation
than to resilience, abstracting is shallow due to limited action repertoires and imperfect knowledge about the variety of actions that could actually be activated by units
within the organization. A limited action repertoire coupled with limited knowledge
of the situation predisposes people to rely heavily on old undifferentiated categories
and to see little need to create new ones. A weak commitment to resilience reinforces
reliance on past success, simplification, and strategy, all of which make it easier to
lose anomalous details and harder to doubt one’s grasp of a situation.

Channeling decisions to experts
Roberts et al. (1994) identified what has come to be perhaps the most cited property
of HROs, migrating decisions. The idea of migration, first developed to make sense
of flight operations on carriers, is that “decisions are pushed down to the lowest
levels in the carriers as a result of the need for quick decision-making. Men who can
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immediately sense the potential problem can indeed make a quick decision to alleviate the problem or effectively decouple some of the technology, reducing the consequences of errors in decision-making . . . decisions migrate around these organizations
in search of a person who has specific knowledge of the event” (1994: 622).
Expertise is not necessarily matched with hierarchical position, which means that
an organization that lives or dies by its hierarchy is seldom in a position to know all
it could about a problem. When people say, for example, that NASA is not a badgeless
culture, they mean rank matters and that rank and expertise do not necessarily
coincide (Langewiesche, 2003: 25). We see this when Linda Ham asks who is requesting the additional images of Columbia, rather than what are the merits of the request
(CAIB, 2003: 172). A more mindful organization lets decisions “migrate” to those
with the expertise to make them. What makes this migration work is that the
abstractions imposed on the problem incorporate meanings that are grounded more
fully in experience and expertise. Whether the subsequent decision is then made by
the expert or the authority is less important, since deeper reflection has already been
built into the options.
The continuing debate over whether or not to secure more images was noteworthy
for the ways in which expertise was neglected. For example, “no individuals in the
STS-107 operational chain of command had the security clearance necessary to
know about National imaging capabilities . . . Members of the Mission Management
team were making critical decisions about imagery capabilities based on little or no
knowledge” (CAIB, 2003: 154). Managers thought, for example, that the orbiter
would have to make a time-consuming change from its scheduled path to move it
over Hawaii, where a new image could be made. What no one knew was that Hawaii
was not the only facility that was available (CAIB, 2003: 158). No one knew, no one
asked, no one listened.
The Columbia Accident Investigation Board fingered the issue of a lack of deference to expertise as a key contributor to the Columbia accident. “NASA’s culture
of bureaucratic accountability emphasized chain of command, procedure, following
the rules, and going by the book. While rules and procedures were essential for
coordination, they had an unintended negative effect. Allegiance to hierarchy and
procedure had replaced deference to NASA engineer’s technical expertise” (CAIB,
2003: 200).
To summarize, in a culture that is less mindful and more deferential to hierarchy,
abstracting is less informed by frontline experience and expertise and more informed
by inputs that are colored by hierarchical dynamics such as uncertainty absorption,
withholding bad news, and the fallacy of centrality (Westrum, 1982).

CONCLUSION
I have argued that the Columbia accident can be understood partly as the effects of
organizing on perception, categorization, and sensemaking. Specifically, it has been
argued that the transition from perceptual-based knowing to schema-based knowing
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can be done more or less mindfully, depending on how organizations handle failure,
simplification, operations, resilience, and expertise. Organizations that are preoccupied with success, simplification, strategy, anticipation, and hierarchy tend to
encode fewer perceptual details, miss more early warning signs of danger, and are
more vulnerable to significant adverse events that go undetected until it is too late.
Organizations that are preoccupied with failure, complication, operations, resilience,
and expertise are in a better position to detect adverse events earlier in their development, and to correct them. This chapter represents an attempt to add the ideas of
compounded abstraction and mindful organizing to those portions of High Reliability
Theory that were mentioned in the CAIB report. These additions allow us to suggest
more specific sites for intervention in NASA’s ways of working that could mitigate
errors and improve learning. The CAIB report emphasized that High Reliability
Theory is about the importance of commitment to a safety culture, operating in both
a centralized and decentralized manner, communication, and the significance of
redundancy (CAIB, 2003: 180–1), but the report did not go into detail about just how
such properties work. In the present chapter I have tried to highlight cognitive and
social processes that operationalize and provide the mechanisms for those four
general properties mentioned by the CAIB.
To examine sensemaking is to take a closer look at the context within which
decision-making occurs. In the case of STS-107, the decision not to seek further
images of possible damage while Columbia was in flight was plausible given the
way top management envisioned the problem. Their decision to live with blurred
images, tenuous optimism, and continuing concerns from the larger community of
engineers, made sense to them. But that sense was sealed off from reworking by its
formal and formalized stature. It was also sealed off from reworking because of
management’s inattention to such things as signals of failure, misleading labels,
misunderstood operations, and capabilities for resilience, and because of the overly
narrow range of expertise that was heeded. Columbia’s mission was endangered
by rapid compounding of abstractions made possible by less mindful organizing.
To prevent similar outcomes in the future we need to get a better understanding of
how sense develops under conditions of high pressure, with special attention paid to
the editing and simplification that occur when early impressions are pooled for
collective action.
It is mechanisms associated with coordinating, abstracting, and sensemaking that
enact the moment-to-moment reliable organizing that produces a high-reliability
organization. Attention to similar mechanisms in all organizations can mitigate
adverse events. Inattention to these same mechanisms by NASA contributed to
Columbia’s last flight.
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THE PRICE OF PROGRESS:
STRUCTURALLY INDUCED
INACTION
Scott A. Snook and Jeffrey C. Connor

It was six men of Indostan
To learning much inclined,
Who went to see the Elephant
(Though all of them were blind),
That each by observation
Might satisfy his mind.
John Godfrey Saxe, “Six Blind Men from Indostan”

When we were approached to write this chapter, both of us were deeply involved in
various ways with two other organizational tragedies. As we studied the Columbia
accident report we couldn’t help but compare what we were learning about the
shuttle to what we had observed in our own cases. What we noticed were some
striking similarities between the organizations themselves, as well as a perverse kind
of inaction that seems to be generated by the very engines that drive technological
and societal progress itself. Our plan is to share with you selected portions of these
other two cases in hopes that they will help shed some light on what happened to the
Columbia, as well as to highlight a particularly troublesome challenge for leaders in
today’s complex, cutting-edge organizations such as NASA.
On May 9, 2003, a 5-year-old boy suffered a full-body seizure shortly after
being transferred from surgery into the intensive care unit of Boston’s Children’s
Hospital. A high-tech hospital room packed with some of the best-trained, bestequipped people in the world – neurosurgeons, epilepsy specialists, and medical
intensive care unit staff – huddled around his bed. There was a clear protocol for
treating his symptoms and yet, in the end, frustratingly little was done to help
him. With five medical specialists physically in attendance and still others on the
phone, the patient’s seizure continued for an hour and twenty minutes, ultimately
resulting in cardiac arrest. Two days later the boy died.
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On April 14, 1994, in clear skies over the mountains in northern Iraq, two United
States Air Force F-15 Eagle fighters shot down two United States Army UH-60
Black Hawk helicopters, killing all 26 peacekeepers on board. The shootdown
took place under relatively benign conditions, in broad daylight, with unlimited
visibility. Both target and shooter aircraft were flying under the “positive control”
of arguably the most advanced Airborne Warning and Control System (AWACS)
aircraft in the world. Both helicopter and fighter pilots had been in radio communications with air traffic controllers operating out of the back of the AWACS
only minutes prior to the shootdown. In all, a total of 19 highly trained AWACS
mission crew specialists sat idly by as the United States experienced its worst case
of friendly fire since World War II.
On February 1, 2003, just 16 minutes prior to its scheduled touchdown, the space
shuttle Columbia disintegrated on re-entry, killing all seven astronauts. The physical
cause of this tragedy was ultimately traced back to a piece of insulating foam striking
the leading edge of the left wing only minutes after takeoff. As early as the morning
of Flight Day 2, analysts reviewing launch videos noticed the foam strike. During
the ensuing 16 days, there were at least three distinct requests for imagery to
establish the extent of damage done to the wing. In addition, there were at least
eight other opportunities where actions could have resulted in providing a more
complete picture of the debris damage. In the end, no imagery was obtained and
the full extent of the damage remained a mystery until long after it was too late.
What do these three cases have in common? The settings couldn’t be more different:
medicine, war, and space. Aside from the obvious fact that each involves the tragic
loss of life, we’d like to draw your attention to a few structural similarities that not
only helped us better understand the Columbia accident, but also suggest an increasingly common pattern or class of failures that present significant challenges for
leaders in complex organizations.

BEST IN CLASS
All three of these tragedies took place in highly successful, broadly admired, “best in
class” organizations. All three failures happened at the leading edge of progress in
pursuit of exceptionally challenging goals. All three of these organizations tend to
produce stunning results with a surprising degree of consistency, given the level
of risk involved. Clearly, all three of these great organizations take some of the besttrained people in the world, arm them with the very latest science and technology,
and produce stunning results . . . most of the time. Equally clear is the fact that these
very same remarkable organizations sometimes fail, and quite often in a big way.
In his book chronicling the friendly fire shootdown, Snook acknowledged the
merits of two apparently competing schools of thought by labeling these failures
“normal accidents in highly reliable organizations” (Snook, 2000: 10–15). The accidents
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are “normal” because it is an inherent property of high-risk, complex systems to
eventually fail (Perrow, 1984; Sagan, 1993). The organizations are “highly reliable”
because of their surprisingly significant track record of success (La Porte et al., 1989;
La Porte and Consolini, 1991; Roberts, 1989; Weick, 1987; Weick and Roberts, 1993).
If these organizations weren’t so good in the first place, we wouldn’t be so shocked
when they periodically fail. But why do they continue to fail? Are we missing
something that might help us better understand the seemingly deep-rooted and
stubborn nature of these tragedies, especially since they seem to persist in some of
our most admired institutions?
We certainly don’t claim to have the explanation for the Columbia accident. What
we offer instead is a troubling pattern that we noticed from studying three different
tragedies in three very different contexts. What we found was a set of fundamental
conditions that appear to increase the likelihood of a particular type of failure, a
failure rooted in a structurally induced form of inaction.

THE PRICE OF PROGRESS
Humpty Dumpty sat on a wall.
Humpty Dumpty had a great fall.
All the King’s horses, and all the King’s men,
Couldn’t put Humpty together again.

In his 1776 classic The Wealth of Nations, Adam Smith boldly proclaimed that “the
greatest improvement in the productive powers of labour . . . seem to have been the
effects of the division of labour” (Smith, 1996: 40). In his now famous example of
“pin-makers,” Smith demonstrates the very real and fundamental efficiencies of the
division of labor. Ten men, properly divided, each only concentrating on a small task
– such as drawing out the wire, straightening it, cutting it, or sharpening it – could,
in one day, produce 48,000 pins, whereas if each man were required to complete all
tasks to make a single pin, Smith estimated that the very best that ten men could
produce would be 200 pins in a day. This fundamental acknowledgment of how the
division of labor (specialization and differentiation) drives progress has, over the
centuries, become taken for granted. So, we fear, have the consequences.
Almost 150 years later, a group of early organizational theorists called “the
classicists” recognized the fundamental managerial challenges of differentiation and
integration. Fayol (1925) and Gulick (1937) wrote extensively about how to best
divide tasks within growing organizations. They also recognized the serious challenges that accompany such divisions of labor:
It is axiomatic that the whole is equal to the sum of its parts. But in dividing up any
“whole,” one must be certain that every part, including unseen elements and relationships, is accounted for.
It is self-evident that the more the work is subdivided, the greater is the danger of
confusion, and the greater is the need of overall supervision and coordination. Coordination
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is not something that develops by accident. It must be won by intelligent, vigorous,
persistent, and organized effort.
In a large complicated enterprise, the organization becomes involved, the lines of
authority tangled, and there is danger that the workers will forget that there is any
central purpose, and so devote their best energies only to their own individual advancement and advantage.
(Gulick, 1996: 87–8; emphasis added)

But what of Gulick’s dire warnings? With specialization approaching levels like those
found in these cases, could we really be “in great danger” of losing the “central
design” or “operating relationships”? Our most admired, elite, advanced, cutting-edge
organizations – those capable of routinely launching and recovering manned space
flights, putting 500-pound bombs through a selected window pane from 500 miles
away, and curing seizures by locating and removing portions of our brains – are
some of the most specialized organizations in the world. They also employ some of
the most narrowly trained specialists in the world. Therein lies the rub: such progress
comes at a price and that price, we fear, is the loss of integration and coordination.
As organizations grow in size they become increasingly differentiated “vertically,”
developing hierarchical layers of seniority and status. Similarly, as organizations
continue to add new capabilities and tasks (functions, divisions, businesses) they
become increasingly differentiated “horizontally.” These twin dimensions of differentiation frame the integrative landscape for leaders.
While both vertical and horizontal differentiation seem to occur almost naturally
as organizations, professions, and societies grow and mature, integration and coordination seem to be altogether unnatural acts. The key challenge for leaders is to
recognize that the more divided the organization becomes, the more effort will be
required to rejoin it. In our studies of hyper-differentiated, cutting-edge organizations we notice a persistent lag, where managerial efforts to put back together rarely
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keep pace with those that divide. We also detect a tendency for leaders to consistently
underestimate the magnitude and persistence of this challenge.
As Gulick warned almost 80 years ago, “Co-ordination is not something that develops
by accident. It must be won by intelligent, vigorous, persistent, and organized effort”
(Gulick, 1937). Almost 30 years after Gulick’s admonition, Lawrence and Lorsch
picked up on this warning and extended it beyond the purely mechanical notion of
coordinating tasks to include the impact that specialization has on people and how
they interact: “As early organization theorists did not recognize the consequences of
the division of labor on the attitudes and behaviors of organization members, they
also failed to see that these different orientations and organizational practices would
be crucially related to problems of achieving integration” (1967: 11). It is this thorny
problem of “achieving integration,” particularly when it comes to “attitudes and
behaviors,” that we feel plays a central role in setting the stage for a particular kind
of organizational failure.
Seemingly heroic efforts are required to effectively coordinate and integrate the
work of hyper-specialized, deeply differentiated organizations. Perhaps we shouldn’t
be surprised. Just as it takes little imagination or effort to tip Humpty Dumpty off
his wall, even all the King’s horses and all the King’s men couldn’t put Humpty
together again.

STRUCTURALLY INDUCED INACTION
• With so many doctors in the room, why didn’t someone save that 5-year-old little
boy?
• With so many controllers in the AWACS, why didn’t someone intervene in the
Black Hawk shootdown?
• With so many NASA engineers working on the foam strikes, why didn’t someone
obtain additional imagery of the Columbia?
As we struggled to answer these questions, we recognized a familiar pattern emerging.
It’s been almost 40 years now since the shocking story of Kitty Genovese first sparked
a theoretical interest in situations where bystanders fail to help in emergencies.1 In
the decade immediately following the Genovese murder, social scientists learned a
great deal about the intricate dynamics behind such troubling inaction. While the details
of these studies vary, the central message is clear: our faith in the age-old adage that
there is “safety in numbers” may have been misplaced. In fact, after hundreds of
experiments and field studies in multiple contexts, the general proposition that “the
presence of other people inhibits an individual from intervening” (Latane and Darley,
1970: 38) remains strongly supported (Latane and Nida, 1981: 308).
Is it possible that – not in spite of, but rather because so many highly specialized
people were present in each of our cases – this could in fact have worked against
instead of helping the people involved? In their book The Unresponsive Bystander
(1970), Latane and Darley present a two-part theoretical framework. Ultimately, for a
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bystander to intervene, four conditions must be met. They have to “notice the event,
interpret it as an emergency, feel personally responsible for dealing with it, and
possess the necessary skills and resources to act” (Latane and Nida, 1981: 308). All
four conditions must be satisfied for a bystander to act.
In addition, three psychological processes tend to decrease the likelihood of intervention if a bystander believes that he or she is in the presence of other people.
First, embarrassment if the intervention is unsuccessful (audience inhibition). Second,
we look to others for clues as to whether or not we need to act: “If others aren’t
acting, this must not be an emergency; therefore, I don’t need to do anything either”
(social influence). Third, and perhaps most importantly, there is diffusion of responsibility: “When others are present, responsibility is diffused; it is ambiguous rather
than well defined” (Brown, 1986: 32). With many people present, the social impulse to
act (as well as the guilt for not acting) is distributed across many shoulders. “Surely
someone else is better qualified, in a better position to help, or in fact already doing
something about this; I don’t need to act.”
Most support for Latane and Darley’s framework is drawn from experiments
in laboratories and field settings outside of formal organizational contexts. Kitty
Genovese’s neighbors were not subject to control mechanisms found in organizational settings, designed specifically to encourage responsible action. In fact, organizations are intentionally designed to help people notice and feel responsible for an
event and equipped to take meaningful action. Surely mission, leadership, hierarchy,
and roles all work to counter the roots of bystander inaction uncovered by Latane
and Darley. And yet, why then do all three of our tragic cases seem to fit the general
pattern of bystander inaction, a phenomenon seen so clearly in the Genovese murder?
The more differentiated an organization, and the more specialized its actors, the
more susceptible they become to the central arguments laid out in Latane and
Darley’s framework. Further, we suspect that, as ambiguity in the precipitating event
increases, not only do specialists fail to notice, accurately interpret, or feel responsible and able to act, but they also become increasingly vulnerable to all three of the
underlying psychological processes. The more unanticipated, ambiguous, and illdefined the precipitating event (the weaker the signal), the more strongly all three
processes will interact with complex organizational structures in ways to defeat
concerted, appropriate organizational response.2
Accident theorists point to “weak signals” as one of the central ingredients found
in all tragic chains of events. But what makes them weak? Partly it’s the concrete,
physical nature of the signal itself – like fuzzy launch videos of foam strikes, or
intermittent radar signals from low-flying helicopters, or the mysterious physiological roots of an epileptic seizure. But ultimately what makes a signal weak is the
fact that organizational actors perceive them to be that way.
When faced with particularly ambiguous or unusual events, ones that don’t necessarily fit the original design or current method for organizing work, the very same
structural mechanisms required to accomplish well-understood, cutting-edge core
tasks can actually work to defeat appropriate responses. Unanticipated events rarely fit
into neatly prearranged, narrowly defined organizational silos, or fall squarely within
traditional functional boundaries. At its origins, each tragedy is fundamentally a
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Organizational context
• highly differentiated organization
• highly specialized actors

Decision tree
Signal Event
• seizure
• F-15 engagement
• foam strike

1. notice the event
2. interpret it as an
emergency
3. feel personally
responsible
4. possess necessary
skills and resources to act

Psychological processes
• audience inhibition
• social influence
• diffuse responsibility

Structurally induced inaction
• no aggressive treatment
• no AWACS intervention
• no imagery obtained

Tragedy
• patient dies
• friendly fire
• Columbia lost

Figure 10.2 Structurally induced inaction

problem of categorization, a lack of fit between an unanticipated, ill-defined event
and our increasingly sophisticated but narrow cognitive schemas. As organizations
become increasingly differentiated, as roles become increasingly specialized, the
effective likelihood that an unforeseen, potentially troublesome event will fit neatly
into an existing organizational silo or an individual specialist’s role description or
cognitive frame is decreased.
Clearly, high levels of differentiation can combine with unanticipated events to
create a condition where no one sees the big picture, let alone feels ownership for it.
As specialization increases, knowledge and interests become increasingly fragmented,
often to the point where multiple organizational actors only see a small piece of the
proverbial elephant. And when no one expects one, even an elephant can be difficult
to see for what it really is. With multiple actors viewing the world through unique
lenses – what they are trained to see (specialized preparation), expect to see (narrow
experience bases), and able to see (limited data made available to them from equally
fragmented management information systems) – we shouldn’t be surprised when, to
the “Six Blind Men from Indostan,” the elephant looks like a wall, spear, snake, fan,
rope, or tree.
This type of structurally induced blindness generates its own frustrating form of
inaction. After the fact, the world sees the elephant for what it is and cannot fathom
why no one did anything about something so obvious as an elephant, even though
at the time, highly specialized actors, living in their own narrowly circumscribed
worlds, had little chance of even seeing the beast, let alone taming it. Just as the Six
Blind Men from Indostan missed the elephant, so too did dozens of highly trained
specialists in each of our three cases.
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The Children’s Hospital, Boston
The Case. For 14 years in a row US News & World Report rated Children’s Hospital
Boston as one of the top pediatric facilities in the country. It is the largest pediatric
medical center in the United States and, as the primary pediatric teaching hospital
for Harvard Medical School, many of the hospital’s staff also hold faculty positions
at the university. You could say that “Children’s Hospital specializes in specialization.”
With such a wide array of pediatric specialists, the hospital treats many of the most
challenging and medically complex young patients in the country.
In May of 2003, a 5-year-old boy was admitted to Children’s for elective neurosurgery. He had suffered from seizures for most of his young life. The debilitating
nature of his seizures had a dramatic impact on just about every aspect of his life.
Neurosurgery is the only “cure” for epilepsy and was ultimately recommended after
the boy had suffered down a long road of treatments.
The surgery, called a craniotomy, was the second phase of a three-phase process.
To complete this procedure, surgeons are required to open the skull and place a series
of sub-dural grids and strips into several areas of the child’s brain. Immediately
following the surgery the patient is weaned off seizure medications. Electrodes connected directly to the grids and strips allow an electro-encephalograph (EEG) to
monitor subsequent seizure activity, thereby locating the precise origins of the seizure.
This detailed information is used by surgeons during the third phase of treatment to
excise or remove the area of the brain causing the problem.
While this type of surgery is considered “elective,” it remains a delicate and
complicated procedure. Prior to this tragedy, Children’s Hospital neurosurgeons had
successfully performed this procedure 84 times. While numerous successes can make
the procedure seem routine, operating on the brain is always high-risk.
The surgery was considered a success. Two days later the boy died.
What happened? The surgery went well and the young patient was transferred to the
medical intensive care unit (MICU). During the afternoon some blood studies returned
abnormal results and his temperature began to climb. Assuming these symptoms were
caused by loss of blood during surgery, doctors ordered a transfusion of red blood cells.
Around 7.30 that night, the boy’s parents alerted one of the nurses that their son
was having a seizure. This was highly unusual because he was still under the effects
of anesthesia. The MICU nurse called the Epilepsy Fellow, who was listed as the
patient’s physician. By phone, the Epilepsy Fellow ordered a dose of medication
lower than what was called for by standard protocol. She had hoped that a small
dose would be sufficient to resolve the seizure without interfering with the data that
they needed to gather for the next phase of the study. When informed that the
medication had no effect, she then ordered a second dose and also informed the
nurse that, if that didn’t work, to follow up with a somewhat larger dose. Each of
these orders provided less medication than normal protocol.
Soon after the seizure was reported, the MICU Fellow and, shortly thereafter, the
Neurosurgical Resident arrived at the boy’s bedside. While the Neurosurgical Resident
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was initially alarmed at the low doses of medication being prescribed, he did not
intervene. Since medications had already been ordered, and since the MICU Fellow
was in direct contact with the Epilepsy Fellow by phone, the Resident decided that
this was not his call to make; after all, he was only a resident.
Upon arrival in the MICU, the MICU Fellow was also surprised at the subtherapeutic dose of medication being administered and ordered a more substantial
dose, but he was told by the nurse that the seizure was being managed by the Epilepsy
Fellow (on the phone) and by the Neurosurgical Resident. The MICU Fellow asked to
speak with the Epilepsy Fellow on the phone. The Epilepsy Fellow told him that she
was concerned about the potential adverse effect that higher doses of medication
might have on the subsequent investigation. Believing it was her call to make, the
MICU Fellow spent his time consoling the family instead. The boy’s seizure continued
unabated and the MICU Fellow became alarmed to the point where he eventually
notified the MICU Attending Physician.
When the MICU Attending Physician arrived at the boy’s bedside, she immediately
noticed the one factor that everyone else in the room had missed. The patient had
stopped breathing.
Who was in charge? To figure out who was in charge at the time of the seizure,
investigators from the Massachusetts Department of Public Health interviewed everyone directly involved with the patient as well as their supervisors. When asked who
they believed had responsibility for the emergency situation, this is how they responded:
Neurosurgical Resident
(at bedside)

MICU Fellow
(at bedside)
Epilepsy Fellow
(on the phone)
MICU Attending Physician
(arrived at bedside during
the final stage of the
emergency)
Two MICU Nurses
(at bedside)
Neurosurgeon

He thought that management of the seizure was the
responsibility of the Epilepsy Service and that the
Epilepsy Fellow (on the phone) and the MICU Fellow (at
bedside) were in charge.
He thought the patient was being managed by the Neurosurgical Resident and the Epilepsy Fellow, who was on
the phone.
Said that she was a consultant only and assumed that
the physicians on the scene were managing the seizure.
Stated that the patient was the responsibility of the
Neurosurgical Service and that the seizure was the responsibility of the surgical team and/or the Epilepsy Service.
Neither could recall who was responsible for managing
the seizure, even though one of them had been recording all medications on the “code blue” sheets.
Stated that postoperative care was the responsibility of
the neurosurgical service, but management of the seizure
was the responsibility of the Epilepsy Service and the
medical emergency was the responsibility of the MICU
team.
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1st Epileptologist

2nd Epileptologist

Director, MICU
MICU Charge Nurse

Stated that the medical emergency should have been
managed by the physicians at the bedside – the Neurosurgical Resident and the MICU Fellow.
Stated that the medical emergency was the direct responsibility of the MICU team. Further, he said that
“no one” expects the Neurosurgical Resident to manage
an acute medical emergency in the MICU.
Stated that the patient was the responsibility of the
specific surgical service.
Surgical patients are the responsibility of the surgical
team.

Analysis. The image is stunning. Picture five doctors and several nurses all standing around the hospital bed of a 5-year-old little boy suffering from a full body
seizure. The protocol was clear and yet not followed. In this hyper-complex, best-inpractice organization, extreme levels of both horizontal and vertical differentiation
had created a situation where all three of Latane and Darley’s psychological processes were likely to be in force, in the end creating the conditions for structurally
induced inaction, with tragic results.
Horizontally across functions, surgeons owned the surgical piece, epilepsy specialists concentrated on the impact medication might have on phase 2 of their treatment
plan, and intensive care staff deferred to the large team of outside specialists who
had brought the patient into their ward in the first place. The responsibility had
become so diffuse that no one felt personally in charge of the boy’s care. Each had
a good reason to believe that someone else was responsible.
Multiple levels of vertical differentiation also played a role. Hierarchically, strong
status differences created a situation where “audience inhibition” is likely to have
dampened the impulse for many players to act. In the medical profession, the norms
are clear: nurses defer to interns, who defer to residents, who defer to fellows and
attending physicians. For example, even though the Neurological Resident was “alarmed
at the low doses of medication,” he did not intervene. It’s not hard to imagine his
thoughts: “Surely the fellows know what they are doing; why risk embarrassing
myself if I act inappropriately?”
Finally, “social influence” no doubt also contributed to inaction by helping to
define the situation as one that actually required no aggressive action. They all saw
the seizure, but failed to interpret it as a life-or-death situation. By their collective
inaction, together they socially constructed the situation as one that didn’t call for
aggressive action on their part. Falsely comforted by the presence of so many
physicians and floating in a dense cloud of diffuse responsibility, no one noticed that
the patient had stopped breathing. It’s not surprising that the MICU Attending
Physician is the one who correctly noticed, interpreted, and took appropriate action.
Sitting atop the status hierarchy and arriving late to the situation, she was largely
immune to the psychological processes that had effectively paralyzed an entire team
of talented, highly trained specialists.
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Friendly fire: northern Iraq
The Case. Following the end of the first Gulf War in 1991, Operation Provide Comfort
was launched to protect the Kurds in northern Iraq by enforcing a UN resolution that
had established a security zone along the Turkish border. Each day, a US-led Combined Joint Task Force launched dozens of aircraft to enforce the “no fly zone” (NFZ)
and support international humanitarian efforts in the region. For almost three years
everything went according to plan. On the morning of April 14, 1994 it all came apart.
07.36 A sophisticated US Air Force AWACS aircraft flies to its assigned surveillance orbit just outside the border of Iraq. With its powerful radars and 19person mission crew, the AWACS reports “on station” at 08.45 and begins
tracking the first of 54 sorties of coalition aircraft scheduled to fly that day.
08.22 Two US Army UH-60 Black Hawk helicopters take off from their base in Turkey
and report their status to the AWACS “enroute controller” who is responsible
for tracking all coalition aircraft in Turkish airspace “enroute” to the NFZ.
09.35 Helicopters again radio the enroute controller, telling him that they are crossing
the border into Iraq.
09.35 Two US Air Force F-15 Eagle fighters take off from Incirlik headed for the
NFZ. Their mission is to “sanitize” or “sweep” it to ensure that it is safe for
the remaining coalition aircraft scheduled to fly that day.
09.41 Helicopters land at Zakhu, a small Iraqi village just across the border from
Turkey, and pick up 16 members of the UN coalition.
09.54 Helicopters radio the AWACS to report their departure from Zakhu and that
they are heading for Irbil – a town deeper inside the NFZ.
10.20 F-15s report crossing the border into Iraq and entering the NFZ.
10.22 F-15s radio the AWACS and report to the “NFZ controller” – responsible for
controlling all coalition aircraft inside the NFZ – that they have “radar contact
on a low-flying, slow-moving aircraft.” The controller responds with “clean
there” – indicating that he sees no radar contacts in that area (the helicopters
were masked behind mountainous terrain at the time).
10.25 F-15s again report contact to the NFZ controller. This time the controller
responds with “hits there” – indicating that he sees radar returns (blips), but
no friendly symbology (helicopters had just popped up from behind the
mountains, high enough for the AWACS radar to get a reflection off the
dome or canopy, but not high enough to activate the helicopter’s Identify
Friend or Foe (IFF) transponder – which would have shown up on the AWACS
screens as a green “H”, indicating friendly helicopter).
10.27 F-15s execute a visual identification pass and report, “Tally two Hinds.” Hind
is the NATO designation for a Soviet-made attack helicopter currently in the
Iraqi inventory. The AWACS “NFZ controller” responds, “Copy Hinds.”
10.30 The two F-15s circle back around, arm their weapons, report “engaged,” and
shoot down two friendly Black Hawk helicopters, killing all 26 peacekeepers
on board.
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While multiple technical and organizational failures contributed to this tragedy,3
perhaps the most maddening part of the entire story is the AWACS crew inaction.
How could 19 highly trained specialists sit around in the back of that plane, with all
manner of audio and visual information available to them, and no one do something
to stop this tragedy?
Months later in a television interview with ABC’s Sam Donaldson, the AWACS
mission crew commander defended his colleagues by saying, “I know my guys
didn’t do anything wrong. We didn’t pull the trigger; we didn’t order them; we didn’t
direct; we didn’t detect.” AWACS – Airborne Warning and Control System. Why
didn’t someone warn? Why didn’t someone control? When asked, “Why didn’t you?”
He later replied, “I don’t know. And that’s something that we’re going to have to live
with for quite a while” (Philips, 1995).
To be fair, the Army helicopters were talking to one controller and the Air Force
F-15s to another. But both controllers were sitting within 10 feet of each other, each
monitored the other’s radio calls, and both were looking at the same visual information on their radar screens. Due to the mountainous terrain and radar line-of-sight
limitations, helicopter radar returns were sporadic. But even so, intermittently between 09.13 and 10.11, and then again almost constantly between 10.23 and 10.28,
AWACS data tapes reveal that the helicopters showed up on the radar screens of both
controllers, as well as on the scopes of all three supervising officers in the plane.
Looking over the shoulders of both controllers was a captain (senior director, SD);
standing next to him was a major (mission crew commander, MCC), and next to him
a lieutenant colonel (airborne command element, ACE) – so important was it that
they didn’t miss anything.
With so many leaders present and so many specialists on board, accident investigators struggled to determine who was responsible for what.
Investigator. Who is responsible on the AWACS for going through the procedures . . . to
identify the hits there?
MCC. Everybody is.
Investigator. Who has primary responsibility?
MCC. I would have everybody looking at it. (Andrus, 1994: TAB V-013, 49–50)
Investigator. In the tactical area of operation on board the AWACS, who has command,
control, and execution responsibilities?
MCC. The answer would be everybody on position in the AWACS crew. (Andrus, 1994:
TAB V-013, 19)
Investigator. If an unknown track popped up . . . whose responsibility would it be to
observe, detect the track and then . . . ?
SD. To initiate, it would be the responsibility of the entire crew. I mean everyone is responsible for hitting up unknowns. (Andrus, 1994: TAB V-014, 24; emphasis added)

How is it possible that when everyone is responsible no one is?
Analysis. Once again, the image is stunning. Similar to the group of paralyzed
doctors gathered around the boy’s bed at Children’s Hospital, here we find a large
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group of highly trained Air Force specialists huddled around radar scopes standing
idly by as two fighters shoot down two friendly helicopters. As a crew they had
plenty of information available to them, and yet for some strange reason they weren’t
able to pull it all together in a meaningful way to prevent the shootdown – one more
example of structurally induced inaction with tragic results.
In the following interview segment we find evidence that several of Latane and
Darley’s psychological processes may have been at work. Sam Donaldson wanted to
know why, after the fighter pilots had radioed the AWACS informing them that they
were about to shoot down two helicopters, no one on board the AWACS did anything to stop them.
SD. Our training is listen, shut up and listen.
Donaldson. Why wasn’t it pertinent to say something to the F-15s, to say fellows, watch
out, there’s some Army helicopters down there?
MCC. What a great call that would have been, if somebody had had the situational
awareness to make that call. But unfortunately, they didn’t.
(Philips, 1995)

Just as in the medical profession, there is a clear status hierarchy within the Air
Force. Sitting atop the pyramid are fighter pilots – steely-eyed warriors; somewhere
near the bottom sit non-rated techno-geeks like our AWACS crew members. You can
imagine the “social inhibition” behind the senior director’s response, “Our training
is listen, shut up and listen.” No way was some lowly AWACS controller going to
risk potential ridicule and embarrassment by interrupting a fighter pilot in the middle
of a combat engagement!
In the same interview, we can also imagine how “social influence” and horizontal
differentiation within the AWACS crew might have combined to break the first two
branches in the bystander decision tree (“notice” and “interpret the event as an
emergency”). Since the helicopters were talking to the “enroute controller” and the
fighters to the “no fly zone controller,” apparently no one on board the AWACS had
the “situational awareness” to pull these two horizontally fragmented sources of
information together in a meaningful way. In addition, not only were 19 specialists
all watching the same radar screens and listening to the same radio conversations,
but no doubt they were also watching each other. Since no one appeared alarmed, then
clearly there was no reason to be alarmed. Surely if trouble was brewing, someone –
either the captain, the major, or the colonel – someone would be doing something!
Finally it’s clear from the interview between the investigator and AWACS leaders
that tracking responsibilities were so diffused that indeed no one may have felt
“personally responsible” for this core task. Apparently it’s not only possible to have
no one responsible when everyone is, but perhaps it’s because everyone is responsible
that no one is. This is the twisted logic behind the psychological process of diffuse
responsibility in a formal organizational context. The ironic fate of our AWACS crew
was in part caused by the commonsense but misguided idea that there is “safety in
numbers.” By telling such a large group of specialists that everybody is responsible,
they may inadvertently have increased the likelihood that no one was.4
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Columbia shuttle imagery decision
The Case. NASA’s space triumphs are legendary. Its astronauts, engineers and scientists
are the stuff of youthful imagination. They are the public’s very image of a cuttingedge, best-in-class, literally “out-of-this-world” technical and scientific organization.
So it was on February 1, 2003 that the world was stunned by the disintegration of
the space shuttle Columbia and the deaths of its seven astronauts.
What follows is an abbreviated account of Columbia’s 17-day voyage with a focus
on one question: why didn’t NASA obtain additional imagery of the shuttle while
in orbit? According to the Accident Investigation Board, three discrete requests for
imagery were made and at least eight “opportunities” were missed.
Flight Day 2: Friday, January 17
Members of the Intercenter Photo Working Group (IPWG) review digitally enhanced
images of the launch and notice a large piece of debris strike the orbiter’s left wing.
Unfortunately, limited camera coverage and poor-quality video prevent analysts
from pinpointing the exact location or extent of the damage. Due to the debris’ large
size and momentum, members of the IPWG are sufficiently concerned to request
additional imagery. IPWG chair, Bob Page, contacts Wayne Hale, shuttle program
manager for launch integration, who agrees to “explore the possibility” of obtaining
additional images using Department of Defense (DOD) assets. [1st request]
Concerned IPWG members also distribute emails containing strike imagery to
hundreds of NASA and contract specialists, sparking a flurry of activity throughout
the organization.
The foam strike is classified as an “out-of-family” event. As a result, standing procedures call for NASA and contract engineers to form a high-level “Mission Evaluation
Room Tiger Team”; a lower-level Debris Assessment Team (DAT) is formed instead.
Flight Days 3 and 4: Saturday and Sunday, January 18–19
Shuttle program managers decide not to work on the debris problem over the weekend.
Boeing engineers do; they run a mathematical modeling tool called “Crater,” which
predicts “damage deeper than the actual tile thickness” (CAIB, 2003: 145). For a variety
of technical reasons DAT analysts largely discount this potentially alarming result.
On Sunday, Rodney Rocha, DAT co-chair, asks a manager at Johnson Space Center
if the shuttle crew has been tasked to inspect the wing. “He [Rocha] never received
an answer” (CAIB, 2003: 145). [missed opportunity 1]
Flight Day 5: Monday, January 20 (Martin Luther King Jr. Day holiday)
DAT holds an informal meeting and decides additional imagery from ground-based
assets should be obtained; the issue is placed on the agenda for Tuesday’s meeting.
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Flight Day 6: Tuesday, January 21

In the first Mission Management Team meeting since Friday, chair Linda Ham shares
her thoughts on the debris issue: “I don’t think there is much we can do so it’s not
really a factor during the flight because there is not much we can do about it” (CAIB,
2003: 147).
Ground personnel fail to ask the crew if they have any additional film of the
external fuel tank separation. [missed opportunity 2]
Considered by program managers to be “an expert” on the thermal protection system
(TPS), Calvin Schomburg emails Johnson engineering managers: “FYI-TPS took a hit
– should not be a problem – status by end of week” (CAIB, 2003: 149). Program
managers later refer to Schomburg’s advice indicating that “any tile damage should
be considered a turn-around maintenance concern and not a safety-of-flight issue,
and that imagery of Columbia’s left wing was not necessary” (CAIB, 2003: 151).
At an unrelated meeting, NASA and National Imagery and Mapping Agency
personnel discuss the foam strike and possible requirements for imagery. “No action
taken” (CAIB, 2003: 167). [missed opportunity 3]
Bob White responds to concerns of DAT members by calling Lambert Austin, head
of Space Shuttle Systems Integration, to ask “what it would take to get imagery
of Columbia on orbit” (CAIB, 2003: 150). Austin phones DOD support office and asks
what is needed to obtain such imagery. Even though Austin is merely gathering
information, DOD begins to work on the request anyway. [2nd request]
In their first formal meeting, DAT analysts decide they need better images. Procedures call for filing such a request through the mission chain of command. Rodney
Rocha, DAT co-chair, emails the request through his own engineering department
instead, “Can we petition (beg) for outside agency assistance?” [3rd request]
Flight Day 7: Wednesday, January 22
Wayne Hale follows up on Flight Day 2 imagery request from Bob Page (the 1st
request). Hale first does this informally through a DOD representative at NASA and
then officially through the Mission Operations Directorate (MOD). Austin informs
Ham of both Hale’s and Austin’s requests, both of which were initiated outside formal
mission chain of command without her knowledge or permission. Ham calls several
senior managers to determine who initiated the requests and to confirm if there was
indeed an official “requirement” for outside imagery support. Failing to locate such a
requirement, Ham halts DOD imagery support, effectively canceling both the IPWG
and DAT requests. [missed opportunity 4]
Mike Card contacts two senior safety officials to discuss the possibility of obtaining DOD imagery support; one considers this an “in-family” event, the other decides
to “defer to shuttle management in handling such a request” (CAIB, 2003: 153).
[missed opportunities 5 and 6]
DAT members meet for the second time and “speculate as to why their request was
rejected” (CAIB, 2003: 157). Caught in a “Catch-22,” DAT needs better data to support
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a “mandatory requirement” for imagery, but needs the imagery to get the necessary
data to support such a request.
Flight Day 8: Thursday, January 23
MOD representative Barbara Conte asks DAT co-chair Rodney Rocha if he would like
her to pursue a ground-based Air Force imagery solution. Rocha declines, believing
that, absent definitive data, there is little chance his DAT could convince already
skeptical program managers to support such a request. Conte later repeats her offer
to Leroy Cain, the STS-107 ascent/entry flight director. Cain responds with the
following email: “The SSP [space shuttle program] was asked directly if they had any
interest/desire in requesting resources outside of NASA to view the Orbiter. They
said, No. After talking to Phil, I consider it to be a dead issue” (CAIB, 2003: 158).
[missed opportunity 7]
NASA thanks USSTRATCOM for its “prompt response to the imagery request” and
asks them in the future not to act unless the request comes through proper channels.
DAT meets for a third time and decides not to raise the imagery request issue in its
upcoming Mission Evaluation Room brief.
Flight Day 9: Friday, January 24
DAT briefs Mission Evaluation Room manager Don McCormack that while many
uncertainties remain, their analysis confirms this is not a safety of flight issue. An
hour later McCormack relays this message to the Mission Management Team.
Flight Days 10–16: Saturday–Friday, January 25–31
DAT members and specialists throughout NASA continue to work on the debris strike
issue and its potential implications. Most engineers still want images of the wing but
are largely resigned to the fact that they will not be able to muster enough data to
support arguments for a “mandatory” requirement, the level of confidence required
by shuttle management to pursue external assets.
On Wednesday, January 29, William Ready, associate Administrator for space
flight, actually declares that NASA would accept a DOD offer of imagery, but since
there is no safety of flight issue, such imagery should only be done on a low-priority
“not-to-interfere” basis. “Ultimately, no imagery was taken” (CAIB, 2003: 166). [missed
opportunity 8]
On Tuesday, January 28, Robert Daugherty, an engineer at Langley Research
Center, sent the following email, “Any more activity today on the tile damage or are
people just relegated to crossing their fingers and hoping for the best?”
Flight Day 17: Saturday, February 1
“At 8:59 a.m., a broken response from the mission commander was recorded: ‘Roger
[cut off in mid-word] . . .’ It was the last communication from the crew and the last
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telemetry signal received in Mission Control. Videos made by observers on the ground
at 9:00:18 a.m. revealed that the Orbiter was disintegrating” (CAIB, 2003: 39).
Analysis. Instead of doctors clustered around a single bed, or controllers packed
into the back of a lone AWACS plane, what we see here are dozens of experienced
managers and highly trained specialists, with multiple disciplinary backgrounds,
belonging to various parts of the organization, with offices geographically dispersed
around the country, all trying to make sense of an operational anomaly. Similar
to our first two cases, the event itself (seizure, fighter engagement, foam strike) is
“noticed”; the challenge is to determine if the foam strike is an emergency worthy of
mustering the organizational will, skill, and resources to act.
What we see here are widely dispersed flurries of activity that never reach a
critical mass sufficient to result in effective action. It’s not that people didn’t try
to act – witness the three requests and eight missed opportunities. In this case it’s
the sheer weight and complexity of an organization that ultimately defeats them.5
Organizational attempts to integrate failed to keep up with steadily increasing
levels of differentiation and specialization. In the following passage, the Accident
Investigation Board summarizes how this “lag” in coordination and connectivity
contributed to defeat the debris assessment process:
The Debris Assessment Team, working in an essentially decentralized format, was wellled and had the right expertise to work the problem, but their charter was “fuzzy,” and
the team had little direct connection to the Mission Management Team. This lack of
connection to the Mission Management Team and the Mission Evaluation Room is the
single most compelling reason why communications were so poor during the debris
assessment.
(CAIB, 2003: 180)

Audience inhibition. No one likes to be embarrassed. Fear of acting “inappropriately”
in an organizational context can significantly dampen concerted action, particularly
if the situation is novel and the appropriate response is unclear. In this case, significant levels of vertical differentiation and accompanying status differentials further
heightened the potential for audience inhibition to play a role in actors’ decisionmaking processes. According to the Shuttle Independent Assessment Team, “the
exchange of communication across the Shuttle program hierarchy is structurally
limited, both upward and downward” (CAIB, 2003: 187). The Accident Investigation
Board also noted an “unofficial hierarchy among NASA programs and directorates
that hindered the flow of communications. The effects of this unofficial hierarchy are
seen in the attitude that members of the Debris Assessment Team held” (CAIB, 2003:
169). Here are two examples where vertical status differences combined with audience inhibition to decrease the likelihood of obtaining imagery, both within the
context of the Debris Assessment Team and its relationship to shuttle management.
On Flight Day 6, Rodney Rocha sent his imagery request up through “engineering
channels” instead of the mission-related chain of command, thus lessening the chances
that it would be taken seriously and garner support. According to the Accident
Investigation Board, the Debris Assessment Team:
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chose the institutional route for their imagery request [because] they felt more comfortable
with their own chain of command. Further, when asked by investigators why they were
not more vocal about their concerns, Debris Assessment Team members opined that by
raising contrary points of view about Shuttle mission safety, they would be singled out
for possible ridicule by their peers and managers.
(CAIB, 2003: 169; emphasis added)

Perhaps the most dramatic example of audience inhibition can be seen in Rocha’s
prophetic email. After learning of management’s decision to cancel his imagery
request, Rocha wrote the following email, printed it out, shared it with colleagues, but
did not send it:
In my humble technical opinion, this is the wrong (and bordering on irresponsible)
answer from the SSP [Space Shuttle Program] and Orbiter not to request additional
imaging help from any outside source. I must emphasize (again) that severe enough
damage . . . combined with the heating and resulting damage to the underlying structure
at the most critical location . . . could present potentially grave hazards. The engineering
team will admit it might not achieve definitive high confidence answers without additional images, but, without action to request help to clarify the damage visually, we will
guarantee it will not . . . Remember the NASA safety posters everywhere around stating,
“If it’s not safe, say so”? Yes, it’s that serious.
(CAIB, 2003: 157)

How ironic that Rocha quotes a safety poster that warns, “If it’s not safe, say so” in
an email where he clearly felt that the orbiter may not be safe, and yet he didn’t “say
so.” He wrote a passionate email, but never sent it. When asked why not, Rocha
replied that “he did not want to jump the chain of command . . . he would defer to
management’s judgment on obtaining imagery” (CAIB, 2003: 157).
Social influence. When you’re in a complex organization trying to figure out
whether action is appropriate or not, a common solution is to look to others to help
define the situation. How are others responding to an event? In this case, the
event was ambiguous, a foam strike that may or may not have damaged the orbiter.
Unfortunately, available data were inconclusive, so NASA personnel turned to each
other in a collective attempt to construct reality. Is this an emergency that warrants
obtaining additional imagery? Here are just a few examples where the behaviors of
high-status managers helped define the situation as one not requiring extraordinary
action – for example, obtaining additional imagery.
From the start, program manager actions helped define the event as one not to
be overly concerned about. For example, their decision to not work the problem
over the first weekend contrasted sharply with that of engineers and signaled their
initial lack of concern for the seriousness of the issue. The Mission Evaluation Room
manager wrote: “I also confirmed that there was no rush on this issue and that it
was okay to wait till the film reviews are finished on Monday to do a TPS review”
(CAIB, 2003: 142; emphasis added). But the social influence didn’t stop there.
The general notion that “it was okay” was further reinforced by Linda Ham’s decision
to not convene Mission Management Team meetings once a day during the mission,

196

Snook and Connor

as was required. Instead, they only met on five out of 16 mission days. When they did
meet, it became even more apparent that senior managers didn’t place a high priority
on the foam strike. For example, during their first meeting, “before even referring to
the debris strike, the Mission Management Team focused on end-of-mission ‘down
weight,’ a leaking water separator, a jammed Hasselbald camera, payload and experiment status, and a communications downlink problem” (CAIB, 2003: 147).
These and more obvious hints, such as the Debris Assessment Team not being
designated a “Mission Evaluation Room Tiger Team” and the eventual cancellation of
imagery requests, all signaled that the foam strike was not something to worry about.
The message wasn’t lost on Boeing analysts, who eventually wondered “why they
were working so hard analyzing potential damage areas if Shuttle Program management believed that damage was minor and that no safety-of-flight issues existed”
(CAIB, 2003: 160).
Diffuse responsibility. Ownership of the “foam or debris” problem within NASA
was confused and diffused. Despite having created a specialized office (Space Shuttle
Systems Integration Office), whose sole responsibility it was to integrate such crossfunctional boundary issues (like foam strikes), in the end, no single office felt as if it
owned this issue.
The Integration Office did not have continuous responsibility to integrate responses to
bipod foam shedding from various offices. Sometimes the Orbiter Office had responsibility, sometimes the External Fuel Tank Office at Marshall Space Flight Center had
responsibility, and sometimes the bipod shedding did not result in any designation of an
In-Flight Anomaly. Integration did not occur.
(CAIB, 2003: 193; emphasis added)

Even the Integration Office couldn’t integrate – everyone owned the debris problem,
and yet no one did. In the end, this lack of clear ownership contributed to organizationally “weak” responses to foam strikes.
As a result of the new organizational and contractual requirements that accompanied the Space Flight Operations Contract, authority in two key areas also became
confused. According to the Accident Investigation Board:
NASA did not adequately prepare for the consequences of adding organizational structure
and process complexity in the transition to the Space Flight Operations Contract. The
agency’s lack of a centralized clearinghouse for integration and safety further hindered
safe operations.
(CAIB, 2003: 187; emphasis added)

Without a “centralized clearinghouse” for these critical activities, responsibility for
them remained diffused across multiple offices, increasing the likelihood of structurally induced inaction.
As a result, no one office or person in Program management is responsible for developing an integrated risk assessment above the sub-system level that would provide a
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comprehensive picture of total program risks. The net effect is that many Shuttle
Program safety, quality, and mission assurance roles are never clearly defined.
(CAIB, 2003: 188; emphasis added)

Another example where diffuse responsibility contributed directly to NASA not
obtaining imagery is found in the structural relationship between the Debris Assessment Team and program mission managers.
Once NASA managers were officially notified of the foam strike classification . . . the
resultant group should, according to standing procedures, become a Mission Evaluation
Room Tiger Team. Tiger Teams have clearly defined roles and responsibilities. Instead,
the group of analysts came to be called a Debris Assessment Team. While they were the
right group of engineers working the problem at the right time, by not being classified
as a Tiger Team, they did not fall under the Shuttle Program procedures described in
Tiger Team checklists, and as a result were not “owned” or led by Shuttle Program
managers. This left the Debris Assessment Team in a kind of organizational limbo . . .
(CAIB, 2003: 142; emphasis added)

Had this key group of analysts been designated as a Tiger Team in accordance
with NASA policy, not only would its members have had “clearly defined roles” and
“checklists” to guide them, but their work would also have been “owned” by mission
managers. Had program managers clearly owned this team’s work, responsibility to
obtain additional imagery would have fallen squarely onto their powerful shoulders.
Instead, the Debris Assessment Team fell into a “kind of organizational limbo,”
responsibility for their findings and recommendations became diffused, and effective action was ultimately defeated.6
Decision tree. The Columbia case also highlights the non-linear, recursive nature of
Latane and Darley’s 4-step decision tree (see figure 10.2). Just because the branches
are numbered doesn’t mean that in practice we don’t move forward and circle back
multiple times as we struggle to make sense. For example, once NASA engineers
“noticed” the foam strike, they did not immediately “interpret it as an emergency.”
In fact, this whole case centers on resolving this interpretation. How confident you
are in the seriousness of the foam strike as a real emergency will no doubt have an
influence on how responsible you feel for dealing with it. Similarly, how “responsible
you feel for dealing with it” will influence how much effort you may put into
resolving your interpretation. If you were solely responsible for foam strikes, no
doubt you would be more “concerned” with making a valid interpretation of the
event than if you felt less ownership for it.
Finally, your take on step 4 might also influence how you work your way through
steps 2 and 3. If you didn’t “possess the necessary skills or resources to act” you might
be less likely to interpret the event as an emergency or feel personally responsible for
dealing with it. There is reason to believe that a perceived lack of organizational
capability – possessing the necessary skills and resources to act – may have shaped
NASA managers’ interpretations and personal sense of responsibility for this event.
For example, the Accident Investigation Board obtained the following personal note
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that illustrates the iterative nature of this process: “Linda Ham said it [imagery] was
no longer being pursued since even if we saw something, we couldn’t do anything
about it. The Program didn’t want to spend the resources” (CAIB, 2003: 154).
There are several potentially relevant “resources” in play here. First, if managers
didn’t think that they could repair serious damage to the shuttle while in orbit, then
what was the point of obtaining additional imagery? Second, if NASA personnel
were not optimistic about DOD’s ability to obtain analytically useful imagery (highresolution) on an orbiting shuttle, then why jump through hoops to request it? Finally,
NASA leadership appears to have had little experience upon which to base these
perceptions about in-flight repair and imaging capabilities:
no individuals in the STS-107 operational chain of command had the security clearance
necessary to know about National imaging capabilities. Additionally, no evidence has
been uncovered that anyone from NASA, United Space Alliance, or Boeing sought to
determine the expected quality of images and the difficulty and costs of obtaining
Department of Defense assistance.
(CAIB, 2003: 154)

Based on this logic, it’s possible that shuttle management’s pessimistic perceptions
about both DOD’s imagery capabilities and their own in-flight repair capacity may
have unconsciously influenced their interpretation of the foam strike as a turnaround
maintenance issue and not a safety of flight concern, thus helping to explain their
reluctance to obtain additional imagery.

CONCLUSION
The increasingly fragmented nature of hyper-complex, cutting-edge organizations
creates a special challenge for leaders. While the dynamics that drive differentiation
occur almost naturally in pursuit of progress, parallel demands to achieve corresponding levels of integration appear to present a much more difficult test. Classical
organizational theorists recognized the fundamental nature of this structural problem
and sounded early warnings. Social psychologists observed troubling patterns of
inaction and added a layer of depth to our understanding. By offering a comparative
analysis of three disturbing cases, we simply want to draw attention to how the very
nature of modern, complex organizations might further exacerbate what is already a
difficult leadership challenge – how high levels of organizational differentiation can
increase the psychological impact of bystander inaction mechanisms in ways that
induce troubling organizational inaction.
Is structurally induced inaction the unavoidable price of progress? Unfortunately,
the social and psychological roots of inaction appear to be deeply rooted in our
psyches. In their article reviewing ten years of bystander inaction studies, Latane and
Nida conclude:
To our knowledge, however, the research has not contributed to the development of
practical strategies for increasing bystander intervention. Although the original experiments
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and the continuing interest in the topic were certainly stimulated, at least in part, by the
dramatic, real-world case of the failure of 38 witnesses to intervene in or even report
to the police the murder of Kitty Genovese, none of us has been able to mobilize the
increasing store of social psychological understanding accumulated over the last decade
to devise suggestions for ensuring that future Kitty Genoveses will receive help.
(1981: 322)

Solutions offered by organizational theorists Lawrence and Lorsch are no more
encouraging. In their classic 1967 article, “New Management Job: The Integrator,”
they “suggest that one of the critical organizational innovations will be the establishment of management positions, and even formal departments, charged with the task
of achieving integration” and predict the “emergence of a new management function
to help achieve high differentiation and high integration simultaneously” (Lawrence
and Lorsch, 1967: 142). From the looks of NASA’s organizational chart, they were at
least partially correct in their prediction. NASA actually has a “Space Shuttle Systems
Integration Office.” There are senior managers at NASA whose sole responsibility it is
to integrate the often far-flung, highly specialized contributions of deeply trained,
but often narrowly focused, technical specialists. And yet, the Accident Investigation
Board concluded, “Over the last two decades, little to no progress has been made
toward attaining integrated, independent, and detailed analyses of risk to the Space
Shuttle System” (CAIB, 2003: 193).
There is only so much you can learn from three case studies. Our intent here is
not to offer a grand theory or even to suggest a solution, but rather to use three
tragic stories to remind us of one of the most fundamental challenges of organizing:
whatever you divide you have to put back together again. The more divided, the
more effort required to rejoin. On the surface, this appears to be a simple proposition.
But in practice, particularly in the types of organizations found in our three cases,
there is nothing simple about it. Comparing three cases and combining a few insights
from classical social science, we also hoped to shed some new light on the mystery
that is the space shuttle Columbia. For leaders of best-in-practice, cutting-edge
organizations like NASA, the challenge remains: how can all the King’s horses and
all the King’s men help six blind men from Indostan see an elephant for what it
really is?

NOTES
1 In 1965, in the Kew Gardens section of New York City, Catherine “Kitty” Genovese was
returning home from work at 3 in the morning when she was viciously attacked outside of
her apartment building. From their windows, a total of 38 neighbors watched in horror for
over 30 minutes as she was beaten to death. No one came to her assistance; no one even
called the police. This incident made national headlines and eventually sparked an interest
in the social psychological conditions that contribute to such inaction.
2 In their review of ten years of research on group size and helping, Latane and Nida
specifically examined the impact that situational ambiguity has on the social inhibition
to act. Not surprisingly, they conclude that “the social influence processes leading to the
inhibition of helping are more likely under relatively ambiguous conditions than in situations
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in which it is clear that an emergency has occurred and that help is needed” (Latane and
Nida, 1981: 314).
See Friendly Fire (Snook, 2000) for a detailed account of how multiple, cross-cutting
individual, group, and organizational dynamics contributed to the shootdown.
For a more detailed treatment of how “diffuse responsibility” may have contributed to the
shootdown, see Snook, 2000: 119–35.
For a detailed analysis of how highly differentiated NASA had become following the
transition to Space Flight Operations Contract, see CAIB, 2003: 187–9. For example, “New
organizational and contractual requirements demanded an even more complex system of
shared management reviews, reporting relationships, safety oversight and insight, and
program information development, dissemination, and tracking” (p. 187).
Imagine how this story might have played out differently had the Debris Assessment Team
been correctly designated as a Tiger Team. Instead of forwarding his team’s request for
imagery through engineering channels that he felt more “comfortable” with, DAT co-chair
Rodney Rocha would have had structurally facilitated, direct access to the mission chain of
command. There is a decent chance that responsibility for obtaining the images would not
have become diffused and ultimately lost in a complex bureaucratic hierarchy.
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DATA INDETERMINACY:
ONE NASA, TWO MODES
Roger Dunbar and Raghu Garud

In the early morning of February 1, 2003, the incoming Columbia shuttle flight 107
started re-entry into the earth’s atmosphere. At 8.54:24, however, Mission Control
noticed that the hydraulic sensors on the left wing had failed. The spacecraft was
committed to re-enter the earth’s atmosphere, was traveling at around Mach 23, and
its wing temperature was set to rise to over 2,800 degrees Fahrenheit. Mission
Control simply watched as the spacecraft disintegrated.
An investigative board highlighted the importance of a specific technical event
during the shuttle launch, i.e., a block of insulation foam around 640 cubic inches in
size fell off and struck the underside of the orbiter’s left wing, breaking several
protective tiles and most likely compromising its thermal coating skin. When the
spacecraft re-entered the earth’s atmosphere 16 days later, hot plasma gas flowed
directly into the spacecraft, setting off chain reactions that destroyed the shuttle’s
systems and crew. Several NASA managers had realized during the launch that this
destruction might be possible. They asked that some checks be carried out, but most
were never done.
Although the Accident Investigation Board identified the specific technical events
that caused the orbiter’s physical destruction, it also suggested that the tragedy
involved critical organizational issues. Since the earliest shuttle launches, blocks of
foam had fallen and struck the orbiter, potentially damaging its thermal protection system. Despite these events, NASA had continued to fly shuttles, including Columbia.
What were NASA’s managers doing?
Vaughan (1996) described how, over time, a process she calls “normalization of
deviance” became a NASA routine. Deviance normalization accepts that unexpected
events occur. It then requires NASA managers to classify unexpected events as being
“in-family” or “out-of-family” and involving “not safety of flight” or “safety of
flight” issues. By defining “in-family” and “not safety of flight” issues as “acceptable
risks,” managers can permit launches, helping NASA maintain its flight schedule
commitments.
In this chapter, we deconstruct the processes and actions that impacted the illfated STS-107 shuttle (the Columbia) flight. Our general argument is that alternative
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organizing modes for managing distributed organizational knowledge ensure data
indeterminacy. We begin by explaining how knowledge in organizations is distributed across different organizational elements, making alternative organizing
modes possible. One organizing mode emphasizes the use of knowledge in support of
exploration. A second organizing mode emphasizes the use of knowledge in support
of predictable task performance. Depending on the organizing mode that an organization relies upon, pieces of knowledge are pulled together in different ways to
generate an organizational response.
We use the story of shuttle flight STS-107 to show how, when people process realtime data, ongoing events have different meanings in different parts of an organization.
We also highlight how understandings that are appropriate for achieving predictable
task performance may be directly at odds with understandings that are appropriate for
exploration. We show that as individuals operating in real time attempt to accommodate both organizing perspectives simultaneously within a distributed knowledge
system, the significance of available real-time data becomes indeterminate so that
ways to react or respond become impossible to discern. In situations that demand high
reliability because of the potential high cost in human life, the emergence of indeterminacy can have disastrous consequences, as was the case with STS-107.

DISTRIBUTED KNOWLEDGE: PEOPLE, TECHNOLOGIES, RULES,
AND METRICS
Where exactly is knowledge and understanding located within an organization?
There is growing acceptance of the idea that, rather than being somehow shared in
organizations, knowledge is fundamentally distributed across different organizational
elements (Hutchins, 1995). It is distributed not just across and within people but also
in organization technologies and their designs, in the rules and procedures that are
used to identify contexts and mobilize actions, and in the metrics and tools that are
used to determine and assess value (Garud and Rappa, 1994; Callon, 1998). Table
11.1 identifies a set of organization elements each of which contains different pieces
of distributed organizational knowledge.
If an organization is to use its knowledge to generate value, the elements that
contain distributed knowledge must somehow cohere. Coherence evolves as people
in organizations choose specific metrics and install procedures to use and combine
knowledge from different elements to achieve value according to these metrics.
Table 11.1 Distributed arrangements
People
Technologies
Organizational
routines
Metrics

Different perspectives and different levels of inclusion
Knowledge is embedded in technological artifacts
Establish the decision context and the temporal rhythm for coordination
Shape what is measured, what is acceptable and what is not acceptable
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Metrics and contribution combinations change, however, as new tasks appear, and
new tasks often appear as procedures applied to technologies achieve unexpected
results. Metrics may also change due to outside interventions, as when people representing new interests are brought into an organization. An organization’s distributed
knowledge is able to combine and cohere in an evolving way, enabling what an
organization does and how it does it to adapt and change.
Given that metrics have been agreed upon, Tsoukas observed: “The key to achieving coordinated action does not so much depend on those ‘higher up’ collecting more
and more knowledge, as on those ‘lower down’ finding more and more ways of
getting connected and interrelating the knowledge each one has” (1996: 22). Effective coherence requires not just that people as knowledgeable agents cooperate but
also that they and an organization’s technologies are embedded within a larger set of
procedures that reflect broader knowledge sources enabling and constraining action
so that an organization achieves value according to its metrics. Effectiveness depends
on how the knowledge distributed across all organizational elements is pulled together in a particular situation.

LINKING ORGANIZING MODES AND DISTRIBUTED KNOWLEDGE
An organizing mode is a normative orientation that facilitates a particular way of
using organizational knowledge. An organizing mode highlights what is significant
for an organization, mobilizes energy to facilitate what is significant, and enables
sanctions to maintain what is significant. Specifically, organizing modes direct that
knowledge located in an organization’s distributed elements – people, technologies,
procedures, and metrics – should be used for a particular purpose in a specific and
mutually reinforcing way.

Organizing in exploration mode
To illustrate how an organizing mode influences the development and use of knowledge, we consider 3M Corporation. As innovation is the central aspect of 3M’s
corporate identity, 3M’s organizing mode for managing distributed knowledge should
consistently support innovation.
Table 11.2 Distributed arrangements for exploratory mode
People
Technologies
Organizational
routines
Metrics

Fluid participation in order to incorporate different and changing
perspectives
Anomalies allow new technologies and new understandings to emerge
Emphasize exploration and experimentation to promote understandings
Emphasize assessments of change and development
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The story of Post-It Notes identifies 3M’s organizing mode and illustrates how it
works. In 1969, while Spencer Silver was conducting experiments in search of a
more permanent adhesive, he “stumbled” upon a new substance – glue that did not
glue. While Silver admired the structural properties of the new substance under a
microscope, he could not imagine how it might be useful:
“People like myself get excited about looking for new properties in materials. I find that
very satisfying, to perturb the structure slightly and just see what happens. I have a hard
time talking people into doing that – people who are more highly trained. It’s been my
experience that people are reluctant just to try, to experiment – just to see what will
happen!”
(Nayak and Ketteringham, 1986: 57–8)

Silver was obviously not concerned that his new compound might threaten 3M
product markets or lead to restrictions on his innovative efforts, but Nayak and
Ketteringham (1986: 61) could see such implications: “In this [3M] atmosphere,
imagining a piece of paper that eliminates the need for tapes is an almost unthinkable leap into the void.”
How does 3M’s organizing mode encourage research scientists to uninhibitedly
explore technology, focusing exclusively on the knowledge implications? Accounts
mention two procedures. The first, the 15 percent rule, requires researchers to spend
up to 15 percent of their time on their own projects, exploring ideas unrelated
to regular 3M assignments. The 15 percent rule supports not just exploration but
“institutionalized rebellion” (Coyne, 1996), which is consistent with another 3M
belief: “It is more desirable to ask for forgiveness than for permission” (3M, 1998).
3M’s openness to all new findings celebrates the philosophy of William McKnight,
3M’s legendary CEO, who said:
“Those men and women to whom we delegate authority and responsibility . . . are going
to want to do their jobs in their own way . . . Mistakes will be made, but if a person is
essentially right, the mistakes he or she makes are not as serious in the long run as the
mistakes management will make if it is dictatorial and undertakes to tell those under its
authority exactly how they must do their job.”
(Coyne, 1996: 10)

The second procedure involves “bootlegging” – a firm-wide understanding that 3M
employees can use any and all of the firm’s equipment and facilities for whatever
purpose they want during off hours and on weekends. This unrestricted access enables
3M employees to carry out new experiments and develop and explore new ideas.
Bootlegging reportedly occurs most often when a product concept lacks official support
but committed 3M employees continue to pursue it enthusiastically and passionately.
“At 3M we’ve got so many different types of technology operating and so many experts
and so much equipment scattered here and there, that we can piece things together
when we’re starting off. We can go to this place and do ‘Step A’ on a product, and
we can make the adhesive and some of the raw materials here, and do one part over
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here, and another part over there, and convert a space there and make a few things that
aren’t available.”
(Nayak and Ketteringham, 1986: 66–7)

The pursuit of bootlegging requires individual “tenacity” because in exploring, researchers often hit dead ends. Yet at 3M a dead end is seen as another positive event:
“We acknowledge that failure is part of life . . . and we expect failure on a grand scale.
For every 1,000 raw ideas, only 100 are written up as formal proposals. Only a fraction
of those become new product ventures. And over half of our new product ventures fail.
Yet, without these dead ends, there would be no innovation.”
(Coyne, 1996: 12)

Post-It Notes took 12 years to develop, and often Silver embarked on collaborations
designed to draw on knowledge in different domains. New insights can be disorienting, however, as the status of new knowledge is always unknown. Yet in exploration
mode, emerging insights are the knowledge drivers that lead to development and
change. Silver said: “I’ve always enjoyed crossing boundaries. I think it’s the most
exciting part of the discovery process . . . when you bring two very different areas
together and find something completely new” (Lindhal, 1988: 16). Another 3M
manager described how people experience exploration and how metrics are introduced to guide the process:
“Among other things, it means living with a paradox: persistent support for a possible
idea, but not foolishly overspending because 3M, above all, is a very pragmatic company. It typically works this way: The champion, as his idea moves out of the very
conceptual stage and into prototyping, starts to gather a team about him. It grows to
say 5 or 6 people. Then, suppose (as is statistically the likely case) the program hits a
snag. 3M will likely cut it back quickly, knock some people off the team. But as the
mythology suggests, the champion – if he is committed – is encouraged to persist, by
himself or perhaps with one co-worker at say a 30 percent or so level of effort. In most
cases, 3M has observed that the history of any product is a decade or more long before
the market is really ready. So the champion survives the ups and downs. Eventually,
often the market does become ripe. His team rebuilds.”
(Peters and Waterman, 1982: 230)

Exploration takes time. While new insights can provide options for dealing with
future issues, it is difficult to identify specific value that has an immediate impact on
profits or market share. 3M does not try to identify such impact. Instead, 3M research
scientists adopt a long-term perspective and consider how broad product families
might benefit from their new ideas. They use developmental milestones to evaluate
exploration efforts.
What does 3M tell us about organizing in exploration mode? It suggests that such
organizations value experimentation highly because finding explanations for anomalies
is a crucial step in knowledge development. People explore to see “what might happen”
and encounter “dead ends” that are also valuable in increasing their knowledge.
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Table 11.3

Distributed arrangements for normal mode

People
Technologies
Organizational routines
Metrics

Partitioned roles based on fixed understandings that support
normal states
With anomalies minimized, technology appears to be stabilized
Exploit existing understandings to enhance reliable performance
Emphasize well-defined and predictable performance

Procedures like the 15 percent rule and bootlegging encourage exploration, and
people further enhance their chances of finding new ideas by seeking input from new
domains. Evaluation metrics focus on development processes and project milestones,
and they do not try to assess the impact on current results.

Organizing in predictable task-performance mode
An alternative but different organizing mode centers attention on efficiency and
predictable task performance. In this organizing mode, knowledge is again distributed across the people, technologies, procedures, and metrics of an organization
(table 11.3) but the task to be carried out is specific and known and so organizations
can assess efficiency and expect predictability.
Hutchins (1995) provides an example with his ethnographic description of how a
task, navigating a ship, is carried out. The knowledge needed for this task is distributed across members of the ship’s navigation team, the technologies it uses, its
routines and procedures, and its assessment processes. While the captain determines
the course, midshipmen make sightings, record bearings, time readings, plot the
course, and so on. Each person on the team makes a critical contribution. Each action
taken is critically determined by the knowledge implicit in the designs of the navigation instruments, the knowledge behind the routines that team members use, and the
knowledge reflected in the assessment processes that are the basis of performance
evaluations. Team members are required to adhere exactly to the team’s routines
and procedures because, as bearings are taken, recorded, and analyzed correctly at
scheduled, temporally ordered intervals, the team’s navigation knowledge is systematically pulled together. Continuously, the captain knows where his ship is and can
direct where it should go.
Predictable task performance requires that when people use technologies they must
adhere strictly to established procedures and metrics. This approach is consistent
with “scientific management” principles and their objective, which is “to increase
productivity by streamlining and rationalizing factory operation from cost accounting and supervision to the dullest job on the shop floor” (Zuboff, 1984). Predictable task
performance depends fundamentally on the knowledge built into machine designs.
As more human skills are transferred to machines and as machines are developed
that extend human abilities by incorporating capacities that humans have never had,
expanded and predictable task performance becomes realistic and a possibility for
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continuing future development. This ongoing process has generally reduced the
complexity that is dealt with by people, and increased the complexity that is faced
by organizations.
With the growing complexity and size of factories, expanding markets that exerted
a strong demand for an increase in the volume of production, and a rising engineering
profession, there emerged a new and pressing concern to systematize the administration,
control, coordination and planning of factory work.
(Zuboff, 1984: 41)

As tasks become more complex, machines incorporate more knowledge to do more
things supported by appropriate procedures and metrics. In turn, this opens up new
possibilities for what people in organizations can direct and machines can achieve.
As the emphasis in this context is on achieving predictable task performance, “faster,
better, cheaper” often becomes management’s guiding mantra. Given such an organizing mode, experimentation will not be allowed, as it is standardized, repeated
operations using known technologies in established ways that enable predictable and
productive task performance.

NASA PRIOR TO STS-107
These observations on alternative organizing modes serve as background to help
explain some of the challenges that NASA confronted prior to and during the
STS-107 disaster. Early in its history, NASA was described as embodying a “can-do”
technical culture organized in exploration mode. Vaughan, for example, described
NASA as having: “a commitment to research, testing and verification; to in-house
technical capability; to hands-on activity; to the acceptance of risk and failure; to
open communications; to a belief that NASA was staffed with exceptional people; to
attention to detail; and to a ‘frontiers of flight’ mentality” (1996: 209).
After the success of the Apollo program, however, it became increasingly difficult
for NASA to obtain resources from Congress (CAIB, 2003). Vaughan (1996) reported
that, by the 1980s, the “can-do” culture had given way to a “must-do” culture where
the emphasis was on accomplishing more with less. NASA’s rhetoric made extravagant claims, suggesting, for example, that NASA was about to achieve “the goal of
a ‘space bus’ that would routinely carry people and equipment back and forth to a
yet-to-materialize space station.” According to Vaughan, “A business ideology emerged,
infusing the culture with the agenda of capitalism, with repeating production cycles,
deadlines, and cost and efficiency as primary, as if NASA were a corporate profit
seeker” (1996: 210).
This new organizing mode emphasized objective data and predictable task performance. For instance:
The emphasis was on science-based technology. But science, in FRR [Flight Readiness
Review] presentations required numbers. Data analysis that met the strictest standards of
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scientific positivism was required. Observational data, backed by an intuitive argument,
were unacceptable in NASA’s science-based, positivistic, rule-bound system. Arguments
that could not be supported by data did not meet engineering standards and would not
pass the adversarial challenges of the FRR process.
(Vaughan, 1996: 221)

Then came the Challenger disaster. One of the seven individuals on board, Christa
McAuliffe, a schoolteacher, was to “teach schoolchildren from space.” A mission that
was to celebrate the normality of predictable task performance in space turned
tragically into a mission that reminded everyone of the terrors of exploring space.
Vaughan (1996) offers several explanations. One draws on Perrow’s (1984) theory of
“normal accidents” and suggests that, when operating systems have interactively
complex and tightly coupled elements, accidents are inevitable. The space shuttle
was clearly a complex technology that included 5,396 individual “shuttle hazards,”
of which 4,222 were categorized as “Criticality 1/1R.”1 The complexity of the interactions that could occur between these identified hazards and some of their interdependent couplings could only increase during such a crisis, making gruesome
consequences increasingly likely.
To some extent, however, a predictable task performance organizing mode masks
this complexity because, rather than using distributed knowledge to acknowledge
and then explore anomalies, procedures often deny or ignore anomalies with the
intention of generating at least an appearance of operational predictability (Vaughan,
1996). When developmental technologies are put to use, however, the anomalies
they generate eventually have to be dealt with. NASA had responded to anomalous
performance by stretching standards and granting waivers, all of which made it
possible for the spacecraft to continue to operate, perpetuating an impression of
predictable task performance.2
Vaughan (1996) noted that, after the Challenger accident, the shuttle was no
longer considered “operational” in the same sense as a commercial aircraft and that
NASA continued to combine organizing modes. In 1992, for example, Daniel Goldin,
the incoming NASA Administrator, insisted that a reorganized NASA would do things
faster, better, and cheaper without sacrificing safety. Goldin’s approach implies that
at the highest levels of NASA there was a lot of emphasis placed on increasing
efficiency and ensuring predictable task performance (CAIB, 2003: 103). Similarly in
2001, Goldin’s successor, Sean O’Keefe, tied future Congressional funding to NASA’s
delivery of reliable and predictable shuttle flight performance in support of the
International Space Station. Such a promise implied a high ability to maintain
predictable task performance – similar to what one might achieve, for example, in
managing assembly-line production.

FLIGHT STS-107
Strapped for resources, committed to maintaining a demanding launch schedule in
support of the International Space Station that many managers knew could not be
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met, and with parts of itself committed to different organizing modes, NASA faced
the series of events that emerged over the 14-day flight period of flight STS-107 and
culminated in the destruction of the shuttle and its crew. Figure 11.1 charts how, for
the first nine days of the 14-day flight, events unfolded and interactions occurred
between different NASA groups, and the various technologies, procedures, metrics,
and tools that comprised the elements of NASA’s distributed knowledge system.
Figure 11.1 is not intended as a complete set of events and responses that occurred
over this period. Rather, it is a set chosen to illustrate and summarize the sequence
of events mentioned in our narrative that, in turn, highlights how indeterminacy
came to dominate NASA’s distributed knowledge system.

Foam shedding
The most critical event for STS-107 occurred around 82 seconds into the flight. One
large object and two smaller objects fell from the left bipod area of the external tank
and the large object then struck the underside of the orbiter’s left wing. Although videos
and high-speed cameras captured this event, the image resolution was fuzzy. Only
when images with better resolution became available the next day did it actually
become evident that something significant could have happened. The new images
were also not completely clear and so questions continued to surround the event.
The intention of the original shuttle design was to preclude foam shedding and
make sure that debris could not fall off and damage the orbiter and its thermal
protection system (TPS). On many shuttle flights, however, objects have fallen from
the external tank and some have hit the orbiter’s left wing damaging parts of the
TPS. Over time NASA has learned that, by making repairs after each flight, it can
take care of this damage.

Categorizing foam shedding
On several shuttle flights, chunks of foam have fallen from the external tank’s
forward bipod attachment as occurred on STS-107. Early on, these events were
classified as “in-flight anomalies” that had to be resolved before the next shuttle
could launch. After the orbiter was repaired following a foam-loss event in 1992,
however, it was determined that foam shedding during ascent did not constitute a
flight or safety issue, and so the assessment metrics changed. For many managers,
foam loss became an “acceptable risk” rather than a reason to stop a launch. Nevertheless, the foam shedding that occurred during the launch of flight STS-107
attracted the attention of the Intercenter Photo Working Group. Concerned with the
size of the debris and the speed at which it was moving, the Intercenter Photo
Working Group anticipated a wider investigation that would explore the incident and
so it requested additional on-orbit photographs from the Department of Defense.
The Intercenter Photo Working Group classified the STS-107 foam loss as an “outof-family event,”3 meaning it was something unusual that they had not experienced
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a flight safety issue or not
Cameras unreliable and
provide unclear pictures
for analysis
Results from use of tool
are inconclusive

Lowered urgency of
action in response to
foam-shedding event
Routing request via JSC
Eng. reduces its salience.
Rocha’s concerns remain
unresolved

Because it is not
designated a
“Tiger Team,” DAT
issues are not given
priority by mission
control managers

Action requires approval
of Mission Management

The foam strike was
seen as more of a threat
to the shuttle schedule
rather than a direct
threat to STS-107

Indeteminate event due
to interactive complexity

Never activitated

Routing of image requests
outside regular chain
of command leads to
unclear importance

Scheduled launches,
already behind, will be
backed further
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before and they wanted to obtain more data to explore it further. As it was not clear
to the group whether or not it posed a “safety-of-flight issue,”4 they asked for foamloss events on earlier flights to be classified as in-flight anomalies so that they could
get historical data to examine and explore previous events. Tracing out the classifications used to sort, order, and distinguish everyday events helps an organization to
understand the events it faces and their significance (Bowker and Star, 1999). The
outcomes of such sorting processes manifest themselves not only in event classifications but also in metrics used to evaluate events. They are a part of the organizational
knowledge that accumulates over time. They not only determine appropriate responses
to events but they also contribute to the evaluation criteria used to set the stage
for new rounds of classification that will guide responses to emerging events faced
on future flights.
However, other groups in NASA classified the foam-loss event observed during the
launch of STS-107 in different ways. These different classifications were not simply
semantic exercises. Rather, different metrics led to different ways of classifying the
anomaly and, in turn, such an evaluative classification established a critical link to
the procedures that NASA would use in response to this and other emerging events.
The CAIB report (2003: 121–74) suggests that, from the beginning, those in Mission
Control interpreted the foam-loss event as being in the “in-family” category, a “turnaround” rather than a “safety-in-flight” issue. They were often most concerned about
how actions and delays in dealing with issues arising from flight STS-107 might
reduce NASA’s ability to meet downstream schedules and commitments.
The CAIB report also states that other groups in NASA classified the foam-loss
event as an “out-of-family” event. These included the Intercenter Photo Working
Group and several of Boeing’s engineering analysts. The latter described the event as
“something the size of a large cooler [that] had hit the Orbiter at 500 miles per hour.”
These groups wanted more information about the foam strike, specifically on-orbit
photographs, so that they could check and determine by direct observation whether
or not the event posed a safety of flight issue.

Deciding on a response
An organization with institutionalized processes for the identification of out-offamily events is reflexive enough to realize that the significance of emergent events
is not always known. Given the recognition that organization members might identify an event as “out-of-family,” NASA had prepared pre-programmed responses for
handling such an occurrence. If an emergent event was classified as “out-of-family,”
its procedures required the automatic formation of an assessment team to lead an
in-depth examination of the event.
Depending on exactly how the event was classified, however, an assessment team
could be appointed at different status levels. For incidents that were out-of-family,
the routine stipulated the appointment of a “Tiger Team” that would have wide and
extensive authority to ask questions and get things done in order to find out quickly
what had occurred. For incidents that were in-family, in contrast, an assessment
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team with less authority could be appointed with the expectation that it could take
more time to work out what had occurred and that their report could be made on a
specific but less urgent date.
In the case of STS-107, some groups involved in NASA’s distributed knowledge
system classified the falling foam as an out-of-family event while others, including
Mission Control, thought it should be classified as an in-family event. Their preferences
reflected the different metrics that were part of their different organizing modes.
As Mission Control had ultimate overall charge, they made a unilateral decision to
appoint a lower-status Debris Assessment Team (DAT), as was consistent with their
assessment that they were dealing with an in-family event. This was even though
another part of NASA – the Intercenter Photo Working Group – had already classified
the event as out-of-family and, according to NASA’s procedures, a reclassification
that leads to a different status for the investigating team should not occur. As the
DAT did not have “Tiger Team” status, it had no authority to carry out the preprogrammed actions and checklists that become a part of Mission Control’s procedures when a Tiger Team is appointed. “This left the Debris Assessment Team in a
kind of organizational limbo, with no guidance except the date by which Program
managers expected to hear their results: January 24th” (CAIB, 2003: 142).

Developing a response
As there were no in-place procedures to help DAT build up its knowledge of what
had occurred in the foam strike, DAT improvised, seeking insights wherever it could
find them. For example, the group used a mathematical modeling tool called “Crater”
to assess what the damage to the wing might be. While the use of this tool was
inappropriate in that it was calibrated to assess damage caused by debris of a much
smaller size than that which was estimated to have hit the underside of Columbia’s
wing (1 cubic inch vs. over 600 cubic inches), it was one of the few tools available.
It was also the first time that the tool had been used to assess damage to a flight that
was still in orbit. Crater model analyses were designed to be conservative, i.e., given
alternative statistical errors the analyses minimized the likelihood of failing to identify a “safety in flight” problem.
The prediction from the Crater model analysis was that the debris might well have
compromised the underside of the wing, generating an “out-of-family” event that on
re-entry could expose the shuttle to extremely high temperatures. However, having
obtained a disturbing assessment, the DAT team then sought to discount the prediction. They reasoned that, as the tool was conservative, its design was to avoid
missing a safety in flight issue. Statistically, then, the model might be making a
false-positive identification of a safety in flight problem. Second, they reasoned that
the Crater model did not factor in the additional padding that STS-107 had packed
on the underside of its wing. To explore the effectiveness of this additional padding,
however, the engineers had to determine the location and angle of the foam strike
impact. A “transport” analysis surfaced a scenario whereby the foam strike likely hit
at an angle of 21 degrees. Would such a strike compromise the reinforced carbon
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carbon (RCC) coating the wing? To answer this question, DAT resorted to another
mathematical model calibrated to assess the impact of falling ice. It predicted that
strike angles greater than 15 degrees would result in RCC penetration and portend
disaster. However, as foam is not as dense as ice, DAT again decided to adjust the
analysis standards. These steps led it to conclude that a foam strike impact angle of
up to the suspected 21 degrees might not have penetrated the RCC. The CAIB report
states: “Although some engineers were uncomfortable with this extrapolation, no
other analyses were performed to assess RCC damage” (2003: 145).
In addition to the on-orbit photographs that had been requested by the Intercenter
Photo Working Group, DAT initiated its own requests for on-orbit photographs. Rather
than following the chain of command through Mission Control, however, DAT requested
the imagery through an Engineering Directorate at Johnson Space Center, a group that
DAT’s leader was familiar with. The fact that the request for on-orbit photographs
was made by an engineering unit rather than by Mission Control’s flight dynamics
officer signaled to Ham, the STS-107 flight controller, that the request was related to
a non-critical engineering need rather than to a critical operational concern. Acting
for Mission Control, therefore, she canceled the request to the Department of Defense
for on-orbit images. Ham’s action terminated the requests for on-orbit photographs
made by both the Intercenter Photo Working Group and DAT (CAIB, 2003: 153).
DAT did not realize that, in canceling the request, Ham had not known that it
was a DAT request. She reported that she terminated the request based simply on
its source that was not DAT. Although DAT members did not know about this
confusion, they did know that Ham had turned down their request. They also knew
that, from the start, Mission Control had wanted to classify the foam strike event as
“in-family,” a classification that would also nullify their request for on-orbit photos.
DAT, therefore, was put in the “unenviable position of wanting images to more
accurately assess damage while simultaneously needing to prove to Program managers, as a result of their assessment, that there was a need for images in the first
place” (CAIB, 2003: 157). In other words, the DAT team felt caught in a Catch-22
bind where they were required to show objective evidence for a safety in flight issue,
i.e., on-orbit photos, but in order to get this evidence they first had to provide other
convincing evidence demonstrating that there was a safety in flight issue.
Engineers and DAT members continued to be concerned. A structural engineer in
the Mechanical, Maintenance, Arm and Crew Systems, for example, sent an email to
a flight dynamics engineer stating: “There is lots of speculation as to extent of the
damage, and we could get a burn through into the wheel well upon entry.” The
engineer leading DAT, Rodney Rocha, wrote an email that he did not send because
“he did not want to jump the chain of command”:
In my humble technical opinion, this is the wrong (and bordering on irresponsible)
answer from the SSP and Orbiter not to request additional imaging help from any outside
source . . . The engineering team will admit it might not achieve definitive high confidence
answers without additional images, but, without action to request help to clarify the damage
visually, we will guarantee it will not.
(CAIB, 2003: 157)

Data Indeterminacy 215
Despite the fact that parts of the distributed knowledge system wanted to find out
more about the damage the foam strike had caused, the overall system was prematurely stopping exploration efforts and tipping toward an organizing mode focused
on achieving predictable task performance. For instance, after Ham canceled the
request for imagery to the Department of Defense and still a day before DAT’s
presentation of its findings to Mission Control, a NASA liaison to USSTRATCOM had
already concluded what the results would be and sent this email:
Let me assure you that, as of yesterday afternoon, the Shuttle was in excellent shape,
mission objectives were being performed, and that there were no major debris system
problems identified. The request that you received was based on a piece of debris, most
likely ice or insulation from the ET, that came off shortly after launch and hit the
underside of the vehicle. Even though this is not a common occurrence it is something
that has happened before and is not considered to be a major problem.
(CAIB, 2003: 159)

In an effort to ensure predictable task performance, the email continued:
The one problem that this has identified is the need for some additional coordination
within NASA to assure that when a request is made it is done through the official
channels . . . Procedures have been long established that identify the Flight Dynamics
Officer (for the Shuttle) and the Trajectory Operations Officer (for the International
Space Station) as the POCs to work these issues with the personnel in Cheyenne
Mountain. One of the primary purposes for this chain is to make sure that requests like
this one do not slip through the system and spin the community up about potential
problems that have not been fully vetted through the proper channels.
(CAIB, 2003: 159)

The response
On Day 9, DAT made its formal presentation to Mission Control and a standingroom-only audience of NASA engineers lined up to hear stretched out into the
hallway. The DAT members had worked in exploration mode and had wanted to
provide evidence clearly identifying what had occurred. In their presentation, DAT
members stressed the many uncertainties that had plagued their analyses – for
instance there were still many uncertainties as to where the debris had hit and there
were many questions stemming from their use of the Crater model. Because of these
uncertainties, they could not prove that there was a definite safety of flight issue.
The Mission Control Team then saw no reason to change its view, held all along, that
the foam strike was not a safety of flight issue. According to the CAIB report,
however, “engineers who attended this briefing indicated a belief that management
focused on the answer – that analysis proved there was no safety-of-flight issue –
rather than concerns about the large uncertainties that may have undermined the
analysis that provided that answer” (2003: 160).
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Epilogue
After a series of interactions between the different parts of NASA’s distributed
knowledge system, what began as an “out-of-family” event was eventually categorized as an “accepted risk” and no longer a “safety of flight” issue. As the shuttle
re-entered the Earth’s atmosphere on February 1, hot plasma breached the RCC tiles
and the shuttle disintegrated. The CAIB report said:
Management decisions made during Columbia’s final flight reflect missed opportunities,
blocked or ineffective communications channels, flawed analysis, and ineffective leadership. Perhaps most striking is the fact that management – including Shuttle Program,
Mission Management Team, Mission Evaluation Room, and Flight Director and Mission
Control – displayed no interest in understanding a problem and its implications. Because
managers failed to avail themselves of the wide range of expertise and opinion necessary to achieve the best answer to the debris strike question – “Was this a safetyof-flight concern?” – some Space Shuttle Program managers failed to fulfill the implicit
contract to do whatever is possible to ensure the safety of the crew. In fact, their
management techniques unknowingly imposed barriers that kept at bay both engineering concerns and dissenting views, and ultimately helped create “blind spots” that
prevented them from seeing the danger the foam strike posed.
(CAIB, 2003: 170)

While evidence supports this conclusion, it was also possible in real time that a
path to explore the out-of-family event could have been pursued rather than closed
off, for core parts of NASA are not just technically driven but they are also organized in exploration mode. There was also a period during the interactions between
NASA’s different groups when what conclusion would be reached about the foam
strike was also indeterminate, i.e., the distributed knowledge system could have
tipped either way. How did the system tip toward a predictable task-performance
mode and prematurely close off exploration?
One speculative proposition might be that time pressure played a role. There were
in fact many sources of time pressure influencing this situation and one related to
the time-dependent options for a possible rescue. Specifically, if it had been determined by Flight Day 7 that STS-107 had suffered catastrophic damage, a rescue
mission could have been launched with the Atlantis shuttle. It is not clear, however,
that Mission Control members seriously thought about this deadline or even considered a rescue. Specific quotes suggest that, although the damage that had been
caused by the foam shedding was not known, at least some Mission Control members
simply did not consider a rescue to be either necessary or an option, and others did
not consider it even to be possible.
Another source of time pressure relates to the commitments that had been made
by NASA leaders to service the International Space Station. Although many NASA
leaders realized that the completed phase (Node 2) for the International Space Station
planned for February 19, 2004 would not be achieved, they were nevertheless committed to accomplishing as much as they could toward this goal. This commitment
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almost certainly encouraged organizing in support of predictable task-performance
mode rather than exploration mode. The efforts of top leaders to fulfill performance
commitments may also so pervade a resource-strapped organization that it becomes
difficult for any group within to counter the implicit lack of support for the exploration
efforts that it would like to undertake.
To appreciate NASA’s difficulties in dealing with these pressures, however, one
must also consider the context that management faced. Foam shedding and potential
tile damage was just one of over 5,396 known and documented hazards associated
with the shuttle and it was not the problem accorded the highest concern. It’s not
difficult to imagine that NASA’s top management believed that a significant deployment of resources to address and prevent damage stemming from these thousands of
identified hazards would permanently stall its programs, making it impossible to
fulfill commitments to Congress that had been made with respect to the International
Space Station or anything else.

DISCUSSION AND CONCLUSION
Echoing our idea that NASA incorporates dual organizing modes, Ron Dittemore, the
space shuttle project manager, testified on March 6, 2003:
“I think we’re in a mixture of R&D and operations. We like to say that we’re operating
the fleet of Shuttles. In a sense we are, because we have a process that turns the crank
and we’re able to design missions, load payloads into a cargo bay, conduct missions in
an operating sense with crew members who are trained, flight controllers who monitor
people in the ground processing arena who process. In that sense we can call that
operations because it is repeatable and it’s fairly structured and its function is well known.
The R&D side of this is that we’re flying vehicles – we’re blazing a new trail because
we’re flying vehicles that are, I would say, getting more experienced. They’re getting a
number of flights on them, and they’re being reused. Hardware is being subjected over
and over again to the similar environments. So you have to be very careful to understand whether or not there are effects from reusing these vehicles – back to materials,
back to structure, back to subsystems.”
(CAIB, 2003: 20)

Although organizations are responsive systems, events can only be understood and
acted upon from certain perspectives that take account of particular situations. Early
on, there are possibilities for one of many organizational response patterns to be
activated. As sequences of events unfold, they begin generating overall constraints
on the paths that an organization may pursue in its responses. Such constraints
spread through the system over time. Beyond a critical threshold, such processes start
to tip a system of distributed elements into one or other organizing modality where
knowledge and actions start to become consistent with a particular perspective.
Timing and temporality are vital in this process. The sequences in which specific
elements of a response system are activated become critically important in determining the overall pattern of responses that becomes accepted in an organization. The
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impact of doubts and ambiguities, for instance, depends upon not only who raises
them but also when they are raised. Similarly, the order in which alternative
metrics, artifacts, and routines are activated critically impacts patterns of organizational response.
It is often difficult if not impossible for the people in an organization to determine
the status of an event in real time. This is because many organizations are often
operating in multiple modes. Events can be understood and acted upon, however,
only given certain perspectives. To the extent that an organization is operating in
a dual mode, critical ambiguities emerge that prevent it from generating shared
“collateral experiences” (March et al., 1991). Any of the four elements that make up
a complex response system can help generate indeterminacy and, as a result, an
organization may be in no position to initiate any response even if it has been
designed for high reliability (Weick and Roberts, 1993).
In the case of STS-107, all elements functioned to generate indeterminacy that had
to be, but could not be, resolved within a short time frame. Despite access to data,
vast resources, and widespread goodwill, NASA could not in real time identify the
significance of the foam-loss event and the consequent emerging crisis, and it took
a heavy toll. Indeterminacy of data is one explanation for NASA’s inability to act
in real time.
These observations and processes have implications for learning in other organizations. In predictable task-performance mode, management stabilizes in order to
ensure predictable performance. Learning according to this perspective implies an
ability to do existing tasks progressively better through a process of learning by
doing. In exploratory mode, in contrast, management allows ideas and architectures to
emerge and supports discovery and creativity. Learning according to this perspective
implies discovering unknown processes for building new things and accomplishing
new aims.
In seeking to incorporate both, NASA may have placed itself somehow in between
both. On the one hand, the pressures that NASA is under and to some extent has
selected require it to stabilize and rationalize its activity. But as NASA also necessarily deals with technologies that have emergent and changing designs, learning
that is appropriate for predictable task performance may actually block the learning
that is needed to support developing technologies.5 As NASA is operating in two
modes, simultaneously, processes generating indeterminacies may be inherent in the
“One NASA” vision.
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NOTES
1 CRIT 1/1R component failures are defined as those that will result in loss of the orbiter
and crew.
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2 Of the 4,222 that are termed “Criticality 1/1R,” 3,233 have waivers. Waivers are granted
whenever a Critical Item List component cannot be redesigned or replaced. More than 36
percent of these waivers have not been reviewed in 10 years.
3 An out-of-family event is defined as: “Operation or performance outside the expected
performance range for a given parameter or which has not previously been experienced.”
An in-family event is “A reportable problem that was previously experienced, analyzed,
and understood. Out of limits performance or discrepancies that have been previously
experienced may be considered as in-family when specifically approved by Space Shuttle
Program or design project.”
4 No safety of flight issue: the threat associated with specific circumstance is known and
understood and does pose a threat to the crew and/or vehicle.
5 In their analysis of scientific and technological challenges associated with the construction
of aircraft capable of attaining satellite speeds, Gibbons et al. (1994: 20–1) point out that
“discovery in the context of application” generates fundamental discontinuities with previous experiences.
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THE RECOVERY WINDOW:
ORGANIZATIONAL LEARNING
FOLLOWING AMBIGUOUS
THREATS
Amy C. Edmondson, Michael A. Roberto, Richard M.J. Bohmer,
Erika M. Ferlins, and Laura R. Feldman

This chapter explores a phenomenon in high-risk organizational systems that we call
the recovery window – a period between a threat and a major accident (or prevented
accident) in which constructive collective action may be feasible. A threat is presented
by some stimulus that may or may not signal a risk of future harm to the system,
harm for which prevention may or may not be feasible. Some threats are clear;
others are ambiguous.
Ideally, facing an ambiguous threat, organizations would respond in a way that
seeks first to assess the nature of the threat and then to identify or invent recovery
strategies. In practice, however, aspects of human and organizational behavior
conspire to make the ideal response rare. This chapter draws on case study data –
our own and others’ – gathered in the aftermath of the Columbia shuttle tragedy of
February 2003, to explore one organization’s response to a recovery window as a
way of developing theory on recovery windows in high-risk organizational systems.
A recovery window in the Columbia case began two days into the mission (when
organization members discovered a visible foam chunk had struck the orbiter during
Columbia’s launch) and ended 16 days later (when the orbiter broke up upon re-entry
into the Earth’s atmosphere). The foam strike created a 16-inch diameter hole in the
leading edge of the orbiter’s left wing that allowed superheated air to permeate the
internal aluminum wing structure during re-entry. These hot gases melted the structure from the inside out and caused the breakup of the vehicle.
Our analysis – which draws from the Columbia Accident Investigation Board
(CAIB) report, newspaper accounts, and original data from interviews with three
CAIB members, a former shuttle astronaut, a former NASA engineer, and a sociologist who studied NASA extensively (see table 12.1) – characterizes the Columbia
recovery window as systematically under-responsive. In the aftermath of foam debris

The Recovery Window 221
Table 12.1

Individuals interviewed in this research

Name

Affiliation and description

Date interviewed

Dr. James Bagian, MD

Advisor to CAIB (chief flight surgeon and
medical consultant); director, National Patient
Safety Foundation, Department of Veterans
Affairs; former astronaut

June 28, 2004

Torarie Durden, MBA

Former NASA engineer; Harvard Business
School MBA 2004; Business Development and
Product Marketing Associate, Russell Athletic

May 26, 2004

James Hallock, Ph.D.

CAIB member (engineering/technical analysis)
manager, Aviation Safety Division, Volpe
National Transportation Systems Center

June 1, 2004

Roger Tetrault

CAIB member (engineering/technical analysis)
retired chairman and CEO, McDermott
International; engineer and defense systems
expert

May 24, 2004

Diane Vaughan, Ph.D.

Expert on Challenger disaster and NASA
culture; Professor of Sociology, Boston College

June 24, 2004

Sheila Widnall, Ph.D.

CAIB member (engineering/technical analysis);
Professor of Aeronautics and Astronautics and
Engineering Systems, Massachusetts Institute of
Technology; former secretary of the Air Force

May 21, 2004

striking the shuttle at launch, NASA management maintained a strong belief that the
vehicle and the crew would not be harmed. Failing to initiate a coordinated effort to
test this optimistic view, the best course of action appeared to be one of waiting to
see how damaged the shuttle would be upon its return.
At first glance, the organization’s muted response to the foam strike seems to
constitute irresponsible managerial behavior. A deeper analysis, based on psychological and organizational research, suggests instead that certain features of human
and organizational systems predispose organizations facing an ambiguous threat to
underreact, as NASA did in this case. In distinction from Threat Rigidity Theory
(Staw et al., 1981), which maintains that human and organizational systems respond
in inflexible, yet intense, ways to clear threats (Gilbert and Bower, 2002), our
argument focuses on how and why individuals, groups, and organizations downplay
ambiguous threats – especially when recovery seems unlikely.
This chapter describes factors at these three levels of analysis – cognition, team
dynamics, and organization – that contribute to under-responsiveness in a recovery
window that begins with an ambiguous threat. We also propose an alternative,
counter-normative response to ambiguous threats in a high-risk system, characterized by responsiveness and a learning orientation. This proactive learning-oriented
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response is unlikely to happen by chance and hence requires leadership. We focus
on the notion of a recovery window as a deliberately narrow concept that may
help shed light on how organizational safety is achieved. Our model is explicitly
bounded, pertaining to high-risk systems facing an ambiguous threat where recovery
is plausible.
In this chapter, we first situate our perspective in the literature on organizational
accidents and clarify the nature of the recovery challenge faced by NASA during the
Columbia’s last flight. We then evaluate the organizational response during Columbia’s
recovery window and seek to understand factors that contributed to this response.
Finally, we discuss the possibility of an alternative response, in which organizational
learning and leadership play central roles.

PREVENTING FAILURE IN HIGH-RISK ORGANIZATIONS

Perspectives on organizational accidents
Research on organizational accidents has emphasized both technical and organizational
causes of mishap (CAIB, 2003; Deal, 2004). Technical causes describe the mechanical
failures and physical actions that contribute to an accident. Organizational causes
of accidents can be divided into structural and behavioral components. A dominant
structural perspective maintains that organizational systems with interactive complexity and tight coupling among elements constitute accidents waiting to happen,
or what Charles Perrow (1984) has called “normal accidents.” Interactive complexity
is characterized by multiple interdependencies, nonlinear feedback, and hidden consequences of actions, while tightly coupled systems have little slack, such that actions
in one part of the system directly and immediately affect other parts. The combination can be lethal. This suggests that system design can be intrinsically dangerous,
because human vigilance cannot compensate for the dynamic unleashed by one
small slip, leading to an unstoppable unraveling. A related stream of work notes
that accidents occur when a number of smaller failures line up together, thus falling
outside the system’s usual capacity to catch and correct error before harm occurs
(Reason, 1997).
Behavioral perspectives on organizational accidents take into account the ways in
which group and organizational norms can lead to unsafe attitudes and behaviors –
which become so taken for granted by organizational members that they go unquestioned (Snook, 2000; Vaughan, 1996). In her detailed analysis of the Challenger space
shuttle accident, Diane Vaughan (1996) has described normalization of deviance, in
which deviations from specifications or rules became taken for granted and hence
ignored, thereby increasing technical risk in subtle but dangerous ways.
Another stream of research focuses on how people can compensate for inherent
danger in high-risk systems – thereby achieving safety despite the risk. These researchers note that individual and collective vigilance can enable extraordinary
levels of safety, despite the ever-present risk of accident that plagues inherently
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risky organizations such as nuclear power plants and aircraft carriers. Studies of such
“high-reliability organizations” (HROs) have identified their distinctive social properties, including collective mindfulness – shared, intense vigilance against error –
and heedful interrelating – member interactions characterized by care and attentiveness
(Weick and Roberts, 1993). Rather than being without errors, HROs are good at recovery
(Weick and Sutcliffe, 2001). This chapter’s argument builds on an HRO theory perspective to focus on one aspect of how high reliability may be achieved – specifically, the nature of recovery processes during periods of temporarily increased risk.

PREVENTING ACCIDENTS: WINDOWS OF OPPORTUNITY
IN HIGH-RISK ORGANIZATIONS
A recovery window exists when one or more organization members become aware
of a risk of consequential failure. The seeds of an accident have been planted, but
the adverse consequences of the accident are not yet inevitable. The window for preventing an accident is finite, even if its duration is unknown in advance. Recovery
windows may range from minutes to days or months in duration. Prevention of
failure may or may not be possible – the feasibility of recovery is thus a key variable.
Our interest in this phenomenon is motivated by its transient and malleable
nature, as well as by the leverage a recovery window offers in enabling safety despite
prior error or mismanagement in a risky context. In a recovery window, individuals
temporarily face a heightened risk of failure – which they may or may not recognize
– and a subtle opportunity for preventative action, in effect having a second chance
to avoid true failure. Yet, we argue that taking full advantage of this second chance
does not come naturally in most organizations.
The desired response in a recovery window consists of two processes – first,
identification and assessment of the nature of the threat and, second, generation of
potential solutions or preventative actions. Without threat identification, solution
generation is unlikely to occur. In the Columbia case, neither threat assessment nor
solution generation occurred effectively.
Threat identification can be – and in this case was – challenging. When danger
unquestionably lies ahead, people and organizations tend to move quickly to try to
prevent the undesired outcome. Such responsiveness is more difficult to mobilize when
a threat is ambiguous. Similarly, mobilizing action can be difficult when solutions
for preventing failure seem to be out of reach. Yet this is not always the case.
Apollo 13 presents a well-known example of an impending crisis for which prevention was very much in doubt. When the spacecraft’s primary oxygen tank exploded
audibly, the astronauts and Houston-based mission control became acutely aware of
the threat of complete oxygen depletion. The duration of the recovery window was
thus determined by the amount of oxygen remaining in the secondary tank. Despite
limited resources, unclear options, and a high probability of losing the crew, flight
director Gene Kranz led a “Tiger Team” that tirelessly worked out scenarios for
recovery using materials available to the astronauts (Useem, 1998). Ultimately, Kranz
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and his team safely returned the crew to Earth. As this example suggests, leadership
may be critical to an effective response in a recovery window.
In contrast, the Columbia tragedy combined low threat clarity and uncertain preventability, increasing the recovery challenge. Foam strikes had not been previously
established as a safety of flight issue. Quite the contrary, numerous foam strikes had
occurred on previous flights, but none resulted in harm to astronauts. Facing an
ambiguous threat, people may avoid proactive assessment of preventative action, in
part because they are not consciously aware of the existence of a recovery window.
Further, although the CAIB later concluded that rescue of the astronauts might have
been feasible, NASA did not have much prior knowledge or experience with those
scenarios. This chapter addresses the question of how organizations can respond to
such ambiguous threats with the problem-solving and learning orientation exhibited
in the Apollo 13 recovery, with its unambiguous threat.

SUMMARY
The notion of a recovery window may inform the prevention of failures in a variety
of settings, including business failures. Our emphasis, however, is on physical safety
and understanding how organizations can prevent accidents. Our initial assumption
is that, despite good intentions, accidents are most likely when both threat clarity
and preventability are low. For this reason, we are interested in how managers might
respond to ambiguous threats in optimal ways.
The existence of a threat is partly shaped by the social and organizational context.
Research on social influence processes (e.g., Asch, 1951; Pfeffer and Salancik, 1978)
has established that others’ interpretation of a given signal can profoundly shape
what one believes one is seeing, as well as what it means. Therefore, one of the key
tasks in a recovery window is to actively diagnose the potential downstream implications of even a highly ambiguous threat.
In the next section we describe NASA’s response to the January 2003 foam strike
threat in some detail and offer an explanation of this response, drawing from data
and theory at three levels of analysis. Our analysis relies on three sources of data.
First, we reviewed the CAIB report in detail; second, we drew from newspaper accounts,
NASA websites, and other publicly available data; third, we conducted in-depth
recorded interviews with six informants.

AN ANALYSIS OF COLUMBIA’S RECOVERY WINDOW

The organizational response
After NASA’s Intercenter Photo Working Group notified individuals throughout the
organization of photographic evidence of a foam strike during launch, their warning
went largely unheeded. This section examines factors that may have caused the
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organization to discount this threat. We start by identifying three prominent themes
that characterize this response: (1) active discounting of risk, (2) fragmented, largely
discipline-based analyses, and (3) a “wait and see” orientation to action.
Discounting of risk. In a chilling echo of the Challenger disaster – caused by an
O-ring failure that had been debated as a risk in NASA for years – Columbia’s
mission managers tended to view the history of foam strikes and successful returns
as proof that no safety of flight issue existed. Debris strikes had occurred on many
flights stretching back to the first shuttle launch (CAIB, 2003: ch. 6). Initially viewed
with alarm within NASA, over time damage caused by foam came to be regarded as
inevitable. Although the problem of foam shedding had never been solved, engineers
did not redesign the thermal protection system (TPS) tiles to withstand large impacts.
NASA treated foam strike damage as a maintenance issue rather than a fundamental
threat to the integrity of the shuttle. NASA worried most about the time required to
conduct repairs before the shuttle’s next flight, not the risks to human safety.
Fragmented analysis. Attempts to analyze the effect of the foam strike that occurred
during Columbia’s launch were organizationally and geographically fragmented.
Instead of the systematic top-down approach taken during the Apollo 13 incident, with
multiple lines of analysis coalescing at a single decision-maker, a number of groups
from different departments and disciplines engaged in separate analyses of the foam
strike, with no coordinated study and haphazard cross-group communication. While
an ad hoc team in Houston examined the debris strike, another group of engineers
at NASA’s Langley Research Center in Virginia conducted their own work, largely
unaware of the concerns being raised and the research being conducted elsewhere.
Multiple imagery requests floated around the organization. Each requester pursued
the photos unaware of others’ similar petitions. This decentralized activity was
ineffective in overcoming conventional wisdom about foam strikes – consistent with
psychological research showing that dissent is less effective when isolated, or when
one person is trying to speak up on their own. When people have an opportunity to
interact with others who could support their views, they are more likely to challenge
a majority opinion (Asch, 1951).
“Wait and see” orientation to action. In contrast to Apollo 13, when the danger
was clearly present, the foam strike on Columbia mission STS-107 was not perceived
as a true risk by key decision-makers. A team working to assess the problem felt
a sense of urgency that was not widely shared. This team also did not view itself
as solving a potentially life-threatening risk. Instead of engaging in active problemsolving, key decision-makers at best hesitated and at worst impeded proactive action.
Finally, a belief articulated early in the recovery window that nothing could be
done if the Columbia was at risk of total failure contributed to this “wait and see”
orientation (CAIB, 2003: 147).

Understanding this response
NASA’s response may seem to reflect irresponsible or incompetent management.
We suggest a different view, without wishing to absolve management entirely. Our
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analysis suggests that under-responsiveness to ambiguous threats is likely to be a
dominant response in organizations. In the following sections, we identify factors at
three levels of analysis – cognition, team design, and organizational structure – that
contribute to NASA’s muted organizational response.

Cognition
Research on human cognition shows that people are predisposed to downplay the
possibility of ambiguous threats (Goleman, 1985). We also tend to exhibit a “stubborn
attachment to existing beliefs” (Wohlstetter, 1962: 393), making sense of situations
automatically and then favoring information that confirms rather than disconfirms
initial views. This confirmation bias makes it difficult for us to spontaneously treat
our interpretations as hypotheses to be tested (Einhorn and Hogarth, 1978; Wason,
1960). The “sunk cost” error – a tendency for people to escalate commitment to a
course of action in which they have made substantial prior investments of time,
money, or other resources – also inhibits us from questioning initial sensemaking.
Having invested heavily in a course of action, individuals become reluctant to
abandon it and consider new directions (Arkes and Blumer, 1985; Staw, 1976). In
sum, individuals tend not to consider that a given cognitive “map” is not actually
the “territory.”
Cognitive biases in the Columbia recovery window
These well-known properties of human cognition may help explain the difficulty
NASA experienced in believing that foam strikes could be dangerous. At the Flight
Readiness Review meeting for the January 2003 Columbia flight, shuttle program
manager Ron Dittemore, mission manager Linda Ham, and others concluded that
foam shedding was an acceptable risk. Having signed off on that determination,
admitting that foam strikes were dangerous became cognitively difficult. Moreover,
Ham had signed off on flight readiness for the previous flight, which had returned
in November 2002 with significant foam damage, but without serious harm or loss of
life (CAIB, 2003: 125).
Each safe return of a shuttle with foam damage helped to reinforce the belief that
debris strikes did not constitute a true threat. In 1988, Atlantis STS-27R returned
safely to Earth, despite a large piece of debris that struck the vehicle 85 seconds after
launch; an on-orbit inspection (using a robotic arm) showed that Atlantis “looked
like it had been blasted by a shotgun” (CAIB, 2003: 127). Similarly, two flights prior
to the January 2003 Columbia STS-107, on Atlantis STS-112, cameras showed a
larger than usual debris strike. The resultant damage was the “most severe of any
mission yet flown” (CAIB, 2003: 127), but did not preclude a safe return. As Roger
Tetrault, a member of the CAIB, explained in an interview:
Foam had been striking the shuttles, and each time it struck the aircraft and nothing bad
happened, a confidence grew within the organization that it was an acceptable condition.
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Even though it was a totally unacceptable condition from the perspective of the specifications that had been written by those who had designed the aircraft, this confidence
– unfounded confidence – grew.

NASA’s long experience with foam strikes contributed to a shared belief that
the problem was not a true threat. Over time, foam strikes came to be considered an
“in-family” event – or, “a reportable problem that was previously experienced, analyzed,
and understood” rather than an “out-of-family” event, which was an “operation or
performance outside the expected performance range for a given parameter or which
has not previously been experienced” (CAIB, 2003: 122). This designation formalized
the otherwise tacit but growing view of foam strikes. Interestingly, as CAIB member
Sheila Widnall noted in our interview, “out-of-family [is] a very casual term . . .
[without] a precise technical meaning.” Imprecise terminology in technical situations
creates its own risk, because, according to Widnall:
If you see it enough, it becomes part of the “family.” That’s a very dangerous slide. . . . We
[the CAIB] were quite critical of the slide that NASA took from seeing out-of-family
behavior, becoming comfortable with it, and then treating it as if it was part of the
family, which sounds very comfy and cozy and everything will be OK. That’s a very
dangerous attitude.

The natural human tendency to favor confirmatory data and discount discordant
information reinforced existing beliefs. For example, when engineers raised the potential
risk of the foam strike, mission managers looked to Johnson Space Center (JSC)
engineer and TPS expert Calvin Schomburg for advice. Schomburg, however, was
not an expert in the reinforced carbon carbon (RCC) tiles that initial analyses suggested may have been struck by the foam. He sent numerous emails downplaying
the risk associated with debris strikes. Notably, when the Mission Management
Team (MMT) – the group responsible for addressing issues that arose during a shuttle
flight – first discussed the foam strike, Schomburg wrote, “FYI-TPS took a hit –
should not be a problem – status by end of week” (CAIB, 2003: 149). He sent a
follow-up email the next day reinforcing his confidence in safety of flight: “we will
have to replace a couple of tiles but nothing else” (CAIB, 2003: 155). Senior management relied heavily on Schomburg’s opinion, without actively seeking opposing
views (CAIB, 2003).
NASA failed to maintain technologies that could have provided additional data
about the foam impact. Of the five cameras set up years earlier to record shuttle
launches, none “provided a clear view of the wing” during the STS-107 launch
(CAIB, 2003: 140). As the CAIB report concluded, “over the years, it appears that due
to budget and camera-team staff cuts, NASA’s ability to track ascending Shuttles has
atrophied” (p. 140). The one mathematical model designed to study foam strike
damage, the Crater simulation, had not been calibrated for foam pieces greater than
3 cubic inches (CAIB, 2003: 144); the debris that struck STS-107 was later estimated
to be 1,200 cubic inches (CAIB, 2003: 61). Further, the model simulated damage to
the TPS, not the RCC on the wing’s leading edge.
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A shared cognitive frame at NASA

The manner in which the shuttle program came to be viewed at NASA also represents
a cognitive-level factor contributing to the organization’s muted response to the foam
strike threat. Specifically, NASA framed the shuttle program as a routine production
environment, a subtle but powerful shift from the vigilant research and development
mindset that permeated NASA in the Apollo years (Deal, 2004). Cognitive frames are
mental structures – tacit beliefs and assumptions – that simplify and guide participants’
understanding of a complex reality (Russo and Schoemaker, 1989). When we speak
of cognitive frames, we refer to meaning overlaid on a situation by human actors.
The adoption of a production, or routine operational, frame provides a powerful
explanation of the organization’s behavior during the Columbia recovery window
(Deal, 2004). The origins of this frame can be traced back to the launch of the shuttle
program in January 1972, when President Nixon announced that the program would
“help transform the space frontier of the 1970s into familiar territory . . . It will
revolutionize transportation into near space, by routinizing it” (CAIB, 2003: 22;
emphasis added).
The routine operational frame proved helpful as NASA tried to secure funding for
the shuttle program in the 1970s. NASA promoted it as a reusable spacecraft, which
would dramatically reduce the cost of placing objects in space. People described
the shuttle as the delivery truck of space, not an experimental or risky research
project. NASA’s language system reinforced this production framing: the name “shuttle”
connotes a routine operation, and the term “payloads” emphasizes the concept of routine, revenue-generating deliveries to space.
President Ronald Reagan reinforced the operational frame after the fourth shuttle
mission in July 1982, declaring, “beginning with the next flight, the Columbia and
her sister ships will be fully operational, ready to provide economical and routine
access to space for scientific exploration, commercial ventures, and for tasks related
to the national security” (CAIB, 2003: 23). According to Tetrault, this framing overstepped the experience base of the program; “nobody in the aircraft industry who
builds a new plane who would say after 100 flights or even 50 flights that that
plane was operational.” Widnall echoed: “[NASA] began thinking of [the shuttle] as
an operational vehicle, like a 747 that you could simply land and turn around and
operate again.”
Consistent with an operational rather than developmental/experimental frame,
NASA became preoccupied with schedules and deadlines (Deal, 2004). In the early 1970s,
NASA estimated that the shuttle would have to make 50 flights per year (CAIB, 2003:
22) on a regular, predictable schedule to deliver economic benefits sufficient to
justify the up-front investment. Schedule pressure became emphasized at all layers in
the organization. The February 19, 2004 launch date of Node 2 of the International
Space Station that would complete the United States’ portion became viewed as a
deadline NASA could not miss. Top management believed that the organization’s
ability to secure future support depended on timely completion of the space station
(CAIB, 2003: 131). NASA added a third shift to speed up operations and distributed
a “countdown to Node 2” screensaver that flashed the time until scheduled completion
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in days, hours, and minutes – an incessant reminder of schedule pressure that permeated
the organizations. Some described feeling “under the gun” and “[without] enough
time to work the problems correctly” (CAIB, 2003: 134). The operational frame and
schedule pressure manifested itself during the recovery window, when Ham voiced
concerns that time spent maneuvering the shuttle to take additional photos would
impact the schedule. In a research context, new data are valued; in a production
context, schedule is king.
Extensive evidence of this operational frame can be cited, including Vaughan’s
(1996) definitive study of the Challenger accident, which explained that engineers
were trained to follow strict performance criteria, despite facing imperfect knowledge
and risky technologies. Trained to follow rules, engineers were not encouraged to
consider data or options outside established parameters. In an interview, former
NASA engineer Torarie Durden recalled:
As a new person you come in with great ideas, saying, “I’m going to change this and
innovate and create,” but what you learn very quickly is that the engineering discipline
at NASA is very much a science, not an art. It’s very methodical. There’s a clear path
you should follow and a very strong hierarchy of engineers. The systems are very
structured . . . engineering was more of a safety precaution as opposed to an inventive
process at NASA.

In summary, the operational framing of the shuttle helps explain why the organization downplayed an ambiguous threat. This is not to say that no one believed that
the foam strikes were problematic; on the contrary, some engineers were quite
concerned. Thus, we next explore group-level factors that may explain why those
concerns did not garner more attention.

Group-level factors
Team design
When engineers became concerned about the foam strike, the impact of their questions and analyses was dampened by poor team design, coordination, and support. In
a series of emails and meetings, a number of engineers analyzed the significance of
the threat and considered potential responses. However, in the absence of a coordinated
problem-solving effort – as occurred in the Apollo 13 crisis – the engineers’ concerns
did not lead to action.
First, the Debris Assessment Team (DAT) – assembled on January 18 to analyze
the strike – suffered in both structure and positioning. The DAT was an ad hoc group
with poorly defined lines of authority and limited access to resources within the
NASA hierarchy. In contrast, effective organizations use teams with clear mandates,
defined reporting relationships, and organization-wide support to urgently resolve
short-term problems, such as the use of a “Tiger Team” by Kranz during the Apollo
13 mission. The DAT resembled a Tiger Team neither in mandate nor support,
conveying an implicit message that the debris incident was not a pressing concern.
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Official procedures called for the assembly of a “Problem Resolution Team” when
people discovered a serious problem (NASA press briefing, 2003). The DAT did not
receive this status. In naming the group, the choice of words suggested an emphasis
on analysis rather than serious problem-solving. Moreover, as Widnall noted, “Their
[DAT’s] charter was very vague. It wasn’t really clear whom they reported to. It
wasn’t even clear who the chairman was. And I think they probably were unsure as
to how to make their requests to get additional data.”
Second, other groups who could provide input were not co-located, which may
have diminished the chances of informal collaboration and communication (Sole and
Edmondson, 2002). Relevant work groups were dispersed across several NASA sites
in Texas, Alabama, Florida, California, and Virginia, as well as among several subcontractor locations. That situation largely precluded face-to-face interaction. The
MMT held its meetings by telephone, leaving participants unable to detect and
interpret nonverbal cues (reminiscent of a fateful Morton Thiokol–NASA conference
call the night before the Challenger accident (Edmondson and Feldman, 2002) ). Even
when face-to-face interaction was feasible, many used email to communicate urgent
messages. For example, engineer and DAT member Rodney Rocha (chief shuttle
engineer, Structural Engineering Division) expressed his pressing need to gain further
imagery simply by using bold-faced type in an email to his immediate superior (ABC
News, 2003).
Team climate
Research on work teams has shown that psychological safety – or the belief that the
workplace is safe for interpersonal risktaking, such as questioning others or sharing
unpopular but relevant news (Edmondson, 1999) – promotes learning and high
performance in teams. In the absence of psychological safety, teams lack dissenting
views, and team problem-solving skills may suffer. During the Apollo 13 crisis, Kranz
actively invited and managed conflicting opinions (Useem, 1998). Interpersonal climate
seems to have affected NASA’s response to the foam strike threat. In particular, the
interpersonal climate within the MMT was not conducive to dissent or questioning.
In our interview with him, former shuttle astronaut Dr. James Bagian reported that
dissent had become less common since Kranz’s time at NASA. Comments by managers and engineers give a sense of the way in which the climate discouraged divergent
views. For example, Rocha responded to Ham’s withdrawal of the DAT’s request for
additional imagery with a scathing email that stated, “Remember the NASA safety
poster everywhere around, stating, ‘If it’s not safe, say so?’ Yes, it’s that serious.”
However, he never sent it to management and shared it only with fellow engineers
(CAIB, 2003: 24). Ham reportedly had the following exchange with an investigator:
“As a manager, how do you seek out dissenting opinions?”
“Well, when I hear about them . . .”
“But by their nature you may not hear about them.”
“Well, when somebody comes forward and tells me about them.”
“But Linda, what techniques do you use to get them?”
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She had no answer (Langewiesche, 2003: 82). Rocha confirmed this in a television
interview: “I couldn’t do it [speak up more forcefully] . . . I’m too low down . . . and
she’s [Ham] way up here” (ABC News, 2003).
By firmly stating her confidence in prevailing views about foam strikes at the
outset, Ham inadvertently created pressure for people to engage in self-censorship
despite their reservations. Without meaning to, managers often reduce psychological
safety when they actively seek endorsement of their own views. For example, Ham
sought Schomburg’s opinion at several critical points in an MMT meeting to bolster
the belief that foam strikes did not present a problem. Like most human beings, she
did not engage in a comparable effort to seek dissenting views.
While acknowledging the lack of psychological safety, some have argued that
individual dissenters lacked the courage to speak up forcefully. Bagian remarked
that, “Should have, would have, could have doesn’t matter. You were asked that day
and you buckled. You buckled, you own it. Don’t make other people own it. Nobody put
a gun to your head.” Tetrault echoed, “At some point we have to expect individuals
to exercise individual judgment and have the burden of their own beliefs.” Widnall
countered this view, arguing that these engineers did speak up effectively:
I always say to engineers “Don’t just give me a list of everything you’re worried about.
Express your concerns in actionable form. Try to be as precise as possible about your
concern and try to be quantitative about it . . . Tell me what you want me to do about it.
What data do you want, what test do you want, what analysis do you want?” In this
case, the engineers did express their concerns in actionable form. They said they wanted
pictures. That’s an action. It was based on a sound judgment about the potential for risk,
about something that had actually happened that had been observed. It satisfies my
criteria for the proper behavior of engineers dealing with very complex systems.

Organization-level factors
Further compounding the cognitive and group-level factors, a set of organizational
structures and norms shaped behavior during the recovery window. In contrast to the
flat and flexible organizational structures that enable research and development
(Hayes et al., 1988), NASA exhibited a rigid hierarchy with strict rules and guidelines
for behavior – structures conducive to aims of routine production and efficiency
(Sitkin et al., 1995).
Organizational structure and systems
NASA, a complex “matrix” organization, maintained strict reporting relationships.
The structure constrained information flow among its more than 25,000 employees
across 15 campuses to defined channels of communication. This rigidity became
evident in the management of the request for satellite imagery. After analyzing the
film of the shuttle’s ascent, three independent requests were made for additional
imagery to facilitate further investigation of the debris strike. The DAT made informal
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contact with the Department of Defense (DOD), in hopes of utilizing “spy” satellites,
but did not follow formal imagery request procedures. According to Widnall, the
request was not only feasible but also likely to generate an enthusiastic response at
DOD: “The Air Force would have been only too excited to show what it could do,”
she enthused. Unable to ascertain who had made the requests, Ham cancelled them.
She never contacted the DAT directly, instead communicating only with members of
the MMT, who reported directly to her during the flight (CAIB, 2003). She focused
intently on determining who had placed the requests and whether they had followed
official procedures, rather than inquiring about the rationale for pursuing additional
photographs.
NASA’s organizational structures and rules did not facilitate fast informal information flow concerning unexpected events. Rocha emailed a request for imagery to a
senior manager in the Engineering Directorate at JSC, Paul Shack, rather than
following the chain of command prescribed for the shuttle program (i.e., Rocha to the
Mission Evaluation Room to the Mission Management Team). Shack wrote to the
next person up the ladder. The criticality of the request became downplayed as it
made its way up to shuttle program managers. Program managers perceived the issue
as a “non-critical engineering desire rather than a critical operational need” (CAIB,
2003: 152), in part because the request did not flow through correct channels.
Further, after Ham cancelled the request for imagery, a manager distributed an email
to reinforce the need for proper communication channels. The memo reminded
people of the required procedures and points of contact: “One of the primary purposes for this chain is to make sure that requests like this one does not slip through
the system and spin the community up about potential problems that have not been
fully vetted through the proper channels” (CAIB, 2003: 159).
The rigidity of communication protocols inhibited exchange of ideas, questions
and concerns, and encouraged the reporting of packaged, or summarized, results up
the hierarchy. This filtering process diminished the quality (detail or comprehensiveness) of information flowing to key decision-makers. For example, on January 24 the
DAT presented its findings to Don McCormack (Mission Evaluation Room manager).
The group concluded that “no safety of flight” risk existed, but stressed vast uncertainties that could not be resolved without additional information (such as imagery).
Later that morning, McCormack provided an abbreviated, oral summary of the DAT’s
findings to the MMT. He did not communicate the engineers’ major uncertainties
related to the “no safety of flight” conclusion (CAIB, 2003: 161–2). Vaughan explained:
Their [managers’] information was summarized by someone else in a management position
who gave it in about two minutes, emphasizing the history of this as a maintenance
problem. The serious information was . . . buried in the statement. I listened to a . . . twominute tape of this man’s presentation at that meeting, and I would have been . . . hardpressed to realize that this was urgent based on the way he presented it.

When colleagues are geographically dispersed, communication becomes difficult.
In one instance, the local message differed significantly from the message communicated more widely. An engineer at Langley Research Center, still concerned despite
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the DAT’s “no safety of flight” conclusion, undertook landing simulations. He simulated a shuttle landing with two flat tires, because of concerns that the debris may
have breached the landing gear door. He found that two flat tires represented “a
survivable but very serious malfunction” (CAIB, 2003: 164), but he shared the
unfavorable results with colleagues within his unit, and sent the favorable results to
a wider audience at JSC in Houston, including Rocha and the DAT.

Organizational culture
An organization’s culture – the taken-for-granted assumptions of “how things work
around here” – shapes how its members approach and think about problems (Schein,
1992). Elements of the broader professional culture of engineering strongly influenced
NASA’s organizational culture (Vaughan, 1996). For instance, engineers believe that
decisions should be made with hard, quantifiable data. Without such information,
engineers find it difficult to convince others that their hunches, or intuitive judgments, are valid.1 Data help engineers solve complex and ambiguous problems, but
“rational” scientific analysis has its limits. In highly uncertain situations – such as the
Columbia recovery window – entertaining hunches, reasoning by analogy, imagining
potential scenarios, and experimenting with novel, ill-defined alternatives become
essential (Klein, 1998, 2003). Former NASA engineer Durden lamented that NASA’s
culture discouraged that mode of exploratory problem-solving:
The level of factual experimental data that you had to produce to articulate that you
didn’t agree with something made it almost prohibitive in terms of time and cost/benefit
analysis . . . in the sense that you’re going against the norm. To disprove a theory within
NASA required an unbelievable amount of rigor and analytical data.

That burden of proof reduced the incentive to present evidence that was suggestive
but not conclusive. It also caused engineers to rely heavily on mathematical models
even when they might not have been well suited to solve a particular problem. For
instance, Crater, the mathematical tool used to predict foam strike damage, employed
an algorithm to estimate tile penetration. Two factors served to diminish Crater’s
usefulness. First, engineers recognized that the model had overestimated tile damage
in the past. Moreover, the estimated size of the debris during STS-107 was 600 times
larger than pieces used to calibrate the model, thus making its estimates suspect in
the eyes of its users. Finally, the engineer who performed the analysis for STS-107
did not have much experience with the model. Thus, when one Crater-simulated
scenario predicted that the debris would severely penetrate the TPS, DAT members
discounted this conclusion, arguing that the model focused on the fragile top layer of
the tiles without taking into account the dense bottom level. Given the inconclusive
data, engineers chose not to present this scenario to management.
These cultural norms implied that an engineer’s task was to prove the shuttle was
not safe rather than to prove that it was safe. Tetrault compared NASA to the naval
reactors program, which enjoys a long history of successful nuclear submarine missions
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around the world: “In the Naval Reactors Program, the mantra was always ‘prove to
me that it’s right.’ If something went wrong, prove to me that everything else is
right . . . What we [CAIB] found in NASA was a culture that’s more ‘prove to me that
it’s wrong, and if you prove to me that there is something wrong, I’ll go look at it.’ ”
Yet, the time, resources, and certainty required for this goal were prohibitive and
discouraged by both organizational structures and culture. Moreover, the tone and
agenda of MMT meetings emphasized the need for highly efficient and concise
discussions of numerous topics, thereby discouraging novel lines of inquiry, experimentation, and scenario planning (Lee et al., 2004).
When the DAT discovered that its request for imagery had been denied, co-chair
Pam Madera believed that the group needed to cite a “mandatory” need for photographs to obtain approval from senior management (CAIB, 2003: 157). The engineers
found themselves in a Catch-22 situation: “Analysts on the Debris Assessment Team
were in the unenviable position of wanting images to more accurately assess damage
while simultaneously needing to prove to Program managers, as a result of their
assessment, that there was a need for the images in the first place” (CAIB, 2003: 157).
As Durden reported, “The human element is marginalized [at NASA] to a degree and
structured in a way that requires so many steps and so much analysis and so much
bureaucracy to make an actual decision that you really minimize it even more.” In
sum, the cultural reliance on data-driven problem-solving and quantitative analysis
discouraged novel lines of inquiry based on intuitive judgments and interpretations
of incomplete yet troubling information.

SUMMARY: BLOCKING AND CONFIRMING AT
THREE LEVELS OF ANALYSIS
The cognitive, group, and organizational factors that drove NASA’s muted response
to the foam strike threat are not unique to this situation or organization. Most
institutions encounter some combination of cognitive biases, taken-for-granted frames,
silencing group dynamics, and rigid organizational structures and procedures at one
time or another. When these factors coalesce, they leave organizations somewhat
predisposed to downplay ambiguous threats.
At each of the three levels of analysis discussed above, we find both confirmatory
and blocking mechanisms that serve to inhibit responsiveness. First, humans are
cognitively predisposed to filter out subtle threats (e.g., Goleman, 1985) – blocking
potentially valuable data from deeper consideration. At the same time, we remain
stubbornly attached to initial views, hence seeking information and experts to confirm our conclusions (e.g., Wohlstetter, 1962). Groups silence dissenting views, especially when power differences are present (e.g., Edmondson, 2002, 2003b) – blocking
new data – and spend more time reinforcing or confirming the logic of shared views
than envisioning alternative possibilities (Stasser, 1999). Organizational structures
often serve to block new information from reaching the top of the organization
(Lee, 1993) while reinforcing the wisdom of existing mental models (O’Toole, 1995).
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This analysis supports a systems view that explains NASA’s response as a function of
multiple cognitive and organizational factors, rather than simply the negligence or
incompetence of a few individuals.
In sum, NASA’s passive response may be virtually a default pattern of behavior,
high threat uncertainty and unclear recoverability. Yet, despite the inherent challenges, some organizations manage routinely to recover from small and large threats
(Weick and Sutcliffe, 2001). To begin to explain how and why this might be possible,
we suggest an alternative response to an ambiguous threat in a high-risk system.

ENVISIONING AN ALTERNATIVE
In a recovery window, organizations can respond in one of two basic ways. One
response – a confirmatory response – reinforces accepted assumptions and acts in
ways consistent with established frames and beliefs. Essentially passive in nature, a
confirmatory response unfolds based upon a taken-for-granted belief that the system
is not threatened. Individuals believe that past successes demonstrate the wisdom of
the accepted assumptions (O’Toole, 1995); conformity to organizational norms and
routines becomes a logical response. An alternative, counter-normative pattern of
behavior, which we call exploratory response, involves constant challenging and
testing of existing assumptions and experimentation with new behaviors and possibilities. The purpose of an exploratory response in a recovery window is to learn as
much as possible, as quickly as possible, about the nature of the threat and the
possibilities for recovering from it. Table 12.2 characterizes the two response modes
on multiple dimensions.

Table 12.2

Confirmatory vs. exploratory responses during a recovery window
Confirmatory response

Exploratory response

Presumed state of
knowledge

Complete, certain, and
precise

Bounded, ambiguous,
and imprecise

Tacit framing of the
technology implementation

Performance orientation

Learning orientation

Primary mode of
experimentation

Hypothesis-testing

Exploratory – probe
and learn

Norms regarding conflict
and dissent

Strong pressures for
conformity

Active seeking of
dissenting views

Leadership of the
problem-solving process

Fragmented and
decentralized
Directive on content,
but not process

Centralized and
coordinated
Directive on process,
not content
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THE EXPLORATORY RESPONSE

We suggest that managers in high-risk systems should deliberately exaggerate (rather
than discount) ambiguous threats – even those that at first seem innocuous. Second,
they should actively direct and coordinate team analysis and problem-solving. Finally, they ought to encourage an overall orientation toward action. This exploratory
response – suggested in explicit contrast to our assessment of NASA’s response to
the January 2003 foam strike – may feel inappropriate and wasteful in an organization accustomed to placing a premium on efficiency, yet, as we argue below, it may
offer organizational benefits even in cases of false alarm.

Exaggerate the threat
To counter the natural cognitive, group, and organizational processes that lead to the
discounting of ambiguous risks, we suggest that leaders need to make an explicit
decision to assume the presence of a threat. Asking, “What if . . . ?” becomes the first
step in launching a period of heightened exploration, in which individuals and
groups can imagine, experiment, and analyze what might happen if indeed the threat
proves real and significant. At worst, the organization has spent a short period of
time pursuing a false alarm – but perhaps learning something useful along the way.
When leadership encourages exploration, technical experts are more comfortable
speaking up with possible negative scenarios – even without robust data (Edmondson,
2003b). Had NASA responded this way following the 2003 launch, the organization
would have taken and analyzed photographs, leading to the rapid conclusion that the
threat was indeed real. With the photographic data, managers would have initiated
focused problem-solving activities during the recovery window, similar to the efforts
undertaken during the Apollo 13 crisis.

Direct teams in problem-solving efforts
Rather than relying on spontaneous initiatives by individuals and groups, we advocate a top-down directed effort to set up focused teams to analyze the threat and to
brainstorm and test possibilities for recovery. An organized effort constitutes a more
efficient use of valued human resources than allowing spontaneous initiatives to
emerge in a haphazard way. Focused teams can conduct thought experiments,
simulations, and other analyses, without pursuing redundant lines of inquiry. Management must provide these teams with the legitimacy and resources necessary to
focus on technical rather than organizational or political challenges. The groups
must know about the investigations taking place in other areas of the organization,
and they must understand where to turn with questions or conclusions. Teams have
been shown to accomplish remarkable things under pressure, as compellingly described
in Useem’s (1998) report of the Apollo 13 recovery. This approach ensures that an
ambiguous threat receives close scrutiny and attention, and it creates a routine through
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which the organization continually tests and improves its collective problem-solving
capabilities.
Although key managers at NASA initially assumed that “nothing could be done
about it” if foam strike damage were to prove substantial (CAIB, 2003: 147), the
board later concluded that two rescue scenarios, although risky, were probably
feasible (CAIB, 2003: 173–4). Focused, intense problem-solving efforts would have
been required to develop and make such efforts work.
An exploratory response requires leadership for the coordination of team activities,
leaving the teams themselves to focus their attention on the task at hand. Leaders
should interact closely with the people who are actually doing the work, directing
the process of responding to an ambiguous threat but not necessarily the content
(Edmondson et al., 2003; Nadler, 1996). They should actively avoid steering the
investigation toward confirmation of prevailing views. In this process, leaders must
reach out to people throughout the organization, without regard for status, rank, or
rules of protocol, treating lower-ranking individuals who possess relevant expertise
as collaborators and partners (Edmondson, 2003a). In contrast, in the Columbia
recovery window, NASA leaders, guided by conventional wisdom about foam, failed
to coordinate the work of independent silos.

Acting rather than waiting
The basic premise underlying an exploratory response is that the organization needs
to learn more about the situation at hand – and to learn it quickly. We thus suggest
overriding the natural tendency to wait and see what happens next – a passive
approach to learning that may fail to deliver results in a short recovery window.
Leaders need to accelerate learning through deliberate information-gathering, creative mental simulations, and simple, rapid experimentation. The exploratory response
emphasizes learning by doing rather than through observation.
Time is the most valuable resource in a recovery window. Therefore, to pack as
much learning as possible into this finite period, people must try things out quickly
to see what happens, interact with those who might have divergent perspectives or
data, and test possible solutions to as yet uncertain problems.

ENACTING AN EXPLORATORY RESPONSE MODE
Exploration starts with a deliberate mindset shift – a conscious attempt to alter the
spontaneous belief that current views capture reality accurately in favor of the more
productive (and accurate) belief that current theories are incomplete (Edmondson,
2003a; Smith, 1992). The desired mindset embraces ambiguity and openly acknowledges gaps in knowledge. In an exploratory response mode, managers engage in
experimentation and actively seek out dissent rather than encouraging conformity.
Although they may be directive in terms of staffing and coordinating team efforts
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Confirmatory response

Exploratory response

Active discounting of risk

Exaggerate the threat

Wait and see orientation;
passive learning by
observation & analysis

Learning by doing

Fragmented, decentralized,
discipline-based
problem-solving efforts

Top-down directed effort to
establish focused, cross-disciplinary
problem-solving teams

Figure 12.1 The shift from a confirmatory to an exploratory response

during the recovery window, they do not control the investigations’ content. Figure 12.1 outlines the shift from a confirmatory to an exploratory response mode.

A mindset of openness
The exploratory response adopts a learning orientation rather than a performance
orientation (Dweck and Leggett, 1987). When managers follow an exploratory
approach, they recognize that their view of what is happening may have to be revised
at any minute, in stark contrast to a confirmatory response. At NASA, managers
tragically believed that they knew how debris affected the shuttle, failing to consciously recognize how much was still unknown about the technology and the
interaction of the technology and highly variable launch conditions. Managers operating in an exploratory response mode cannot eliminate preconceived notions, but they
remain open to, and actively seek evidence of, alternative hypotheses.
A confirmatory response becomes reinforced by management systems designed for
reliability and efficiency (Sitkin et al., 1995). Such systems organize people and
resources to execute prescribed tasks as a means of achieving specified objectives.
These systems – and the confirmatory response – may be effective when cause–effect
relationships are well understood, but they often backfire under conditions of technological uncertainty (Sitkin et al., 1995). Adhering to standard procedure reduces
willingness to expend resources to investigate problems that appear “normal” –
thereby making it easy to miss the existence of a novel threat and difficult to
envision strategies for recovery.
Our analysis characterized NASA’s response as confirmatory. Appropriate in routine production settings, this mode has negative consequences for threat recovery
under conditions of uncertainty. For example, NASA’s emphasis on precise deadlines
was a poor fit with the inherently uncertain research and development activities
associated with space travel (Deal, 2004). Schedule pressures made managers less
willing to approve imagery requests because of the time required to position the
shuttle for additional photographs. Similarly, managers led meetings in a structured
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and efficient way, by running through checklists and sticking closely to predetermined agendas. That format discouraged brainstorming and candid discussion of
alternative hypotheses. Ham, for instance, conducted MMT meetings in a regimented
and efficient manner – a style more appropriate for a daily briefing on an automotive assembly line than a team meeting in a research and development setting.
An exploratory response is especially appropriate in contexts characterized by
ambiguity, such as research and development. Had NASA managers implicitly conceptualized the shuttle program as an R&D rather than a production enterprise, they
might have been more likely to probe the unexpected and experiment with recovery
strategies. Even without a true threat, such research often produces new knowledge –
some valuable, some unnecessary. In this way, an organization that adopts a learning orientation should be better able to detect a recovery window. Organization
members become tuned in to the benefits of learning from the unexpected and
anomalous. Even if the majority of ambiguous threats turn out to be innocuous, the
organization develops and strengthens crucial learning capabilities through repeated
recovery drills.

Promoting experimentation
An exploratory response suggests modifying certain attributes of formal science to
engage in effective inquiry under conditions of high ambiguity and time pressure.
Formal scientific experiments test predetermined hypotheses. Though this approach
should disconfirm some prior hypotheses, alternative interpretations may not emerge
to take their place, and assumptions about boundary conditions may be wrong or
misleading (Heath et al., 1998). For example, engineers could not employ the Crater
model to simulate foam strikes as large as the one that hit Columbia. The simulation
could not provide concrete data to counter prevailing views of foam strikes. Similarly,
Rocha could not conceive a persuasive formal experiment in the recovery window’s
limited timeframe; he only had his intuitive concerns, which proved unconvincing
to others.2 For these reasons, organizations can benefit from a less formal, exploratory response of experimentation that is inductive rather than deductive in nature
(Garvin, 2000).
Exploratory experiments are “designed for discovery, ‘to see what would happen
if ’ ” (Garvin, 2000: 142). Through a “probe and learn” approach that is creative and
iterative in nature, exploratory experimentation seeks to “try it and see.” Investigators collect and interpret feedback rapidly and then design new trials. The goal is
to discover new things, to generate new hypotheses about how the world works. In
contrast, for formal hypothesis-testing experiments, “proof is the desired end, not
discovery” (Garvin, 2000). Interestingly both the Challenger and Columbia investigations – rather than the missions themselves – provide compelling examples of simple
exploratory experimentation.
In the Challenger hearings, physicist Richard Feynman used a simple experiment to
demonstrate the relationship between cold temperatures and O-ring malfunction. By
submerging a piece of O-ring rubber a glass of iced water, Feynman revealed that the
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now frigid material returned to its original shape slowly, implying that O-rings could
not form an effective seal under cold launch conditions (Presidential Commission,
1986). In the Columbia investigation, physicist James Hallock conducted a simple
thought experiment and calculation to demonstrate that formal specifications did not
require the RCC panel to withstand more than a tiny impact from a foreign object. He
used nothing more than a no. 2 pencil to demonstrate his reasoning. Similarly, CAIB
member Douglas Osheroff conducted an experiment in his kitchen to learn more
about why foam shedding occurred during launch – a question that had perplexed
NASA for years. These examples demonstrate how an exploratory response can
include simple, rapid, and low-cost experimentation with high informative value in a
time-sensitive recovery window.

Encouraging dissent
In a confirmatory response mode, managers may express their confidence in prevailing views and assumptions at the outset of a recovery window. Perhaps intending to
bolster confidence, reduce fear, or simply remind subordinates of past organizational
success despite similar problems, powerful individuals or respected experts may not
intend to squelch dissent, but their actions often have that effect (e.g., Edmondson,
1996). Social pressures for conformity exacerbate the impact of those actions,
particularly when large status and power differences exist among leaders and subordinates (Edmondson et al., 2003; Janis, 1982; Roberto, 2002). When leaders express
themselves forcefully, others find it difficult to voice dissenting views.
In an exploratory response pattern, managers must take active steps to generate
psychological safety and foster constructive conflict and dissent. They need to seek
divergent views proactively, rather than waiting for them to emerge naturally. To
encourage dissent, managers can refrain from taking a strong position at the outset
of a deliberation, acknowledge their own mistakes or lack of knowledge, and personally invite reluctant participants to engage in discussions (Edmondson, 2003b). They
also can suspend the usual rules of protocol, try to diminish the visible signs of
status and power differences, and absent themselves from some meetings to encourage uninhibited discussion (Janis, 1982). By deliberately exaggerating the threat,
perhaps well beyond their own belief of its seriousness, they can make others feel
comfortable questioning the organization’s conventional wisdom about a particular
problem. During the Apollo 13 rescue, for example, Kranz pushed his Tiger Team to
challenge his and others’ assumptions so that the team could provide the astronauts
with flawless instructions for recovery (Useem, 1998).

COSTS AND BENEFITS OF THE EXPLORATORY RESPONSE
While an exploratory response may seem preferable to a passive, confirmatory one,
two serious concerns about this approach must be addressed. First, the risk of “crying
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wolf” repeatedly may lead to a reduction in effort and seriousness over time. When
individuals deliberately exaggerate ambiguous threats, some, if not most, will turn
out to be false alarms. How, then, can threats be consistently treated seriously?
Second, the exploratory response consumes time, money, and other resources. To
what extent is this expense justified?
The simple experiments conducted during both shuttle investigations powerfully
demonstrate that one can derive great insights from speedy, low-cost methods of
inquiry. Moreover, studies of effective learning organizations suggest that an exploratory response mode need not consume an extraordinary amount of resources.
Toyota, for example, designed into its famous production process the “Andon cord”
– a device that allows any worker to stop the production line in response to a
potential quality problem (Mishina, 1992). A pull on the Andon cord, however, does
not stop the line immediately; instead it alerts a team leader. The line only stops if
the problem cannot be solved in the assembly line’s cycle time (approximately one
minute) – a rare occurrence. Moreover, Toyota trains employees in rapid, structured
group problem-solving processes so that everyone knows how to investigate a potential threat in an efficient manner. A pull on the Andon cord does not trigger ad hoc,
uncoordinated efforts by multiple groups, as the foam strike did at NASA. Interestingly, the frequency of Andon cord pulls, compared to the outcome of a problem so
severe that the line is stopped, does not lead workers to grow tired of sounding or
responding to this exaggerated response to ambiguous threat. They embrace the
learning and quality-oriented culture that the Andon cord signal encourages, because
the organization heralds the concrete benefits that come from the creative problemsolving triggered in these recovery windows. In addition, the frequent investigation
of potential concerns does not compromise Toyota’s productivity or cost efficiency;
instead, it enables continuous improvement. For years, Toyota led its industry in
quality and productivity.
Taking the time to explore an ambiguous threat also has positive spillover effects
– sometimes more than compensating for the expenses incurred. For instance, leaders
at Children’s Hospital and Clinics in Minnesota recognized the enormous potential
for medical mishaps, given the complexity of patient care processes and the many
highly publicized crises that had occurred at other, similar hospitals. As a result,
they instituted a system for investigating potential patient safety problems that has
not only reduced medical errors and “near-misses” but also has led to discoveries
that have enabled the hospital to reduce expenses and improve customer service
(Edmondson et al., 2001). Similarly, at IDEO, a leading product design firm, engineers
brainstorm about problems on a particular project, and they often discover ideas that
pertain to other design initiatives on which the firm is working (Hargadon and
Sutton, 1997).
We propose that an exploratory response to ambiguous threats may provide
positive spillover effects not only for specific projects and processes, but also in
terms of developing general capabilities for organizational learning and continuous
improvement. The rapid, focused problem-solving efforts spurred by exaggerating a
potential threat can serve as learning practice – drills for developing critical learning
skills and routines. In these drills, people gain experience in speaking up, practice
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problem-solving skills, and develop increased abilities to discern signal from noise.
They get to know others in the organization when brought together on temporary
problem-solving teams, allowing people to continually update their awareness of
others’ skills and knowledge. Collective knowledge about technical aspects of the
work also deepens.
Finally, these intermittent, intense episodes may unleash the seeds of a cultural
change. By contributing to a culture that tolerates dissent and questions underlying
assumptions, these episodic drills may enhance the organization’s ability to make
high-stakes decisions. This cultural change is likely to happen slowly, step by step,
incident by incident. In sum, repeated use of an exploratory mode, rather than
wearing people out and wasting resources, can be explicitly framed as a way of
becoming a learning organization.

CONCLUSION
This chapter has introduced the construct of the recovery window in high-risk
organizations and analyzed the 16-day window that ended in the breakup of the
Columbia. Our analysis characterized the response to the foam threat as confirmatory
in nature; those involved discounted the risk, did not seek discordant data and
perspectives, and failed to explore possible compensatory action. We have described
an alternative – the exploratory response – and proposed that this pattern of behavior
may provide a mechanism through which organizations can increase their collective
learning capacity.
We conceptualize recovery windows as varying widely in duration and view the
construct as a lens through which to investigate organizational recovery mechanisms.
Consistent with theories explaining high-reliability organizations, we note that human
error and technological malfunction are inevitable, such that researchers must seek
to understand how high-risk organizations recover from – rather than simply avoid
– safety threats.
Our term is intentionally derived from the broader one, “window of opportunity,”
which captures the idea of finite periods of time in which some gain is possible but
only if action is taken quickly. Windows of opportunity are fundamentally positive
– upbeat, exciting glimpses of possible personal or collective gain. However, the
emotional response facing threat often proves negative since the emphasis is on the
prevention of loss, an intrinsically aversive state (Kahneman and Tversky, 1979). We
suggest the possibility of reframing recovery as an opportunity for gain – both for
the satisfaction and importance of immediate recovery and for the longer-term gain
from strengthening organizational learning capabilities. The recovery window term itself
is thus meant to emphasize positive, aspirational dimensions of transient opportunities
to avoid failure, building on research suggesting that shared aspirational goals motivate
more effectively than defensive or preventative ones (e.g., Edmondson, 2003a).
The construct of the recovery window focuses on the individual, group, and
organizational factors that help prevent accidents after events have been set in
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motion to create them. Recognizing the wealth of prior work on both NASA in
particular and on organizational accidents in general, we have sought to examine
only what transpires in periods of temporarily heightened risk, in which constructive
corrective action may be feasible. We have sought to provide new insight into
mechanisms through which safety is achieved through a detailed analysis of the
Columbia recovery window, rather than trying to provide a new theoretical explanation for why accidents occur. Instead, we hope to offer new insights into the mechanisms through which recovery from error – and safety more generally – is achieved in
organizations. High-risk systems face numerous, recurring opportunities for recovery
– some characterized by day-to-day vigilance, others by heroic rescue. As long as
human beings cannot be entirely free of mistakes, organizational systems will have
to recover from them. We advocate a learning orientation as an essential attribute of
effective recovery.
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NOTES
1 In the 1986 pre-launch teleconference between solid rocket booster contractor Morton
Thiokol and NASA before the flight leading to the loss of the Challenger and its crew,
Thiokol engineer Roger Boisjoly attempted to persuade his peers and NASA that O-rings
were not safe at low temperatures and that the launch should be delayed. Lacking the
appropriate display of data that would prove the correlation of low launch temperatures
and O-ring damage, he resorted to an ineffective subjective and emotion-laden argument
that launching at low temperatures was “away from goodness.”
2 Interviews with CAIB members indicate that the experiment conducted in August 2003 by
the board to demonstrate how a foam strike could puncture an RCC panel most likely could
not have been conducted properly during the short period of the recovery window. The
purpose of this experiment was to prove to disbelievers within NASA the board’s identification of foam shedding as the technical cause of the accident.
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BARRIERS TO THE
INTERPRETATION AND
DIFFUSION OF INFORMATION
ABOUT POTENTIAL PROBLEMS IN
ORGANIZATIONS: LESSONS FROM
THE SPACE SHUTTLE COLUMBIA
Frances J. Milliken, Theresa K. Lant, and Ebony N. Bridwell-Mitchell

In order for organizations to learn, information about problems or potential problems
needs to be communicated by those who “notice” these problems to people in
decision-making positions. Under conditions of ambiguity, however, it is often difficult to recognize whether a given piece of information is important or not. The
nature of the information as well as the location of the sender in the hierarchy and
in informal networks may influence how the information is perceived.
In this chapter, we examine some of the factors that affected the search for, the
interpretation of, and diffusion of information about the debris strike on the space
shuttle Columbia. We focus particular attention on the critical decision not to seek
additional photographic images of the areas of the shuttle that had been hit by debris
upon liftoff. We will never know whether having these photographs would have
mattered to the fate of the astronauts on the day of re-entry, but that is not the
standard by which the photograph-seeking behavior should be judged. Rather, the
standard should be to ask whether seeking better pictures would have helped to reduce
the uncertainty about the situation with which NASA was coping. It is possible that
NASA would not have been able to respond effectively to the situation even with the
additional information, but the probability of a successful response is generally
increased the better one’s knowledge of the nature of the problem one is facing.
We believe that the missed opportunities for organizational learning at NASA that
happened over those few fateful days in January 2003 were not the result of bad
people doing bad things but the natural results of routine organizational processes
that occurred within an organizational context so beset with complexity and ambiguity
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that effective learning was (and is) extremely difficult. We believe that an “organizational learning lens” may help us to understand the events at NASA and to think
about their underlying causes and solutions in a way that allows us to avoid the
tendency to blame individuals but rather focuses our attention on how information
in organizations is processed.
This chapter is organized in the following manner. First, we briefly introduce a
model of organizational learning and discuss some of the terminology and assumptions underlying the model. We then attempt to interweave a discussion of two of the
phases of organizational learning with an analysis of various aspects of the decision
situations at NASA. Finally, we will attempt to discuss what organizations, like
NASA, that operate in complex and ambiguous learning environments might be able
to do to facilitate the transfer of information, especially up hierarchies, and to facilitate
learning by the system.

A BRIEF LOOK AT ORGANIZATIONAL LEARNING
March (1991) suggested that organizational learning is a process of mutual interaction, in which organizations learn from their members and vice versa. In an optimal
learning situation, individual decision-makers observe organizational actions and
subsequent outcomes, and draw correct inferences about the cause-and-effect relationships between actions and outcomes. This individual knowledge is diffused through
the organization and informs future organizational actions, which, in turn, have
effects that are subsequently interpreted by individuals in the organization and
create new opportunities for learning.
Such idealized learning circumstances are rare, however. March and Olsen (1979)
argued that there could be several possible breaks in the learning cycle that could
cause incomplete organizational learning and a breakdown in the organizational
system itself. Consider the case of NASA. NASA’s space shuttle program is characterized by infrequent “events” (e.g., launches). NASA, therefore, has few opportunities
to learn from actual performance outcomes (Tamuz et al., 1991). Furthermore, because
the space shuttle is an extremely complex system of components (Perrow, 1984), it is
not easy to trace performance outcomes back to the actions that caused them. Thus,
there is ambiguity about the likely effectiveness of the components of the system as
well as about the relationships between the parts of the system and overall system
performance. NASA is also a very large organization (17,000 employees) in which
jobs tend to be highly specialized and in which much of the work of the organization
is subcontracted out, all of which add a further level of complexity to the problem of
trying to learn and manage effectively.
In complex systems cause-and-effect relationships are not linear but, rather, often
exhibit non-linear and unpredictable interactions among variables (Perrow, 1984).
Thus, under conditions of ambiguity and complexity, the relationships between organizational actions and outcomes are often unclear (Lant and Mezias, 1992), even to
the individual learner. In ambiguous learning environments such as the one in which
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NASA is operating, decision-makers have to try to make sense of the ambiguity and
conflicting views surrounding events or information in order to draw conclusions.
In organizations, when there is a lack of consensus about the interpretation or
meaning to be given to an outcome, an event, or a relationship between two
variables in the organization, formal and informal power relations often determine
“whose” frame “wins.” In this way, the frames of powerful parties in organizations
usually dominate organizational sensemaking efforts. The frames of powerful parties
can also create barriers to the flow, and the advancement, of alternative perspectives
and information. People lower down in the organizational hierarchy may stop arguing for their interpretation of a situation once it has become clear that another
interpretation, one favored by the power elite of the organization, is likely to carry
the day even if that interpretation is incorrect. Lower-level members often perceive
that it is not wise to speak up in such circumstances (Morrison and Milliken, 2000).
The upward transfer of negative feedback, or information that could be viewed as
signaling the existence of a problem, may be both especially necessary and especially
problematic in ambiguous, complex learning environments. It is especially necessary
because feedback about what is not working in a system is vital to keeping the system
operational as well as to improving the system. The upward transfer of information
that might be perceived as critical, while problematic in any hierarchical context, is
especially problematic in a context that is filled with complexity and ambiguity. This
is because it is difficult to recognize a “real problem” in such an environment. The
probability of misclassification of a “real problem” as a “non-problem” is high, as is
the probability of classifying a “non-problem” as a “real problem.” Both are serious
errors. In the latter case, the organization can waste time and money attempting to
collect data about something that is not important. In the former case, the system
can fail because needed data is not collected.
Factors affecting interpretation
• Nature of performance feedback
• Ambiguity about meaning of
events
• Frame of reference
Factors
affecting
diffusion

Individual
learning

Organizational
context/event

Enablement

Organization’s
action

Organizational
learning

Enactment

Diffusion and
Institutionalization

• Organization
context
• Characteristics
of senders and
receivers
• Information
characteristics

Figure 13.1

Interpretation

A process model of organizational learning: cross-level effects

Source : Glynn, Lant, and Milliken, 1994.
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Glynn, Lant, and Milliken (1994) elaborated on the processes that underlie organizational learning and to identify some of the factors that might affect the various
subcomponent processes required for learning (see figure 13.1). We will use this
approach to help us try to identify exactly where and why NASA’s information processing and learning capacities broke down in the case of the decisions leading up to
the Columbia disaster. Figure 13.1 illustrates four processes that Glynn et al. (1994)
argue serve to connect individual learning, organizational learning, organizational
action, and an organization’s (environmental) context. These links – “interpretation,”
“diffusion,” “enablement,” and “enactment” (Glynn et al., 1994) – determine the degree
to which individuals learn from the organizational context, organizations learn from
individuals, and organizational learning produces organizational action. For the
purposes of analyzing the situation surrounding the Columbia accident, we will focus
on two of these linking processes: the interpretation process that links organizational
outcomes with individual learning, and the diffusion process that links individual
learning with organizational learning.

The interpretation process
The basic elements of an adaptive learning process consist of taking action and
perceiving and interpreting subsequent events and outcomes. To the extent that
feedback is regular and straightforward, learning the causal associations between
actions and outcomes is fairly straightforward (Lant, 1992). As we have argued in the
previous section, when outcomes are ambiguous or the link between actions and
outcomes is difficult to determine, drawing interpretations about the likely effectiveness of organizational actions is problematic (Lant and Mezias, 1992).
Glynn et al. (1994) use the term interpretation to refer not only to making sense of
the action–outcome linkages but also to efforts to interpret events or changes in the
general environment that are not necessarily caused by organizational actions. Biases
in noticing and interpretation can make this problematic. Information cues, for
example, compete with each other for the limited attention of decision-makers (Lenz
and Engeldow, 1986). It is only those cues that are noticed and interpreted as
important that are likely to influence managers’ decisions. The characteristics and
experience of the decision-maker can affect which cues are noticed and interpreted
(Hambrick and Mason, 1984; Hitt and Tyler, 1991; Starbuck and Milliken, 1988) as
can the characteristics of the context (Bourgeois, 1984; Spender, 1989) and the type
of information that is available (Fiske and Taylor, 1984; Nisbett and Ross, 1980).
The interpretation process begins when a stimulus event occurs that is in need of
processing (Louis and Sutton, 1991). In this case, the relevant event is described well
in the official report by the Columbia Accident Investigation Board (CAIB), chaired by
retired US Navy Admiral Harold Gehman, Jr. (we have characterized the event below):
Approximately, eighty-two seconds after launch, a suitcase-size piece of foam traveling
approximately 500 miles per hour collided with the leading edge of the shuttle’s left
wing creating a hole in the carbon reinforced panel. . . . This hole breached the shuttle’s
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thermal protection system, allowing superheated gas to pass through the wing during
re-entry, burning and melting the wing’s aluminum structure from the inside out. Ultimately, the conflagration completely destroyed the wing and destabilized the shuttle’s
structure until it broke apart high above Texas, killing its seven-member crew.
(CAIB, 2003: 8, 34)

Trying to interpret a stimulus: what you believe depends on where you sit
While we now know the sequence of events involved in the debris strike and its
outcomes with relative clarity, there was ambiguity in the understanding of what
happened in “real time.” It was known to NASA engineers (and managers) that
insulating foam could, and often had, become dislodged during launches of the space
shuttles (CAIB, 2003: 122). However, the consequences of this particular debris strike
were not as clear.
On the second day of the Columbia flight, the Intercenter Photo Working Group
at Marshal Space Flight and Kennedy Space centers reviewed the video imagery
of liftoff, which suggested that a piece of foam may have broken off during takeoff
and struck the wing (CAIB, 2003: 140). The group’s concern with the foam loss and
possible shuttle impact prompted it to request imagery of the suspected impact area
along the leading edge of the left wing. Multiple requests for shuttle imagery were
made, spear-headed by the Debris Assessment Team, an ad hoc group of NASA,
Boeing, and USA engineers formed shortly after the discovery of the debris strike
(CAIB, 2003: 140–1).
Ultimately, all of the requests for additional images were either ignored, denied, or
downplayed by higher-up NASA managers, including shuttle program managers
Ronald Dittmore, Ralph Roe, and Linda Ham, Engineering Directorate managers
Calvin Schomburg and Paul Shack, and flight director Leroy Cain.
Ironically, one of the reasons why additional photos were not sought was that, at
the time, without the photos, it was hard to prove that anything significant had
happened and thus, some personnel saw no need for photos (a tautological, although
apparently persuasive, argument). Further, the fact that other shuttles had been
successfully brought back despite foam strikes (CAIB, 2003: 122) encouraged an
alternative interpretation being formed and supported by many of those in power –
that foam strikes might not be a “safety of flight” issue.
One possible reason for the differing interpretations of engineers and managers
was the different lenses or frames of reference each brought to the event. Managers
brought a lens that demanded an operational perspective. The lower-level engineers
brought a lens that was shaped by their science-oriented set of goals (Vaughan,
1997). A culture that is focused on operations may unintentionally seek to minimize
(or at least obfuscate) risk and deviance, for it is hard to acknowledge that one does
not understand how a technology works when you have declared it operational.
Contrastingly, the heart of testing is the understanding of deviant events and the
subsequent efforts to learn from these events (Vaughan, 1997). We have attempted to
illustrate the unfolding differences in the interpretations of the meaning of the foam
strike in figure 13.2.
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Managerial/operational role

Engineering/technical role

Foam strikes have happened
before – space shuttles have
come back safely in the past

We are not sure what
happened; this is an uncertain
event

Routine

Review rationale from past
events (provides confirmatory
evidence)

Collect data to minimize
uncertainty

Response

Proceed with operations unless
there is clear evidence of a
problem; demand proof

Attempt to
classify

Figure 13.2

cting

i
Confl

Proceed with technical inquiry
within given constraints;
silence after multiple tries

Two frames of reference: what is a reasonable response to this event?

Both NASA’s managers and its engineers were operating within their established
routines for solving problems. The routines of the managers’ operational role advised
that the foam debris strike be classified given its similarity to past events, justified
using existing rationales, and minimized so that other operational demands could
be met (McCurdy, 1993). The technical routines of the engineers suggested that the
proper course of action for responding to the debris strike was to acknowledge
the uncertainty of the event, attempt to gather data, and proceed with a technical
inquiry. For both groups there were signals that their routines may not have been
appropriate for managing the problem at hand. For engineers, the signal was the
repeated refusal of their request for imagery; for managers, it was the persistent
resurfacing of requests for imagery coming from multiple channels. In the end, the
engineers heeded the signal they received from managers, resulting in their silence
and the cessation of signals sent to managers. The signals being sent to managers
went unattended, given that there was little, and arguably no, deviation from their
original, routine course of action. Such a result points to the importance of being
able to recognize the significance of signals that suggest deviation from established
routines.
The differing interpretations of existing data and the differing routines that were
activated within NASA capture one of the core difficulties in learning under ambiguity; namely, that interpreting the stimulus itself is not always a straightforward
process, and well-intentioned people sitting in different places in an organization
can see the same stimulus differently. One way to try to resolve this ambiguity is to
seek more data, but seeking more data, in this instance, required believing that there
was a potential problem, something about which there was not agreement. In this
case, as in many organizations, the interpretation favored by the more powerful
constituency “won,” and because the managers did not perceive the stimulus as a
problem the request for additional data went unfulfilled.
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Trying to interpret a stimulus under conditions of uncertainty

The questions around which subsequent Columbia decisions and actions revolved
were, “Is a debris strike a threat to flight safety?” and “How large a strike is problematic?”. Any answer to these questions requires information and the ability to
recognize whether or not one has the right data to resolve one’s points of uncertainty. Yet, knowing that data are necessary does not mean that there is agreement
on what data are required. Noticing different sets of data or having different views
about what is the proper data set needed to answer the question “Is the debris strike
a threat to flight safety?” was one reason why the lower-level engineers and the
higher-level managers saw different answers to the question.
Consider, as a starting place for determining what data are necessary to answer the
question of interest, the requirements of the mathematical modeling program used
by Boeing contractors to estimate the impact of the foam debris strike (CAIB, 2003).
Effectively predicting shuttle damage required that the size of the debris should be
known, as should the momentum, angle, and location of impact. Only some of these
data were available during the decision-making period. One of the primary differences between those advocating imagery and those who were indifferent or opposed
to it was the difference in their belief about whether it was necessary to take pictures
to see if one could obtain further information about the size of the debris as well as
the momentum, angle, and location of impact.
Both chief structural engineer Rodney Rocha and Mission Management Team chair
Linda Ham, the engineer and manager who came to be at the center of debates about
NASA’s response to the foam strike (Halvorson, 2003; Wald and Schwartz, 2003),
had estimates of the size and momentum of the debris that were provided to them by
Boeing (CAIB, 2003: 147). Both knew that the accuracy of these estimates depended
on information that was currently unavailable (CAIB, 2003: 161). Ham seemed to
believe the information they did have was sufficient to make a decision, and she
interpreted the data to mean that the shuttle was safe. Rocha’s actions suggest that
he believed the information he had was insufficient and it was not possible to
conclude that the shuttle was safe. Each had the same question and seemingly the
same evidence, from which they reached two very different conclusions about the
shuttle’s safety. Ham theorized that the data indicated that the shuttle was safe.
Rocha, on the other hand, believed that the data was insufficient to reach such a
conclusion and therefore believed that the safety of the shuttle was unknown and
wanted more data to resolve his uncertainty.
The evidence for flight safety (certainly as viewed by Ham) was the estimated
small size of the debris as well as the rationale for S-112. The evidence for unknown
flight safety was the existence of missing data. Simply weighing the evidence in
support of each theory, the tangible evidence – an actual number for the size of the
debris, an actual list of reasons for flight safety – certainly seems much more
persuasive than is an absence of evidence. It is easy to imagine shuttle managers
who face pressures of cost and time being persuaded by such evidence. Yet it is this
tendency to rely on available data that can distort one’s judgment about the existence of counter-evidence (Tversky and Kahneman, 1982).
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If Ham and Rocha were seeking to test their respective hypotheses, they would
have both sought to find counter-evidence for their theories. What is the counterevidence for flight safety? When Ham searched she found none. This result was due,
however, to the bias of her sample. Her decision not to obtain flight imagery
effectively censored her sample so that possible counter-evidence was not included
in the pool. Yet not observing counter-evidence does not mean it does not exist.
This is a basic, though often ignored, principle of scientific inquiry. Unfortunately,
the Columbia accident was not the first time NASA managers fell prey to the fallacy
of making conclusions even though there was missing data. Similar use of censored
data resulted in NASA managers incorrectly predicting O-ring safety on the cold
January morning of the Challenger accident (Starbuck and Milliken, 1988).
What about the counter-evidence for unknown flight safety? Rocha’s insistence on
obtaining outside imagery demonstrates his hope of strengthening the sample of data
on which he could base his conclusion. There were no data to challenge the claim
that flight safety was unknown. In fact, even if the requested shuttle images had
been received, flight safety could only be constructed from probabilities and would
remain partially unknown.
The decisions of the NASA managers were bounded by past routines, frames of
reference, and operational pressures, leading to differences in their interpretations
of the same stimulus and, in some cases, biasing their interpretations, both of which
made it difficult to proceed with the next steps in the learning process. As we will
suggest in the following section, such barriers to learning were amplified by a failure
in the diffusion process that allows organizations to learn from individuals.

The diffusion process
Diffusion can be thought of as the transmission of learning (or of opportunities
for learning) from one person or group to others throughout the organization.
Widespread diffusion of learning would result, at equilibrium, in individuals and
organizations having equivalent knowledge or at least equivalent representations of
the key issues, even if there remained disagreement on the meaning of the issues.
However, not only is equilibrium rare, there are typically intentional and unintentional barriers to the widespread diffusion of information (Glynn et al., 1994). Argyris
(1990), for example, has documented how withholding information can lead to
organizational “pathologies,” defensive routines, and a lack of learning. The result
can be an incomplete process of diffusion such that individuals know more than
the organization does.
Three types of factor that appear to influence intra-organizational diffusion of
information are characteristics of the organizational context, the nature of the information itself, and characteristics of the information senders and receivers. Before
proceeding to examine each of these influences, we will briefly summarize the series
of events that provided (unrealized) opportunities for organizational learning through
diffusion processes. We do this, in part, to illustrate how many people were involved
in attempting to communicate or in blocking the communication efforts of others.
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Imagery request interactions

Figure 13.3 provides a pictorial representation of the paths that the imagery requests
took within NASA.
Opportunities for organizational learning from individuals’ interpretation of
the organizational context began on Friday, January 17, 2003 – Flight Day 2. This is
when, according to the report of the Accident Investigation Board (CAIB, 2003: 140),
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the Intercenter Photo Working Group’s chair, Bob Page, requested imagery of the
wing from Wayne Hale, the shuttle program manager for launch integration at
Kennedy Space Center. The group also notified two senior managers from shuttle’s
subcontractor United Space Alliance (USA) about the possibility of a strike. Hale
agreed to explore the possibility. USA subcontractors, along with NASA managers
Calvin Schomburg and Ralph Roe, decided imagery could wait until after the long
weekend (CAIB, 2003: 141).
During the weekend, though USA contractors did not conduct further imagery
analysis, Boeing subcontractors did. Because Boeing’s analysis depended on knowing
the exact location of the debris strike, Rodney Rocha, now the co-chair of the Debris
Assessment Team, made an email inquiry to Engineering Directorate manager Paul
Shack as to whether Columbia’s crew would visually inspect the left wing. The email
went unanswered (CAIB, 2003: 145; Glanz and Schwartz, 2003). The information
that the DAT did have – that the Boeing analysis approximated the piece of debris to
be similar in size to the one that struck the shuttle Atlantis – was conveyed at the
Mission Management Team meeting by Mission Evaluation Room manager Don
McCormack (CAIB, 2003: 147). There was no mention of the importance of the
missing “strike location” data for determining the severity of the debris damage.
Consequently, the focus of the MMT’s chair, Linda Ham, turned to establishing a
flight rationale that could be borrowed from the shuttle Atlantis, as the debris
situation was deemed to be similar.1
Again, according to CAIB (2003: 150) on January 21 the continuing concerns of
USA engineers on the DAT prompted USA manager Bob White to request imagery
of the shuttle from Lambert Austin, head of Space Shuttle Systems Integration at
Johnson Space Center. Austin contacted the Department of Defense (DOD), which
began working on satellite photos of Columbia in orbit. Following up on Bob Page’s
request for imagery on January 17, Wayne Hale also contacted the DOD to request
imagery on January 22. Both requests were thwarted when the DOD request was
cancelled by Ham, who cited a lack of clarity about the source of the request and the
lack of a clear need for the images as the reasons for her action (Halvorson, 2003;
Wald and Schwartz, 2003). Figure 13.3 illustrates the web of key interactions and
requests for shuttle imagery.
By the time the penultimate forum for communicating safety of flight issues arose
– the Mission Management Team meetings – neither Rocha nor others mentioned the
importance of obtaining imagery or the possible danger to Columbia.2 In subsequent
interviews about the MMT meetings Rocha commented that he “lost the steam, the
power drive to have a fight, because [he] wasn’t being supported” (Glanz and Schwartz,
2003). Moreover, he recalled the meeting’s chair, Linda Ham, pausing during a
comment about the foam debris and looking around the room as if to say, “It’s OK to
say something now.” Yet he declined to speak up, noting that “I was too low down
here in the organization, and she is way up here. I just couldn’t do it” (Treadgold,
2003). Speaking up about the shuttle’s safety in a meeting of high-status managers
may have required, rightly (at least from Rocha’s point of view), being able to answer
the questions, “Why do you think the shuttle is in trouble? What evidence do you
have?”. And, of course, because the numerous requests for shuttle imagery went
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unfulfilled, Rocha did not have data – just a hunch that “was gnawing away at him”
for which “he didn’t have enough engineering data to settle the question in his
mind” (Glanz and Schwartz, 2003: p. A1).
The above account highlights the barriers to information diffusion and the breakdown in the learning cycle at NASA. Partly responsible for these barriers at NASA are
characteristics of the organization, including aspects of the organization’s structure,
culture, and roles.

The impact of the organizational context
There is an Apollo 11-era plaque that is said to hang in the Mission Evaluation
Room at NASA, which reads, “In God we trust, all others bring data.”3 Such an
epigram illustrates important features of NASA’s structural and cultural context.
Most obviously, it speaks to the importance that data are given in decision-making in
an organization with a long tradition of technical excellence (McCurdy, 1993; Vaughan,
1997). It suggests that NASA is a place where there is little incentive to or likely
tolerance for those who wish to make a claim but who have no evidence with which
to substantiate it. From a technical perspective, this appears to be a sound rule, but
its stringent application can be problematic in certain types of learning environments
and can create barriers to the upward flow of information in organizations. This
strongly held belief in the pre-eminence of data over alternative information cues, like
intuition, may have prevented Rocha from speaking up at the January 24 Mission
Management Meeting to voice his doubts about the shuttle’s safety.
It is somewhat ironic that the insistence on having data to back up one’s concerns
or intuition may have gotten NASA into trouble in both the Challenger and Columbia
accidents. Specifically, the well-ingrained belief that “data in hand” is required to
voice alternative views may have handicapped lower-level organizational members
who tried to act on the basis of their intuitions. The problem that an insistence on
having data in hand creates is that it is rarely possible to have such data when one
is operating in an environment with so few trials and so much complexity.
Another organizational characteristic that impeded diffusion was NASA’s reliance
on informal communication networks. Despite the formation of a formal group and
network for assessing the impact of the debris, shuttle managers relied on their ties
to other managers – in particular, Engineering Directorate manager Calvin Schomburg,
considered an expert on the thermal protection system. Conversations between
Schomburg, Ham, Roe, Shack, and USA senior managers as early as the first day of
the debris discovery produced a managerial belief that the foam strike would cause
little damage (CAIB, 2003). This belief erected a mental and bureaucratic blockade
against supporting requests for shuttle imagery.
The reliance on informal networks also became an issue for the upward flow of
information when both Lambert Austin and Wayne Hale chose informal channels to
pursue their DOD requests. Though both managers eventually informed Ham of their
actions, Ham’s initial investigation into the source of the requests produced little
information because the requirement for the imagery had not been established officially
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with Phil Engelauf, a member of the Mission Operations Directorate, or the NASA–
DOD liaison. The inability to verify the source of and need for the images prompted
Ham to cancel the request (Dunn, 2003).
It may have also been the case that the use of informal channels generated conflict
within the shuttle program. An email from a NASA liaison to the DOD, following
Ham’s directive, requested that the DOD help “NASA to assure that when a request
is made it is done through official channels” (CAIB, 2003: 159). It is possible that
negative emotions were generated by the perceived threat and conflict involved in
using informal networks to access DOD resources and that these negative feelings
may have impaired managers’ ability to process information (Staw et al., 1981). This
may have particularly been the case if those emotions were generated from interactions with individuals perceived to be from a cultural out-group – as engineers might
be perceived by managers (Spencer-Rodgers and McGovern, 2002). Further, research
on escalation of commitment (Staw, 1980) suggests that people who have responsibility for previous decisions are often most at risk of having biased interpretations.
This is because individuals who have made prior investment decisions may have
a need to justify prior decisions. In other words, they are motivated to believe in a
reality that allows them to justify their prior investment, as may have been the case
with the canceling of requests for imagery from the Department of Defense.

The impact of information characteristics
A second important factor that impacts the diffusion of information is the valence
of the information – whether it is good news or bad news. Research suggests that
individuals are much less likely to communicate bad news than they are to communicate good news (Glauser, 1984; Tesser and Rosen, 1975). It has been found that
supervisors are more reluctant to give subordinates feedback about poor performance
than they are to give feedback about good performance (Fisher, 1979) and give negative
feedback less frequently (Larson, 1986). This reluctance to communicate “bad news”
is especially likely when the “bad news” has to be given to someone who is higher in
the organizational hierarchy than the sender (Morrison and Milliken, 2000).
Argyris (1977) offers examples of how, when lower-level managers felt unable to
communicate negative information to upper-level managers, organizational learning
was impeded. The way individuals tend to deal with potentially negative, threatening,
or surprising information is by shutting down communications (Staw et al., 1981)
and engaging in defensive routines that are “anti-learning” (Argyris, 1990). Thus, it
seems that individuals tend to communicate positive information more readily than
negative information; as a result, we expect positive information to diffuse more
rapidly than negative information.
Another salient characteristic of information is the extent to which new knowledge
is consistent with already institutionalized beliefs or schema. The literature suggests
two competing effects on diffusion processes. On the one hand, individuals tend to
discount information that is radically different from existing beliefs (Kiesler and Sproull,
1982; Schwenk, 1984); this leads to the expectation that schema-inconsistent learning
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will diffuse to a lesser extent. Conversely, other research indicates that it is discrepant or disconfirming ideas that are more readily noticed (Bruner, 1973; Louis and
Sutton, 1991); this leads to the expectation that schema-inconsistent learning will
be communicated and diffused to a greater extent. Thus, an interesting question
concerns whether or when (under what conditions) schema-consistent or schemainconsistent information will be more readily diffused and institutionalized within
organizations. Perhaps the key is to identify which schemas or whose schemas are
the baseline used to determine the relevance of new information. We speculate that
if new information is inconsistent with the beliefs of powerful coalitions, departments, or the overarching culture of the organization, then it would be less likely to
be communicated and diffused.
As evidence for the above assertion, consider the previously described interpretations of the foam strikes given by NASA managers. Prior successful launches and
re-entries of space shuttles despite foam strikes seemed to have become increasingly
associated with the belief that the foam strikes were not a “safety of flight” issue
(CAIB, 2003: 122). In fact, for previous foam strikes, the Mission Management Team
had provided a seven-point rationale for classifying strikes as “no threat to safety of
flight.” It was this same rationale the Mission Management Team used to justify its
belief that the foam strike on Columbia was a non-threat (CAIB, 2003). This was the
schema that was likely to have been operational at NASA at the time of the analysis
of the consequences of the debris strike on the space shuttle Columbia.
It is not surprising that managers’ “justified safety” schema prevailed in decisions
about obtaining imagery of Columbia’s damaged left wing. In organizations, formal
and informal power relations usually determine “whose” frame “wins” when there is
a lack of consensus about the interpretation or meaning to be given to an outcome,
event, or relationship between two variables in the organization. People lower down
in the organizational hierarchy are unlikely to keep arguing for an interpretation of
data that does not appear to be consistent with the one favored by those who are
higher than them in the organizational hierarchy. As we have noted, in such circumstances, lower-level employees perceive that it is wise to be silent (Morrison and
Milliken, 2000). Rocha’s comment about feeling “too low” in the organization to
speak up at the Mission Management Team meeting (Treadgold, 2003) is evidence of
such a process at NASA.

Impact of sender and receiver characteristics
When events are noticed by individuals who are not optimally positioned for influence, this information may be less likely to be taken seriously. When the foam debris
strike was first noticed by a small group of engineers on the Inter-Center Photo
Working Group on the second day of the Columbia flight (CAIB, 2003) the engineers
had little success routing requests for additional imagery outside of a core of similarly situated engineers and low-level managers. Eventually, bridging agents (in the
forms of Mission Operations Directorate manager Bob Conte and Mission Evaluation
Room manager Don McCormack) to those with the ability to obtain imagery were
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identified. However, the attention of these actors (mostly upper-level managers on
the MMT) had already been directed to the event by an individual who was situationally
more similar to them (e.g., Engineering Directorate manager Calvin Schomburg) and
consequently had more influence than members of the engineering core. As a result,
the unfolding sequence of interpretations and actions of MMT managers was a
function of the event as seen through the perceptual filters of their own subgroup.
Without a mechanism for making their own filters explicit or for evaluating and
integrating information generated by those with a different “lens” on the problem,
learning was very difficult, if not impossible.
In this case, the diffusion of knowledge (or concerns about the need for more
knowledge) was impeded by characteristics of the organizational context (NASA’s
“prove it” culture coupled with the use of informal connections) as well as by characteristics of the information itself (there was ambiguity about the meaning of the
event, the communicator was attempting to communicate negative information not
positive information, and the nature of the communication was inconsistent with the
dominant frame of those in power about the nature of the situation). Finally, the fact
that the sender was lower in the hierarchy than the receiver and was not a member of
the elite is likely to have impeded his ability to successfully communicate his concern
in a way that resulted in successful persuasion of others and organizational action.

DISCUSSION: FACILITATING INTERPRETATION OF AND
COMMUNICATION ABOUT PROBLEMS IN ORGANIZATIONS
In the case of NASA and the request for imagery of the foam debris strike, two
competing sets of viewpoints and interests became resolved in a way that impeded
organizational learning. Specifically, organizational learning is enabled when new
information from the organizational context is evaluated and used to update current
understandings in a way that has the potential to improve performance in future
contexts. The evaluation and integration of information in organizations, however,
is subject to a number of barriers, including the effects of biases and heuristics
on individual and group information-processing and decision-making, the barriers
created by complex organizational structure, and the activation of routines that turn
out to be inappropriate (Glynn et al., 1994). It is exactly such barriers that are responsible for the missed opportunities for organizational learning during the shuttle
Columbia incident.
After the foam debris strike – one single event, similar in many ways to the
thousands of individual events that occur on a daily basis in all organizations – an
organizational response was required. The first response – noticing – is a prerequisite
for all other responses, and the biases that direct this act are familiar to organizational scholars (Kiesler and Sproull, 1982; Starbuck and Milliken, 1988). Typically,
when one considers such biases, the dimensions that are presumed to affect attention
are often restricted to what the nature of the event is, where the event happens
relative to the current focus of the organization’s lens, when it happens relative to
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the organization’s past experiences, and how information about the event enters the
organization’s field of vision. It is less often that one considers that who notices
events also makes a difference to subsequent interpretations and learning.
This is an important consideration since organizations, as a singular anthropomorphized actor, do not perform the action of noticing; individual (or individual subsets
of ) organizational members notice. These members are constrained by their situated
experiences and positions within the (formal and informal) organizational network.
Some members will be more central than others, while some will be isolated. Some
members will be connected to others by weaker ties (Granovetter, 1972), some will
have the power to bridge satellite sub-networks (Burt, 1987), some will be embedded
in sub-structures rich in social capital (Coleman, 1988), while others will be disenfranchised. When events are noticed by individuals who are not optimally positioned
for influence, new information gleaned from noticed events can either become trapped
within a censured sub-network or become a source of conflict as attempts are made
to persuade other network members.
Given the multitude of events experienced by organizations, efficient organizational processes demand that they be classified, subjected to the appropriate set of
routines, and responded to accordingly. The diverse operational units of organizations often have functionally specific categories, routines, and responses, all of which
may be appropriate given their domains. What is required for organizational learning
is a signal that existing classifications, routines, and responses are insufficient for
the event under examination. Often such signals occur post hoc – after failures,
accidents, downturns, and disasters – as was the case with the space shuttle Columbia
accident. Certainly, the Monday morning quarterback in all of us wants to say, “The
right system of categories, routines and responses were those of the engineers.”
But there would have been few ways to draw this conclusion in real time, and if
the shuttle had come home safely many of us might have argued that it was the
managers’ schema that was “the right one.”
In situations where there are ambiguous events that require interpretation and
where a diversity of interpretations are possible, given the situated schemas applied
by embedded organizational members, conflict and/or silence are probable outcomes.
What is needed is a real-time way to evaluate and update the competing systems of
classification, routines, and response that have been activated by particular schema.
The challenge is that preservation of and commitment to routines is the basis of
organizational legitimacy and survival (Hannan and Freeman, 1977). Consequently,
it is unsurprising that organizational members are so wedded to the set of routines
that governs their daily activities and produces the requisite outcomes. In fact, they
may not be entirely conscious of their frames of reference or of the routines they
are following. As we have seen from the choice of routines invoked at NASA
following the foam debris strike, existing routines are not always the most appropriate course of action (Louis and Sutton, 1991) and knowing when to deviate from
routines can be a source of advantage for organizations operating in complex and
dynamic environments. This capability depends, however, on being able to receive,
recognize, and appropriately respond to signals indicating that existing routines may
be ineffective.
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The ability to recognize when it is necessary to deviate from established ways of
dealing with problems has been argued to be fundamental to individual, group, and
organizational effectiveness ( Louis and Sutton, 1991). Specifically, organizational
members must be aware of new and/or inconsistent information and the demand it
makes for “active thinking.” The rub, of course, is deciding when information is new
or inconsistent, particularly under conditions of uncertainty and ambiguity. This was
the heart of the problem at NASA – NASA managers believed the foam strike was
not a novel event; engineers were hesitant to come to such a conclusion. Considering
the need for alternative responses to problems is difficult because it requires admitting that you are not sure how to deal with what you are dealing with. In these
moments, the “taken-for-granted” ways of operating that form the basis of organizational legitimacy and survival are challenged. Moreover, in organizations, routines
do not simply represent accepted ways of getting work done; they represent ways
of viewing the world, rules of interaction, domains of authority, and definitions
of competence. Challenges to these areas are sources of both organizational and
personal conflict.
Take, for example, one NASA manager’s response to engineers’ attempts to request
imagery of the foam debris strike from the Department of Defense. In an email to the
DOD the manager wrote: “[the debris strike] is not considered to be a major problem.
The one problem that has been identified is the need for some additional coordination within NASA to assure that when a request is made it is done through the
official channels . . . One of the primary purposes for this chain is to make sure that
requests like this one does [sic] not slip through the system and spin the community
up about potential problems that have not been fully verified through the proper
channels . . .” (CAIB, 2003: 159). Such a response indicates that challenges to existing
routines are likely to provoke any number of threat responses, including rigidity,
entrenchment, withdrawal, and a generalized state of negative affect (Staw, 1976,
1980; Staw et al., 1981).
Given the reaction that challenges to existing routines can evoke, the question
becomes: “How can organizations manage the conflict that results from such challenges
in a way that increases the probability of performance-enhancing organizational
responses?” Unfortunately, the prevailing cultural norm in most organizations is that
conflict is bad (Conbere, 2001). Consequently, many organizations tend to suppress
conflict or resolve it through the use of power and/or claims to residual rights
(as determined by norms, office, contract, or law – e.g., Conbere, 2001). The use of
power and/or right to resolve the conflict generally means that those organization
members that have the most status and/or control over resources decide the appropriate resolution to the conflict. Often such resolutions to conflict silence opposing
opinions, reflect the biases of those believed to have expert status (Schwenk, 1990),
and are most susceptible to the dynamics of “group think” (Janis, 1971).
There are, however, alternatives, to the above forms of conflict resolution – ones
that demonstrate that conflict can improve decision quality (Janis and Mann, 1977;
Mason and Mitroff, 1981; Schwenck, 1988, cited in Schwenk, 1990; Tjosvold and
Johnson, 1983). Exercises in structured debate (Mason, 1969) indicate that conflict can improve decision-making by illuminating assumptions, introducing new
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perspectives, producing more information, and generating alternatives (Nemeth et al.,
2001). Lessons from the structured debate literature (e.g., Katzenstein, 1996; Nemeth
et al., 2001; Schweiger et al., 1986; Schwenk, 1990) suggest that there are at least two
other methods that could have been used to resolve the conflict between operational
and technical routines at NASA – debate and weighed decisions and debate and synthesized alternatives.
When the existence of conflicting schemas and routines first becomes apparent
(note that this difference has to be “noticed” just as the stimulus event itself had to
be noticed), this opportunity could be used to initiate a structured debate that
introduces critiques of both decisions, generates alternative solutions, and establishes
criteria for making the best decision. “The ensuing dialogue,” it has been argued,
would “enable participants to explore the problem’s structure and issues from multiple perspectives” (Katzenstein, 1996: 316). With all the relevant information out on
the table – such as clarification of why engineers believed this foam strike to be so
different from others or why managers believed it to be so similar – the best of the
two routines (given the subjective ratings of debate participants) could be selected.
With this particular conflict resolution strategy, organizational learning is enabled
through the mutual understanding of frames and priorities. Moreover, the learning
gained through such a process may facilitate the organization’s “absorptive capacity”
(Cohen and Levinthal, 1990) for future learning under similar conditions.
A second alternative for resolving the conflict between the technical and operational routines of managers and engineers is similar to the method described above
in that structured debate is invoked in order to maximize decision-relevant information. It is different in that, instead of choosing “the one best” plan, policy, or routine,
an integration of opposing plans is developed based on the common underlying
assumptions and values of both perspectives. The assumption of this method is that
individuals and groups within an organization are motivated by some common set of
underlying values/interests and operate with many of the same assumptions. Had this
method been put to use at NASA during the days of the Columbia flight and requests
for imagery it might have been revealed that the underlying core value at NASA was
the safety of its crew and the pursuit of science (McCurdy, 1993). With this realization, the less essential demands of having an “on-time,” “fully operational” shuttle
flight might have fallen by the wayside and a compromise for obtaining shuttle
imagery might have been reached.
The above two proposed methods for resolving conflicting organizational schemas
and routines synthesize and build on the work of organizational scholars who have
studied structured debate methods such as Devil’s Advocacy (DA) and Dialectical
Inquiry (DI) (e.g., Katzenstein, 1996; Nemeth et al., 2001; Schweiger et al., 1986;
Schwenk, 1990). Though there is little definitive support for either one of DA or DI
being better than the other, both have been demonstrated to generate higher-quality
recommendations than methods where power and claims to rights are likely to
dominate (Schweiger et al., 1986). We believe a similar result would hold for the two
methods proposed here.
There are of course real-time limitations to the proposed methods, the two most
obvious of which are the constraints of time and the possible losses to efficiency. In
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many organizations, and particularly ones like NASA during shuttle flights, there is
simply no time to debate every option and not enough resources to consider every
conflicting signal.
One idea we have been thinking about as a way to deal with the potential
inefficiencies of always using debate or critical inquiry to resolve problems is to
create a system that serves to signal the need to activate the critical inquiry system.
Professional personnel, for example, might be asked to register the degree of concern
they have about a particular problem or issue that has emerged. Note that this is
different than asking people for data or to prove their concern. It is more akin to
asking them for their degree of confidence in their identification of a potentially
serious issue that is worthy of discussion. If there were differences of opinion about
the severity of the issue or problem, the professionals could be asked how certain or
confident they were about their concern. If there was any professional or group of
professionals who had a high degree of concern about a piece of information signaling
the existence of a problem or potential problem, then the critical inquiry system
would be activated.
Applying this idea to NASA, someone on the Mission Management Team who
became aware of the serious concerns of the Debris Assessment Team might then
have consulted with some of the other engineers, who might then have told that
manager that they did not perceive this as a serious issue. Given that debris strikes
were once classified as a safety of flight issue, the manager might then seek to get
all of these engineers to talk with each other. Certain rules of engagement, similar
to those that might be in place for a brainstorming session (e.g., no interrupting
allowed, everyone is expected to articulate their point of view, etc.), would have to
be specified in advance. Then, those who had a concern might be asked to state their
degree of confidence in their concern and their rationale. Those who believed there
was no reason for concern would do the same. Then, the group would be asked to
try to process this information and reach a conclusion. If, at the end, the group could
not reach a consensus, the manager would have to decide. Theoretically, however,
that manager would make a much more informed judgment having listened to the
debate that occurred than if they had not.
As long as there are uncertain and/or ambiguous environmental events that require interpretation, scenarios like the one played out at NASA are going to be a part
of organizational life. In order to improve the odds that good decisions are made, it
is necessary to acknowledge this fact. Managers thus need to acknowledge that they
are sometimes not certain about their interpretations and that other interpretations
of the same stimulus might be viable and reasonable. With all the pressures on
managers for performance, however, it is not easy to admit that one is fundamentally
uncertain about the right thing to do and that one will have to use judgment to make
a decision.
NOTES
1 Mission Management Team Meeting Transcripts, January 21, 2004. www.nasa.gov/pdf/
47228main_mmt_030124.pdf.
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2 See ibid.
3 Managers aim to cultivate new NASA culture. CNN.com. October 12, 2003. www.cnn.com/
2003/TECH/space/10/12/nasa.reformers.ap/.
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SYSTEMS APPROACHES TO
SAFETY: NASA AND THE SPACE
SHUTTLE DISASTERS
Nancy Leveson, Joel Cutcher-Gershenfeld, John S. Carroll, Betty Barrett,
Alexander Brown, Nicolas Dulac, and Karen Marais

In its August 2003 report on the Columbia space shuttle tragedy, the Columbia
Accident Investigation Board (CAIB) observed: “The foam debris hit was not the
single cause of the Columbia accident, just as the failure of the joint seal that
permitted O-ring erosion was not the single cause of Challenger. Both Columbia and
Challenger were lost also because of the failure of NASA’s organizational system”
(CAIB, 2003: 195). Indeed, perhaps the most important finding of the report was the
insistence that NASA go beyond analysis of the immediate incident to address the
“political, budgetary and policy decisions” that impacted the space shuttle program’s
“structure, culture, and safety system,” which was, ultimately, responsible for flawed
decision-making (p. 195).
In this chapter, we analyze the space shuttle accidents from a combined engineering and social science perspective and begin to build a framework for systematically
taking into account social systems in the context of complex, engineered technical
systems. We believe that effective approaches to preventing accidents must not only
take a holistic, socio-technical approach that integrates engineering and social systems theory, but also must include dynamic models that provide insight into changes
over time that enable or prevent the system from moving slowly toward states of
unacceptable risk. We examine some of the dynamics and changes that led to the first
shuttle accident and later to a second one. Simply fixing symptoms of the underlying
systems problems does not provide long-term protection against accidents arising
from the same systemic factors.

SYSTEM SAFETY AS AN ENGINEERING DISCIPLINE
System safety is a subdiscipline of system engineering that developed after World
War II in response to the same factors that had driven the development of system
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engineering itself: the increasing complexity of the systems being built was overwhelming traditional engineering approaches. System safety was first recognized as a
unique engineering discipline in the Air Force programs of the 1950s that built
intercontinental ballistic missiles. Jerome Lederer, then head of the Flight Safety
Foundation, was hired by NASA to create a system safety program after the 1967
Apollo launch pad fire.
System safety activities start in the earliest concept formation stages of a project
and continue through system design, production, testing, operational use, and disposal. One aspect that distinguishes system safety from other approaches to safety is
its primary emphasis on the early identification and classification of hazards so that
action can be taken to eliminate or minimize these hazards before final design
decisions are made. Key activities (as defined by system safety standards such as
MIL-STD-882) include top-down system hazard analyses that include evaluating the
interfaces between the system components and determining the impact of component
interactions; documenting and tracking system hazards and their resolution; designing to eliminate or control hazards and minimize damage in case of an accident;
maintaining safety information systems and documentation; and establishing reporting and information channels.
One unique feature of system safety, as conceived by its founders, is that preventing accidents and losses requires extending the traditional boundaries of engineering.
Lederer wrote:
System safety covers the total spectrum of risk management. It goes beyond the hardware
and associated procedures of system safety engineering. It involves: attitudes and motivation of designers and production people, employee/management rapport, the relation
of industrial associations among themselves and with government, human factors in
supervision and quality control, documentation on the interfaces of industrial and public
safety with design and operations, the interest and attitudes of top management, the
effects of the legal system on accident investigations and exchange of information, the
certification of critical workers, political considerations, resources, public sentiment and
many other non-technical but vital influences on the attainment of an acceptable level
of risk control. These non-technical aspects of system safety cannot be ignored.
(1986: 9)

To consider these non-technical factors requires new models of accident causation.
Traditional accident causation models explain accidents in terms of chains (including
branching chains) of failure events linked together by direct relationships. These
models do not handle software and other new technologies, cognitively complex and
often distributed human decision-making, organizational and culture factors, and
accidents arising from interactions among operational components. Leveson (2004a)
has proposed a new model of accident causation called STAMP (Systems-Theoretic
Accident Modeling and Processes) based on systems theory rather than reliability
theory, that includes these factors. In this model, the goal is not to identify a root
cause (or causes) of an accident, i.e., to assign blame, but to understand why the
accident occurred in terms of all contributors to the accident process and how to
reduce risk in the system as a whole.
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Systems in STAMP are viewed as interrelated components that are kept in a state of
dynamic equilibrium by feedback loops of information and control. A system is not
simply a static design, but rather a dynamic, goal-driven process that is continually
adapting to internal and external changes. Accidents are viewed as the result of flawed
processes involving interactions among people; societal and organizational structures;
engineering activities; and physical system components. The processes leading up to
an accident can be described in terms of an adaptive feedback function that fails to
maintain safety as performance changes over time to meet a complex set of goals and
values. The accident itself results not simply from component failure or even interactions
among non-failed components, but from inadequate control of safety-related constraints
on the development, design, construction, and operation of the socio-technical system.
The safety control structure must be carefully designed, monitored, and adapted to
ensure that the controls are adequate to maintain the constraints on behavior necessary to control risk. Figure 14.1 shows a generic hierarchical safety control structure
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for development and operations (Leveson, 2004c). A key to the Columbia and Challenger accidents is understanding why NASA’s system safety program was unsuccessful in preventing them. The Challenger accident, for example, involved inadequate
controls in the launch-decision process and the Columbia loss involved inadequate
responses to external pressures, including the political system within which NASA
and its contractors exist. Our research team is currently analyzing NASA and the shuttle
tragedies using STAMP and other approaches, but this work is far from complete. In
the interim, we offer a partial analysis of some of the features and relationships that
our approach highlights and set a direction for future work.

THE RELATIONSHIP BETWEEN SOCIAL SYSTEMS AND SYSTEM SAFETY
To begin sketching any system analysis, it is first necessary to draw a boundary
around the “system.” NASA is more than a shuttle program, and the factors involved
in the shuttle accidents potentially extend far beyond NASA. To its credit, the report
of the CAIB called for a systematic and careful examination of a wide range of
“political, budgetary and policy” causal factors. The violation of the safety constraints for wing integrity can be traced to the wing design and foam insulation
process; various design and testing mechanisms that were supposed to enforce the
safety constraints; management priorities and allocation decisions around safety,
financial, and political constraints; and actions by Congress and other arms of the
government, the press, and the public that influenced the establishment and maintenance of safety constraints. One of our goals in this chapter is to illustrate a systems
approach, and therefore we draw the boundaries broadly, mindful of the need to keep
problems tractable and make results useful.
It is in this spirit that we will take a close look at the full range of social systems
relevant to effective safety systems at NASA, including:
• Organizational structure. The dynamic and constantly evolving set of formal and
ad hoc groups, roles, and responsibilities such as NASA’s System Safety Office,
the Safety and Mission Assurance offices at the NASA centers, formal accident
investigation groups, and safety responsibilities within the roles of managers,
engineers, and union leaders.
• Organizational subsystems. Coordinating and aligning mechanisms including communications systems, information systems, reward and reinforcement systems, rank
and authority, strategic planning, selection and retention systems, learning and
feedback systems, and complaint and conflict resolution systems.
• Social interaction processes. Interpersonal behaviors that are involved in enacting
structures and systems, including leadership at every level, negotiations, problemsolving, decision-making, power and influence, teamwork, and partnerships with
multiple stakeholders.
• Capability and motivation. The individual knowledge, skills, motives, group
dynamics, and psychological factors (including fear, satisfaction, and commitment),
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including both NASA employees and contractors, and the impending changes as
a generation of workers approaches retirement.
• Culture, identity, and vision. The multi-layered “way we do things around here,”
including what Schein (1992) terms surface-level cultural artifacts, mid-level
values and norms, and deep, underlying core assumptions.
• Institutional context. The national and local political, economic, and legal environment in which the various NASA centers and programs operate.
We organize the remainder of this chapter around aspects of the above elements,
specifically the safety management structure, safety communication and information
subsystems, leadership, knowledge, and skills, and the web of relationships among
(often political) stakeholders. Other structural, cultural, and institutional aspects are
woven into the presentation. In our examples and analysis we will necessarily attend
to the interdependencies. For example, the CAIB report noted (2003: 188) that there
is no one office or person at NASA responsible for developing an integrated total
program risk assessment above the subsystem level. This is a structural feature, but
it is closely tied to issues of authority and status that relegate safety to the margins,
cultural assumptions about safety as component reliability and add-on features, career
paths that avoid safety responsibilities, strategies and resource allocation decisions
that privilege schedule and cost over safety, leaders that defend the status quo
against upsetting viewpoints, and so forth.
While in this chapter we can illustrate concepts and directions, we are by no
means presenting a complete analysis of the flaws in the shuttle program contributing to the shuttle losses. The above elements are a reasonable framework for organizational analysis that captures both hierarchical structure and social processes
and draws from related frameworks (Ancona et al., 2004; Leavitt, 1964; Nadler et al.,
1997). Nor do we assume that NASA is a uniform organization with just one culture,
one set of shared goals, or even a coherent structure across its geographically
dispersed units (itself a result of a political process of allocating national resources to
local regions). Where appropriate, we will note the various ways in which patterns
diverge across NASA, as well as the cases where there are overarching implications.
Despite the focus on NASA, we intend this analysis as an example of linking social
systems with complex engineering systems.

ORGANIZATIONAL STRUCTURE
The CAIB report noted that the manned space flight program had confused lines of
authority, responsibility, and accountability in a “manner that almost defies explanation” (2003: 186). The report concluded that the defective organizational structure
was a strong contributor to a negative safety culture, and that structural changes were
necessary to reverse these factors. We believe that centralization of system safety in
a quality assurance organization (matrixed to other parts of the organization) that is
neither fully independent nor sufficiently influential has been a major factor in the
decline of the safety culture at NASA.
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When analyzing the role of organizational structure in safety, some basic design
principles (Leveson, 1995) can be used:
1 Because safety is a system property (and not a component property), there must
be a focused and coordinated system safety function that spans the entire organization, with direct links to decision-makers and influence on decision-making;
2 System safety needs to have independence from project management (but not
from engineering); and
3 Direct communication channels are needed to most parts of the organization.
These structural principles serve to ensure that system safety is in a position where
it can obtain information directly from a wide variety of sources in a timely manner
and without filtering by groups with potential conflicting interests. Although safety
issues permeate every part of the development and operation of a complex system,
a common methodology and approach will strengthen the individual disciplines. It is
important that system safety efforts do not end up fragmented and uncoordinated
because safety-motivated changes in one subsystem may affect other subsystems
and the system as a whole. While one could argue that safety staff support should
be integrated into one unit rather than scattered in several places, an equally valid
argument could be made for the advantages of distribution. If the effort is distributed,
however, a clear focus and coordinating body are needed. The restructuring activities
required to transform NASA’s safety organization will need to attend to each of the
basic principles listed above: influence and prestige, independence, and oversight.

Influence and prestige of the safety function
Because safety concerns span the life cycle and safety should be involved in just
about every aspect of development and operations, the CAIB report noted surprise
that safety was not deeply engaged at every level of shuttle management: “Safety
and mission assurance personnel have been eliminated, careers in safety have lost
organizational prestige, and the program now decides on its own how much safety
and engineering oversight it needs” (2003: 181). Losing prestige has created a vicious
circle of lowered prestige leading to stigma, which limits influence and leads to
further lowered prestige and influence. The CAIB report is not alone here. The Shuttle
Independent Assessment Team (SIAT) report (McDonald, 2000) also sounded a warning about the quality of NASA’s safety and mission assurance (S&MA) efforts.
The NASA matrix structure assigns safety to an assurance organization (S&MA).
One core aspect of any matrix structure is that it only functions effectively if the full
tension associated with the matrix is maintained. During the Cold War, when NASA
and other parts of the aerospace industry operated under the mantra of “higher,
faster, further,” the matrix relationship between the safety functions, engineering,
and line operations operated in service of the larger vision. However, once one side
of the matrix deteriorates to a “dotted line” relationship, it is no longer a matrix – it
is just a set of shadow lines on a functionally driven hierarchy. The post-Cold War
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period, with the new mantra of “faster, better, cheaper,” has created new stresses and
strains on this formal matrix structure, relegating the safety organization to the role
of providing “safety services” to engineering and operations. Over time, this has
created a misalignment of goals and inadequate application of safety in many areas.
Putting all of the safety engineering activities into the quality assurance organization with a weak matrix structure that provides safety expertise to the projects has
set up the expectation that system safety is an after-the-fact or auditing activity
only. In fact, the most important aspects of system safety involve core engineering
activities such as building safety into the basic design and proactively eliminating or
mitigating hazards, the principle of prevention. By treating safety as an assurance
activity only, safety concerns are guaranteed to come too late in the process to have
an impact on the critical design decisions. Furthermore, assurance groups in NASA
do not have the prestige necessary to influence decisions, as can be seen in the
Challenger accident, where the safety engineers were silent and not invited to be part
of the critical decision-making groups and meetings, and in the Columbia accident,
when they were a silent and non-influential part of the equivalent meetings and
decision-making. Therefore, it may be necessary to shift from the classical, strictly
hierarchical, matrix organization to a more flexible and responsive networked structure with distributed safety responsibility (Murman et al., 2002).

Independence of the safety function
Ironically, organizational changes made after the Challenger accident in order to
increase the independence of safety activities have had the opposite result. The
program manager now decides how much safety is to be “purchased” from this
separate function. Therefore, as noted in the CAIB report (2003: 186), the very
livelihoods of the safety experts hired to oversee the project management depend on
satisfying this “customer.” Boards and panels that were originally set up as independent safety reviews and alternative reporting channels between levels have, over
time, been effectively taken over by the program office.
As an example, the shuttle SSRP (originally called the Senior Safety Review Board
and now known as the System Safety Review Panel) was established in 1981 to
review the status of hazard resolutions, review technical data associated with new
hazards, and review the technical rationale for hazard closures. The office of responsibility was SR&QA (Safety, Reliability, and Quality Assurance) and the board members
and chair were from the safety organizations. In time, the space shuttle program
asked to have some people support this effort on an advisory basis. This evolved to
having program people serve as members of the SSRP and later to taking leadership
roles. By 2000, the office of responsibility had completely shifted from SR&QA to the
space shuttle program. The membership included representatives from all the program elements, who eventually outnumbered the safety engineers. The chair had
changed from the Johnson Space Center (JSC) safety manager to a member of the
shuttle program office (violating a NASA-wide requirement for chairs of such boards),
and limits were placed on the purview of the panel. In this way, the SSRP lost its
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independence and became simply an additional program review panel with added
limitations on the things it could review (for example, only “out-of-family” or novel
issues, thus excluding the foam strikes, which were labeled as “in-family”).
Independent technical authority and review is also needed outside the projects and
programs, in part because of the potential for independent internal authority to erode
or be coopted. For example, authority for tailoring or relaxing of safety standards
should not rest with the project manager or even the program. The amount and
type of safety engineering activities applied on a program should be a decision that
is also made outside of the project. In addition, there needs to be an external safety
review process. The Navy, for example, achieves this review partly through a projectindependent board called the Weapons System Explosives Safety Review Board
(WSESRB) and an affiliated Software Systems Safety Technical Review Board (SSSTRB).
WSESRB and SSSTRB assure the incorporation of explosives safety criteria in all
weapon systems by reviews conducted throughout all the system’s life-cycle phases.
Similarly, a Navy Safety Study Group is responsible for the study and evaluation
of all Navy nuclear weapon systems. An important feature of these groups is that
they are separate from the programs and thus allow an independent evaluation and
certification of safety.
One important insight from the European systems engineering community is that
the gradual migration of an organization toward states of heightened risk is a very
common precursor to major accidents (Rasmussen, 1997). Small decisions that do not
appear by themselves to be unsafe, such as changes to the composition of a review
panel, together set the stage for accidents. The challenge is to develop the early
warning systems and overall heedfulness (Weick et al., 1999) that will signal this sort
of incremental drift, like the proverbial canary in the coal mine.

Safety oversight
As contracting of shuttle engineering has increased, safety oversight by NASA civil
servants has diminished and basic system safety activities have been delegated to
contractors. The CAIB report (2003: 181) noted:
Aiming to align its inspection regime with the ISO 9000/9001 protocol, commonly used
in industrial environments – environments very different than the Shuttle Program – the
Human Space Flight Program shifted from a comprehensive “oversight” inspection process
to a more limited “insight” process, cutting mandatory inspection points by more than
half and leaving even fewer workers to make “second” or “third” Shuttle System checks.

According to the CAIB report (2003: 108), the operating assumption that NASA
could turn over increased responsibility for shuttle safety and reduce its direct
involvement was based on the mischaracterization in the Kraft report (1995) that the
shuttle was a mature and reliable system. The heightened awareness that characterizes programs still in development (continued “test as you fly”) was replaced with
a view that oversight could be reduced without reducing safety. In fact, increased
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reliance on contracting necessitates more effective communication and more extensive safety oversight processes, not less.
Both the Rogers Commission (Presidential Commission, 1986) and the CAIB found
serious deficiencies in communication and oversight. Under the Space Flight Operations Contract (SFOC) with United Space Alliance (USA, the prime contractor for the
shuttle program owned jointly by Boeing and Lockheed Martin), NASA has the
responsibility for managing the overall process of ensuring shuttle safety but does
not have the qualified personnel, the processes, or perhaps even the desire to perform
these duties (CAIB, 2003: 186). The transfer of responsibilities under SFOC complicated an already complex shuttle program structure and created barriers to effective
communication. In addition, years of “workforce reductions and outsourcing culled
from NASA’s workforce the layers of experience and hands-on systems knowledge
that once provided a capacity for safety oversight” (2003: 181).
A surprisingly large percentage of the reports on recent aerospace accidents have
implicated improper transitioning from an oversight to an insight process, generally
motivated by a desire to reduce personnel and budget (Leveson, 2004b). As an example,
the Mars Climate Orbiter accident report said: “NASA management of out-of-house
missions was changed from ‘oversight’ to ‘insight’ – with far fewer resources devoted
to contract monitoring” (Stephenson, 1999: 20). In Mars Polar Lander, there was
essentially no Jet Propulsion Laboratory (JPL) line management involvement or
visibility into the software development, and minimal involvement by JPL technical
experts (Young, 2000). Similarly, the Mars Climate Orbiter report noted that authority
and accountability were a significant issue in the accident and that roles and responsibilities were not clearly allocated: there was virtually no JPL oversight of LockheedMartin Astronautics subsystem development. NASA is not the only group with this
problem. The Air Force transition from oversight to insight was implicated in the
April 30, 1999 loss of a Milstar-3 satellite being launched by a Titan IV/Centaur
(Pavlovich, 1999).
In military procurement programs, oversight and communication are enhanced
through the use of safety working groups. Working groups are an effective way of
avoiding the extremes of either “getting into bed” with the project and losing
objectivity or backing off too far and losing insight. They assure comprehensive and
unified planning and action while allowing for independent review and reporting
channels. Working groups usually operate at different levels of the organization.
As an example, the Navy Aegis system development was very large and included
a system safety working group at the top level chaired by the Navy principal for
safety, with permanent members being the prime contractor system safety engineer
and representatives from various Navy offices. Contractor representatives attended
meetings as required. Members of the group were responsible for coordinating safety
efforts within their respective organizations, for reporting the status of outstanding
safety issues to the group, and for providing information to the Navy WSESRB. Working groups also functioned at lower levels, providing the necessary coordination and
communication for that level and to the levels above and below.
As this analysis of organizational structure suggests, the movement from a relatively low-status, centralized function to a more effective, distributed structure and
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the allocation of responsibility and oversight for safety is not merely a task of redrawing the organizational boxes. Although many of these functions are theoretically
handled by the NASA review boards and panels (such as the SSRP, whose demise
was described above) and, to a lesser extent, the matrix organization, these groups in
the shuttle program have become captive to the program manager and program
office, and budget cuts have eliminated their ability to perform their duties. There are
a great many details that matter when it comes to redesigning the organizational
structure to better drive system safety. As discussed later, these dynamics will be
further complicated by what has been termed the “demographic cliff ” – massive
pending retirements within NASA that will eliminate many line managers who understand system safety by virtue of their experience.

ORGANIZATIONAL SUBSYSTEMS AND SOCIAL INTERACTION PROCESSES
Organizational subsystems such as communications systems, information systems,
reward and reinforcement systems, selection and retention systems, learning and
feedback systems, career development systems, and complaint and conflict resolution
systems are staffed by technical experts who have to simultaneously fulfill three
major functions: (1) deliver services to the programs/line operations; (2) monitor the
programs/line operations to maintain standards (sometimes including legal compliance);
and (3) help facilitate organizational transformation and change.1 Each subsystem
has an interdependent and contributing role in safety which also interacts with
various social interaction processes, including leadership, teamwork, negotiations,
problem-solving, decision-making, partnership, and entrepreneurship. In the interests
of brevity, we focus on safety communication and information systems, leadership,
and problem-solving.

Safety communication and leadership
In an interview shortly after he became center director at Kennedy Spaceflight
Center, Jim Kennedy suggested that the most important cultural issue the shuttle
program faced was establishing a feeling of openness and honesty with all employees
where everybody’s voice is valued (Banke, 2003). Statements during the Columbia
accident investigation and anonymous messages posted on the NASA Watch website
testify to NASA employees’ lack of psychological safety or trust about speaking up
(cf. Edmondson, 1999). At the same time, a critical observation in the CAIB report
focused on the managers’ claims that they did not hear the engineers’ concerns.
The report concluded that this was due in part to the managers not asking or not
listening. Managers created barriers against dissenting opinions by stating preconceived conclusions based on subjective knowledge and experience rather than on
solid data. In the extreme, they listened to those who told them what they wanted to
hear. One indication of the atmosphere existing at that time was statements in the
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1995 Kraft report that dismissed concerns about shuttle safety by labeling those who
made them as partners in an unneeded “safety shield conspiracy” (CAIB, 2003: 108).
Changing such behavior patterns is not easy, especially when they involve interrelated technical and interpersonal issues (Senge, 1990; Walton et al., 2000). Management style can be addressed through training, mentoring, and proper selection
of people to fill management positions, but trust takes a while to regain. The
problems at NASA seem surprisingly similar to the problems at Millstone Nuclear
Power Plant in the 1990s. A US Nuclear Regulatory Commission report on Millstone
in 1996 concluded that there was an unhealthy work environment, where management did not tolerate dissenting views and stifled questioning attitudes among employees (Carroll and Hatakenaka, 2001). This was not because safety was unimportant,
but rather because management held such a strong belief that “we know how to run
our plants safely” that there was no need to waste time learning from internal critics
or from external benchmark plants. A regulatory order forced the plants to remain
shut down until they could demonstrate change along both technical and cultural
dimensions. The board of trustees of the electric utility brought in new leaders, who
needed to convince the workforce that it was safe to report concerns, that managers
could be trusted to hear their concerns, and that appropriate action would be taken.
Managers themselves had to believe that employees were worth listening to and
worthy of respect, and change their own attitudes and behaviors.
Change took time, because transformation required visibly living the new attitudes
and values, supported by high-level executive leadership (cf. Schein, 1992). For
example, after the director of the Employee Concerns Program protested the improper
termination of two contractors who had reported quality concerns, the CEO-Nuclear
immediately held an investigation and reversed the decision. Such “upending” events
became personal epiphanies for key managers, who saw that Millstone actually had
suppressed legitimate employee concerns, and for employees, who became convinced
that managers possibly could be trusted. Through extensive new training programs
and coaching, individual managers shifted their assumptions and mental models
and learned new skills, including sensitivity to their own and others’ emotions and
perceptions. Some managers could not make such changes and were moved out of
management or out of the plant. Over time, more and more people at every hierarchical level contributed ideas and support to the change effort, until it became a
normal part of working at Millstone.
There is a growing body of literature on leadership that points to the need for
more distributed models of leadership appropriate to the growing importance of
network-based organizational structures (Kochan et al., 2003). One intervention technique that is particularly effective in this respect is to have leaders serve as teachers.
Leaders work with expert trainers to help manage training group dynamics, but they
deliver key parts of the training. Millstone used this approach in having the CEO
involved in training sessions where he would role-play management–worker interactions (as the worker!), simultaneously driving home the high priority of the learning.
The Ford Motor Company also used this approach in their Business Leadership
Initiative and their Safety Leadership Initiative and found that employees pay more
attention to a message delivered by their boss than by a trainer or safety official.
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Also, by learning to teach the materials, supervisors and managers are more likely to
absorb and practice the key principles.
In summary, communications subsystems cannot be addressed independently from
issues around leadership and management style (and status systems, career systems,
reward systems, etc.). Attempting to impose, on a piecemeal basis, a new communications system for safety may increase the ability to pass a safety audit, but it may
not genuinely change the way safety communications actually occur in the organization. It is only by opening more lines of communication and acting creatively and
collectively that change can be effective and sustainable.

Safety information systems and problem-solving
Creating and sustaining a successful safety information system requires a culture that
values the sharing of knowledge learned from experience. The Aerospace Safety
Advisory Panel (ASAP, 2003a), the Government Accounting Office (GAO, 2001), and
the CAIB report all found such a learning culture is not widespread at NASA. Sharing
information across centers is sometimes problematic, and getting information from
the various types of lessons-learned databases situated at different NASA centers
and facilities ranges from difficult to impossible. In lieu of such a comprehensive
information system, past success and unrealistic risk assessment are being used as
the basis for decision-making. According to the CAIB report, GAO report, ASAP
(2003a, 2003b) reports, SIAT report (McDonald, 2000), and others, NASA’s safety
information system is inadequate to meet the requirements for effective risk management and decision-making. Necessary data are not collected, and what is collected is
often filtered and inadequate; methods are lacking for the analysis and summarization
of causal data; and information is not provided to decision-makers in a way that is
meaningful and useful to them.
The space shuttle program, for example, has a wealth of data tucked away in
multiple databases without a convenient way to integrate the information to assist in
management, engineering, and safety decisions (ASAP, 2003b). As a consequence,
learning from previous experience is delayed and fragmentary and use of the information in decision-making is limited. Hazard tracking and safety information systems
provide leading indicators of potential safety problems and feedback on the hazard
analysis process. When numerical risk assessment techniques are used, operational
experience can provide insight into the accuracy of the models and probabilities
used. In various studies of the MC-10 by McDonnell-Douglas, for example, the chance
of engine power loss with resulting slat damage during takeoff was estimated to be
less than one in a billion flights. However, this improbable event occurred four times
in the DC-10s in the first few years of operation without raising alarm bells before it
led to an accident and changes were made (Leveson, 1995).
Aerospace (and other) accidents have often involved unused reporting systems
(Leveson, 1995), but it is critically important to understand why they are underutilized.
In NASA’s Mars Climate Orbiter (MCO) accident, for example, there was evidence that
a problem existed before the losses occurred, but there was no effective communication
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channel for getting the information to those who could understand it and make
decisions. Email was used to solve problems rather than the official problem-tracking
system (Stephenson, 1999: 21). Although the MCO accident report blamed project
leadership for not “ensuring that concerns raised in their own area of responsibility
are pursued, adequately addressed, and closed out” (p. 8), this is a vague and bland
explanation. Is the problem a cultural belief that problems in the system are never
dealt with, fear and blame about reporting certain kinds of issues, hard-to-use
reporting and tracking systems, databases that cannot talk to each other, or reporting
systems that are not changing as new technology changes the way engineers work?

KNOWLEDGE AND SKILLS
A broad range of individual and group knowledge and skills were challenged by the
events leading up to the shuttle losses. Knowledge and skills are an essential foundation for organizational capabilities that must be developed and strengthened as the
organization changes. In particular, we focus on individual and group sensemaking
capabilities to move from data to information in the service of action (Weick et al.,
1999). Challenger and Columbia demonstrate that data do not speak for themselves:
analysts have to make sense of or “see” the data as something meaningful (Schön,
1983). At NASA these capabilities will be further challenged by the approaching
“demographic cliff” that denotes the impending retirement of a large cohort of NASA
employees.
At a meeting prior to the Challenger launch, Morton Thiokol engineers were asked
to certify the launch worthiness of the shuttle boosters. Two engineers, Arnold
Thompson and Roger Boisjoly, insisted that they should not launch under coldweather conditions because of recurrent problems with O-ring erosion. A quick look
at the available data showed no apparent relationship between temperature and Oring problems. Under pressure to make a decision and unable to ground the decision
in acceptable quantitative rationale, Morton Thiokol managers approved the launch.
With the benefit of hindsight, many people recognized that real evidence of the
dangers of low temperature was at hand, but no one connected the dots. Two charts
had been created. The first plotted O-ring problems by temperature for those shuttle
flights with O-ring damage, which showed no apparent relationship. A second chart
listed the temperature of all flights, including those with no problems. Only later
were these two charts put together to reveal the strong relationship between temperature and O-ring damage: at temperatures below 65 degrees, every flight had
O-ring damage. This integration is what the engineers had been doing intuitively,
but had not been able to articulate in the heat of the moment.
Many analysts have subsequently faulted NASA for missing the implications of
the O-ring data (Tufte, 1997; Vaughan, 1996). Yet the engineers and scientists at
NASA were tracking thousands of potential risk factors. It was not that some system
behaviors had come to be perceived as normal, but rather that some behaviors
outside the normal or expected range had come to be seen as acceptable, and that
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this conclusion had been reached without adequate supporting data. NASA’s pressured situation of launch deadlines and cost concerns hardly encouraged inquiry into
this particular issue out of 3,222 Criticality 1/1R2 items that had waivers at the time
of the accident. Avoiding “hindsight bias” (Woods and Cook, 1999), the real question
is how to build capabilities to interpret data in multiple ways, which typically
requires multiple people approaching a problem with different viewpoints in an
atmosphere of open inquiry and genuine curiosity (Reason, 1997; Schulman, 1993).
The Challenger launch decision also involved making sense of the unknown by
predicting outside the range of known data. The O-ring data were for prior shuttle
flights at temperatures from 53 to 85 degrees. Predicted launch temperature was 29
degrees. Extrapolating outside the range of existing data is always uncertain; the
preferred engineering principle is “test to failure.” Thus, Richard Feynman vividly
demonstrated that an O-ring dipped in liquid nitrogen was brittle enough to shatter,
but how do we extrapolate from that demonstration to O-ring behavior in actual
flight conditions without empirical tests and/or validated models?
Sixteen years later, when the Columbia shuttle launched, cameras caught the
impact of pieces of foam insulation hitting the wing, which later proved to be the
cause of catastrophic metal failure upon re-entry. Insulation strikes were a common
event. Experts debated whether the impact was serious enough to consider finding a
way to rescue the astronauts without using Columbia as a re-entry vehicle. NASA
turned to a statistical model (Crater) to predict damage to the wing from the foam
strike. Crater had been developed to evaluate damage to heat tiles from micrometeoroid
strikes, and calibrated and tested for pieces of debris 600 times smaller than the piece
of foam that hit Columbia. The results actually predicted extensive damage, but
Crater’s output had been shown to be conservative in the past and therefore the
fears of significant damage were dismissed. The model was used to extrapolate well
outside the database from which the model had been constructed, again without
physical data to validate the model, i.e., the wings had never been tested to destruction with larger and larger pieces of debris.
Both Challenger and Columbia examples illustrate the human tendency to bias
information search and analysis in the direction of existing belief. This confirmation
bias (Wason, 1968) emerged when experience with successful shuttle flights despite
O-ring damage came to be seen as evidence for the robustness of the design (Plous,
1991). In the Crater analysis of Columbia’s foam strike, results pointing to risk were
discounted because the model had been conservative in the past. In both cases,
evidence for safety was sought and weighted more heavily than the more distressing
evidence for danger. As the Rogers report on the Challenger accident noted (Presidential
Commission, 1986), NASA had shifted from treating the shuttle as an experimental
vehicle where safety had to be proven to treating it as an operational vehicle where
safety was assumed and engineers had to prove it was unsafe. Given ambiguous data
in the context of confirmation bias, strong hopes and desires for safety, and relatively
weak safety organizations, the shuttle disasters were difficult to prevent. Even so, we
must find ways to keep questioning the data and our analyses in order to identify
new risks and new opportunities for learning (Schulman, 1993; Weick et al., 1999).
Thus, when we find “disconnects” in data and learning, they need to be valued as
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perhaps our only available window into systems that are not functioning as they
should – triggering analysis and action rather than being dismissed as unfortunate
events or personal failures (Carroll, 1995; Cutcher-Gershenfeld and Ford, 2004).
The challenges around individual capability and motivation are about to multiply.
The average age in many NASA and other aerospace operations is over 50. The very
large group of people hired in the 1960s and 1970s are now becoming eligible for
retirement; a smaller group of people, hired in the 1980s and 1990s when funding
was tight, will remain. The situation is compounded by a long-term decline in the
number of scientists and engineers entering the aerospace industry as a whole and
the inability or unwillingness to hire foreign graduate students studying in US
universities.3 This situation, which is also characteristic of other parts of the industry,
was referred to as a “demographic cliff” in a white paper for the National Commission on the Future of the Aerospace Industry (Cutcher-Gershenfeld et al., 2002).
The demographic cliff is approaching for NASA and the broader aerospace industry
at the same time. Further complicating the situation are waves of organizational restructuring in the private sector. As was noted in Aviation Week and Space Technology
(Scott, 1999: 63):
A management and Wall Street preoccupation with cost cutting, accelerated by the Cold
War’s demise, has forced large layoffs of experienced aerospace employees. In their zeal
for saving money, corporations have sacrificed some of their core capabilities – and
many don’t even know it.

The key issue, as this quote suggests, is not just staffing levels, but knowledge
and expertise. This is particularly important for system safety. Typically, it is the
more senior employees who understand complex system-level interdependencies.
There is some evidence that mid-level leaders can be exposed to principles of system
architecture, systems change, and related matters,4 but learning does not take place
without a focused and intensive intervention.

THE WEB OF RELATIONSHIPS
Comparison of the findings of the Rogers report and the CAIB report inevitably leads
to the sense that history has repeated itself. If this is true, at least in part, the reasons
may rest on the broader political and cultural constraints that are just as real to
NASA employees as are the technical constraints. From the very beginning, the
shuttle program was a political entity. President Kennedy envisioned the Apollo moon
mission in the context of Cold War competition over space. The space shuttle was the
next step to maintain American leadership of space and to retain jobs for scientists,
technicians, and other workers in the NASA centers and contractors located in key
states and championed by key legislators. Yet the shuttle program was the result
of numerous compromises on mission, design, operations, timeliness, and costs. The
result of those compromises was a shuttle system that was presented to the nation as
robust and safe yet required heroic efforts to manage the large number of issues that
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were a constant challenge to safety. Thus, relationships with local, state, and federal
governments, the public, the media, and so forth form the outer parts of a web of
relationships that extends into NASA at personal, group, and organizational levels.
In both the Challenger and Columbia accidents, accelerated launch schedule pressures arose as the shuttle project was being pushed by agencies such as the Office of
Management and Budget to justify its existence. This need to justify the expenditure
and prove the value of manned space flight has been a major and consistent tension
between NASA and other governmental entities. The more missions the shuttle could
fly, the better able the program was to generate funding. Unfortunately the accelerated launch schedule also meant that there was less time to perform required maintenance or do ongoing testing. The result of these tensions appears to be that
budgetary and program survival fears gradually eroded a number of vital procedures
and supplanted dedicated NASA staff with contractors who had dual, if not quadruple,
loyalties.
Within NASA, the relationships between program personnel and safety personnel
exemplify an organizational tension that expresses a continual interaction and
negotiation of disparate goals and values (e.g., technical and safety requirements vs.
cost and schedule requirements). Cross-cutting relationships exist across the NASA
centers that represent different roles, different priorities, different professional groups,
different local workforces, and so forth. Groups and centers are linked to webs of
contractors and their subcontractors, some of whom act as if they are long-term
NASA employees. Yet contractor personnel may be reluctant to come forward with negative information when their firm could lose its relationship with a prime customer
and they could lose their place within that customer organization.

CONCLUSIONS: STEPS TOWARD A NEW FRAMEWORK
FOR SYSTEM SAFETY
The Challenger and Columbia accidents illustrate safety constraints that were not
adequately managed. The shuttle design started out with numerous flaws and uncertainties. Many of these were never really understood fully, for example, by testing
O-rings or wing surfaces to failure. Even the best quantitative evaluations of safety
and risk are based on sometimes unrealistic assumptions, often unstated, such as that
accidents are caused by failures; failures are random; testing is perfect; failures and
errors are statistically independent; and the system is designed, constructed, operated, maintained, and managed according to good engineering standards (Leveson,
1995). At NASA, ambiguous data were used to confirm safety rather than to understand safety issues. As is typically the case in organizations, different constraints
were the responsibility of different groups within NASA (e.g., managers care a lot
more about costs than do engineers), which made the management of constraints a
fundamentally political process.
The space shuttle program culture has been criticized many times, mostly by
outside observers. NASA’s responses were rooted in a fundamental belief in NASA’s
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excellence, and its extraordinary performance during crises. Every time an incident
occurred that was a narrow escape, it confirmed for many the idea that NASA was a
tough, can-do organization with capabilities, values, and standards that precluded
accidents. Most organizations circle the wagons when outsiders criticize them, and
NASA had a history of astounding achievements to look back upon. Yet NASA failed
to prevent the two shuttle accidents (and had several other recent failures in unmanned
programs), and we hope that the new initiatives at NASA to rebuild a strong safety
culture and safety organization will recognize that NASA exists in a broader context
from which it can learn, but which also influences its goals, resources, and capabilities.
Throughout this chapter we have argued that a systems approach is necessary for
complex and highly coupled organizations and tasks such as NASA and the space
shuttle. But even in this chapter we have broken “systems” into parts and elaborated
them in turn. Although we all recognize that a systems approach has to be comprehensive and deal with an unusually large number of parts in their broad context, we
also recognize that we have no accepted way of integrating these components and
contexts into a single systems model.
The STAMP approach of viewing safety as the management of constraints and
the application of control theory is one way to identify more interdependencies
and create more conversations about and models of safety (Leveson, 2004c). This
approach has been used in evaluating friendly fire military accidents, water quality
management problems, and aerospace accidents, and the research team is currently
analyzing the Columbia loss. However, extending STAMP from accident analysis into
design and intervention remains an open challenge (Dulac and Leveson, 2004).
Although not all safety issues can be anticipated (cf. Wildavsky, 1988), design includes
both physical systems and organizational systems that maintain and enhance safety
by providing feedback about the dynamic internal and external environments. Tools
such as system dynamics modeling are likely to be useful in this effort (Leveson
et al., 2003; Sterman, 2000). We also see the need for a serious political analysis of
the web of relationships within and outside NASA.
The challenge for organizational scholars is to provide an analytic framework
that can be translated into action by engineers, scientists, and others in a technical
organization such as NASA. The design problem is to identify the constraints or
boundaries that will keep the system operating safely (and economically and productively), the information systems that will provide timely and valid signals of the state
of the constraints, and the organizational and political systems that will support the
health of the system as a whole. We believe that meeting this challenge involves a
commitment to system safety and the development of new theories and methods in
the years to come.

NOTES
1 This framework was developed by Eisenstat (1996) and further refined by Jan Klein. Also
see Beer et al. (1990).
2 Criticality 1 items are those whose failure could lead to loss of the shuttle. Criticality 1R
items are redundant components, such as the primary and secondary O-rings.
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3 For example, in 1991 there were 4,072 total engineering degrees (undergraduate and
graduate) awarded in aerospace and that number has shown a relatively steady decline of
over 50 percent to 2,175 degrees in the year 2000. This contrasts, for example, with
computer engineering degrees (undergraduate and graduate), which nearly doubled during
the same time period from 8,259 to 15,349. Similarly, the number of biomedical engineers
increased from 1,122 in 1991 to 1,919 in the year 2000 (National Science Foundation data
cited in Cutcher-Gershenfeld et al., 2002).
4 This has been the experience, for example, in MIT’s System Design and Management
(SDM) program.
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CREATING FORESIGHT:
LESSONS FOR ENHANCING
RESILIENCE FROM COLUMBIA
David D. Woods
The past seems incredible, the future implausible.
Woods and Cook, 2002

To look forward and envision how organizations can achieve very high reliability
and resilience, one first must look back with clarity unobscured by hindsight bias.
The Columbia accident, as a highly visible event investigated in depth by a distinguished
and independent panel, provides an opportunity to review generic patterns seen
across multiple accidents and across studies in multiple fields of practice (Hollnagel,
1993). This chapter examines patterns present in the Columbia accident (STS-107) in
order to consider how organizations in general can learn and change before dramatic
failures occur.
From the point of view of learning and change, the Columbia accident investigation is important because the independent investigating board (CAIB) found the hole
in the wing of the shuttle was produced not simply by debris, but by holes in
organizational decision-making. Furthermore, the factors that produced the holes in
this organization’s decision-making are not unique to today’s NASA or limited to the
shuttle program, but are generic vulnerabilities that have contributed to other failures and tragedies across other complex industrial settings.
CAIB’s investigation revealed how NASA failed to balance safety risks with intense
production pressure. As a result, this accident matches a classic pattern – a drift
toward failure as defenses erode in the face of production pressure. When this pattern
is combined with a fragmented distributed problem-solving process that is missing
cross-checks and unable to see the big picture, the result is an organization that
cannot see its own blind spots about risks. Further, NASA was unable to revise its
assessment of the risks it faced and the effectiveness of its countermeasures against
those risks as new evidence accumulated. What makes safety/production tradeoffs so
insidious is that evidence of risks becomes invisible to people working hard to
produce under pressure so that safety margins erode over time.
As an organizational accident, Columbia shows the need for organizations to monitor
their own practices and decision processes to detect when they are beginning to drift
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toward safety boundaries. The critical role for the safety group within the organization is to monitor the organization itself – to measure organizational risk, the risk
that the organization is operating nearer to safety boundaries than it realizes. This
process of monitoring the organization’s model is an important part of the emerging
research on how to help organizations monitor and manage resilience (e.g., Cook
et al., 2000; Sutcliffe and Vogel, 2003; Woods and Shattuck, 2000; and see Brown,
2005 for examples of breakdowns in resilience).
In studying tragedies such as Columbia, experience indicates that failure challenges organizations’ model of how they are vulnerable to failure and thus creates
windows for rapid learning and improvement (Lanir, 1986; Woods et al., 1994: ch.
6). Seizing the opportunity to learn is the responsibility leaders owe to the people
and families whose sacrifice and suffering were required to make the holes in the
organization’s decision-making visible to all. Just as Columbia led NASA and Congress to begin to transform the culture and operation of all of NASA, the generic
patterns can serve as lessons for transformation of other high-risk operations, before
failures occur.
This is the topic of the newly emerging field of Resilience Engineering and Management, which uses the insights from research on failures in complex systems,
especially the organizational contributors to risk, and the factors that affect human
performance to provide practical systems engineering tools to manage risk proactively
(Hollnagel et al., 2005). Organizations can use the emerging techniques of resilience
engineering to balance the competing demands for very high safety with real-time
pressures for efficiency and production. NASA, as it follows through on the recommendations of the Columbia Accident Investigation Board (CAIB), will serve as a
model for others on how to thoroughly redesign a safety organization and provide
for independent technical voices in organizational decision-making.

ESCAPING HINDSIGHT
Hindsight bias is a psychological effect that leads people to misinterpret the conclusions of accident investigations.1 Often the first question people ask about the
decision-making leading up to an accident such as Columbia takes the form of: “Why
did NASA continue flying the shuttle with a known problem?” (The “known problem”
refers to the dangers of debris striking and damaging the shuttle wing during takeoff,
which the CAIB identified as the physical, proximal cause of the accident.)
As soon as the question is posed in this way, it is easy to be trapped into
oversimplifying the situation and the uncertainties involved before the outcome
is known (Dekker, 2002). After the fact, “the past seems incredible,” hence NASA
managers sound irrational or negligent in their approach to obvious risks. However,
before any accident has occurred and while the organization is under pressure to
meet schedule or increase efficiency, potential warning flags are overlooked or
reinterpreted since those potential “futures look implausible.” For example, the signs
of shuttle tile damage became an issue of orbiter turnaround time and not a flight
risk. Because it is difficult to disregard knowledge of outcome, it is easy to play the
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classic blame game, define a “bad” individual, group, or organization as the culprit,
and stop. When this occurs, the same difficulties that led to the Columbia accident go
unrecognized in other programs and in other organizations.
Interestingly, the CAIB worked hard to overcome hindsight bias and uncover the
breakdown in organizational decision-making that led to the accident. All organizations can misbalance safety risks with pressure for efficiency. It is difficult to sacrifice
today’s real production goals to consider uncertain evidence of possible future risks.
The heart of the difficulty is that it is most critical to invest resources to follow up
on potential safety risks when the organization is least able to afford the diversion of
resources due to pressure for efficiency or throughput.
To escape hindsight bias in understanding how a specific case of drift toward
failure developed, one charts the evolution of the mindset of the groups involved
(Woods et al., 1994). Dekker’s 2002 book, The Field Guide to Human Error Investigations, provides a basic guide on how to carry out this analysis process. To set the
stage for a discussion of the generic patterns present in the lead-up to the Columbia
tragedy and the implications of these general patterns for the future, this section
examines several critical points in the evolution of mindset prior to STS-107.2 The
board’s analysis reveals shift points where opportunities to redirect the evolution
away from failure boundaries were missed. Identifying these points and the contributing factors highlights several basic patterns of failure that have been abstracted
from past accidents and studies. These generic patterns provide insights to guide
organizational change (see Hollnagel, 1993 for the general concept, and Woods and
Shattuck, 2000 or Patterson et al., 2004 for examples of how analysis of accidents
can reveal a general pattern in distributed cognition).

CHARTING THE DRIFT TOWARD FAILURE I:
FOAM EVENTS ARE NOT IN-FLIGHT ANOMALIES
To start charting the evolution of mindset in this accident, consider how different
groups evaluated foam events against a backdrop of the risks of various kinds of
debris strike, including the risks of damage to different structures on the shuttle. The
data available in the CAIB report help us see several points where the evaluation of
these risks shifted or could have shifted.

Shift 1
The first critical shift is the re-classification of foam events from in-flight anomalies
to maintenance and turn around issues (STS-113 Flight Readiness Review, CAIB,
2003: 125–6). Closely related is the shift to see foam loss as an accepted risk or even,
as one pre-launch briefing put it, “not a safety of flight issue” (CAIB, 2003: 126, 1st
column to top of 2nd column).
This shift in the status of foam events is a critical part of explaining the limited
and fragmented evaluation of the STS-107 foam strike and how analysis of that
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foam event never reached the problem-solving groups that were practiced at investigating anomalies, their significance and consequences, i.e., Mission Control (Patterson
et al., 1999).
The data collected by the CAIB imply several contributors to the change in status
of foam events:
1 Pressure on schedule issues produced a mindset centered on production goals
(CAIB, 2003: 125, 2nd column). There are several ways in which this could have
played a role: first, schedule pressure magnifies the importance of activities that
affect turnaround; second, when events are classified as in-flight anomalies, a
variety of formal work steps and checks are invoked; third, the work to assess
anomalies diverts resources from the tasks to be accomplished to meet turnaround pressures.
2 A breakdown or absence of cross-checks on the rationale for classifying previous
foam loss events as not an in-flight safety issue (CAIB, 2003: 125, fig. 6.1–5; 126
top). In fact, the rationale for the reclassification was quite thin, weak, and flawed.
The CAIB’s examination reveals that no cross-checks were in place to detect,
question, or challenge the specific flaws in the rationale.
3 The use of what on the surface looked like technical analyses to justify previously
reached conclusions, rather than using technical analyses to test tentative hypotheses (CAIB, 2003: 126 1st column).
It would be very important to know more about the mindset and stance of
different groups toward this shift in classification. For example, one would want to
consider: Was the shift due to the salience of the need to improve maintenance and
turnaround? Was this an organizational structure issue (which organization focuses
on what aspects of problems)? What was Mission Control’s reaction to the reclassification? Was it heard about by other groups? Did reactions to this shift remain
underground relative to formal channels of communication?
Interestingly, the organization had in principle three categories of risk: in-flight
anomalies, accepted risks, and non-safety issues. As the organization began to view
foam events as an accepted risk, there were no formal means for follow-up with a reevaluation of an “accepted” risk, to assess if it was in fact acceptable as new evidence
built up or as situations changed. For all practical purposes, there was no difference
between how the organization was handling non-safety issues and how it was
handling accepted risks. Yet the organization acted as if items placed in the accepted
risk category were being evaluated and handled appropriately (i.e., as if the assessment of the hazard was accurate and up to date, and as if the countermeasures
deployed were still shown to be effective).

Shift 2
Another component in the drift process is the interpretation of past “success” (this
doesn’t occur at any one point but is a general background to the evolution prior to
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the launch). The absence of failure is taken as a positive indication that hazards are
not present or that countermeasures are effective. In this context, it is very difficult
to gather or see if evidence is building up that should trigger a re-evaluation and
revision of the organization’s model of vulnerabilities.
If an organization is not able to change its model of itself unless and until completely clear-cut evidence accumulates, that organization will tend to learn late, i.e.,
it will revise its model of vulnerabilities only after serious events occur. On the other
hand, learning organizations assume their model of risks and countermeasures is
fragile and even seek out evidence about the need to revise and update this model
(Rochlin, 1999). They do not assume their model is correct and then wait for evidence of risk to come to their attention, for to do so will guarantee an organization
that acts in a more risky way than it desires.
Feynman’s famous appendix in the Challenger accident report captures how relying on past success blocks perception of warning signs and changes what even
counts as a warning before the outcome is known (see also Weick et al., 1999).
Consider how the larger organization and other stakeholders would react if, prior to
an accident, when the organization is under acute pressure to achieve production
goals, a group watching for warning signs decides to sacrifice a tangible acute
production goal to invest the time, money, and energy of personnel in an issue that
might contribute to increased risk. I dare say most organizations do not reward such
monitoring for warnings and decisions to sacrifice schedule/cost without very strong
evidence that the sacrifice is necessary. Yet such behavior guarantees that such
organizations are acting much more riskily than they claim or want to be operating.

Shift 3
Several opportunities to revise the status of foam events, the hazard they represented,
and how these events were to be handled in flight, occurred prior to the launch of
STS-107. These missed opportunities are represented by the damage suffered on
shuttle flights STS-27R and STS-45 (and similarly on other flights).
Foam events are only one source of debris strikes that threaten different aspects
of the orbiter structure. Debris strikes carry very different risks depending on where
and what they strike. The hinge in considering the response to the foam strike on
STS-107 is that the debris struck the leading-edge structure (RCC panels and seals)
and not the tiles. Did concern and progress on improving tiles block the ability to see
risks to other structures? Did NASA regard the leading edge as much less vulnerable
to damage than tiles (e.g., CAIB, 2003: 31; memo on p. 141; p. 145 para. 3)? Chapter
6 of the CAIB report only provides a few tantalizing cues about how various groups
regarded the vulnerability of leading-edge structures.
This is important because the damage in STS-45 provided an opportunity to focus
on the leading-edge structure and reconsider the margins to failure of that structure,
given strikes by various kinds of debris. Did this mission create a sense that the
leading-edge structure was less vulnerable than tiles? Did this mission fail to revise
a widely held belief that the RCC leading-edge panels were more robust to debris
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strikes than they really were (e.g., CAIB, 2003: 145)? Who followed up the damage to
the RCC panel and what did they conclude? Who received the results? How were
risks to non-tile structures evaluated and considered – including landing gear door
structures? More information about the follow-up to leading-edge damage in STS-45
would shed light on how this opportunity was missed.

CHARTING THE DRIFT TOWARD FAILURE II: AN ANOMALY IN LIMBO
Once the foam strike was detected on the launch of Columbia in STS-107, a variety
of groups played a role in the evaluation – and lack of evaluation – of this anomaly.
This is an example of a problem-solving process distributed over interacting groups,
or, more generally, an example of distributed cognition which has been studied in
related settings (Hutchins, 1995) and, interestingly, specifically in NASA shuttle mission
control (Chow et al., 2000; Patterson et al., 1999; Patterson and Woods, 2001; Watts
et al., 1996). This section makes a few observations about distributed cognition in the
case of STS-107 relative to the general research findings.
A management stance emerged early which downplayed the significance of the
strike. The initial and very preliminary assessments of the foam strike created a
stance toward further analysis that this was not a critical or important issue for the
mission. The stance developed and took hold before there were results from any
technical analyses. This indicates that preliminary judgments were biasing data evaluation, instead of following a proper engineering evaluation process where data
evaluation points teams and management to conclusions.
Indications that the event was outside of boundary conditions for NASA’s understanding of the risks of debris strikes seemed to go unrecognized (CAIB, 2003: 143
notes the limits of the modeling tool Crater with respect to the analysis needed; see
also p. 160 bottom). When events fall outside of boundaries of past data and analysis
tools and when the data available includes large uncertainties, the event is by definition anomalous and of high risk. While personnel noted the specific indications in
themselves, no one was able to use these indicators to trigger any deeper or wider
recognition of the nature of the anomaly in this situation (for example, the email in
CAIB, 2003: 151–2). This pattern of seeing the details but being unable to recognize
the big picture is commonplace in accidents ( Woods et al., 1987).
As the Debris Assessment Team (DAT) was formed after the strike was detected
and began to work, the question arose: “Is the size of the debris strike ‘out-of-family’
or ‘in-family’ given past experience?” While the team looked at past experience, it
was unable to get a consistent or informative read on how past events indicated risk
for this event. It appears no other groups or representatives of other technical areas
were brought into the picture. This absence of any cross-checks is quite notable and
inconsistent with how Mission Control groups evaluate in-flight anomalies (e.g.,
Watts et al., 1996). Past studies indicate that a review or interaction with another
group would have provided broadening checks which help uncover inconsistencies
and gaps as people need to focus their analysis, conclusions, and justifications for
consideration and discussion with others.
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Evidence that the strike posed a risk of serious damage kept being encountered –
RCC panel impacts at angles greater than 15 degrees predicted coating penetration
(CAIB, 2003: 145), foam piece 600 times larger than ice debris previously analyzed
(CAIB, 2003: 143), models predicting tile damage deeper than tile thickness (CAIB,
2003: 143). Yet a process of discounting evidence discrepant with the current assessment went on several times (though eventually the DAT concerns seemed to focus on
the landing gear doors rather than the leading-edge structure).
Given the concerns about potential damage that arose in the DAT and given its
desire to determine the location more definitively, the question arises: did the team
conduct contingency analyses of damage and consequences across the different
candidate sites – leading edge, landing gear door seals, tiles? Based on the evidence
compiled in the CAIB report, there was no contingency analysis or follow through on
the consequences if the leading-edge structure (RCC) was the site damaged. This is
quite puzzling as this was the team’s first assessment of location and in hindsight
their initial estimate proved to be reasonably accurate.
This lack of follow through, coupled with the DAT’s growing concerns about
the landing gear door seals (e.g., the unsent email: CAIB, 2003: 157, 163), seems to
indicate that the team may have viewed the leading-edge structures as more robust
to strikes than other orbiter structures. The CAIB report fails to provide critical
information about how different groups viewed the robustness or vulnerability of the
leading-edge structures to damage from debris strikes (of course, post-accident these
beliefs can be quite hard to determine, but various memos/analyses may indicate
more about the perception risks to this part of the orbiter). Insufficient data are
available to understand why RCC damage was under-pursued by the Debris Assessment Team.
What is striking is how there was a fragmented view of what was known about the
strike and its potential implications over time, people, and groups. There was no
place, artifact, or person who had a complete and coherent view of the analysis of
the foam strike event (note: a coherent view includes understanding the gaps and
uncertainties in the data or analysis to that point). This contrasts dramatically with
how Mission Control works to investigate and handle anomalies where there are
clear lines of responsibility, to have a complete, coherent view of the evolving
analysis vested in the relevant flight controllers and in the flight director. Mission
Control has mechanisms to keep different people in the loop (via monitoring voice
loops, for example) so that all are up to date on the current picture of situation.
Mission Control also has mechanisms for correcting assessments as analysis proceeds, whereas in this case the fragmentation and partial views seemed to block
reassessment and freeze the organization in an erroneous assessment (for studies of
distributed cognition during anomalies in mission control see Chow et al., 2000;
Patterson et al., 1999; Patterson and Woods, 2001; Watts et al., 1996). As the DAT
worked at the margins of knowledge and data, its partial assessments did not benefit
from cross-checks through interactions with other technical groups with different
backgrounds and assumptions. There is no report of a technical review process
that accompanied its work. Interactions with people or groups with different knowledge and assumptions is one of the best ways to improve assessments and to aid
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revision of assessments. Mission Control anomaly response includes many opportunities for cross-checks to occur. In general, it is quite remarkable that the groups
practiced at anomaly response – Mission Control – never became involved in the
process.
The process of analyzing the foam strike by the DAT broke down in many ways.
The fact that this group also advocated steps that we now know would have been
valuable (the request for imagery to locate the site of the foam strike) leads us to
miss the generally fragmented distributed problem-solving process. The fragmentation also occurred across organizational levels (DAT to Mission Management Team
(MMT)). Effective collaborative problem-solving requires more direct participation by
members of the analysis team in the overall decision-making process. This is not
sufficient of course; for example, the MMT’s stance already defined the situation as,
“Show me that the foam strike is an issue” rather than “Convince me the anomaly
requires no response or contingencies.”
Overall, the evidence points to a broken distributed problem-solving process –
playing out in between organizational boundaries. The fragmentation in this case
indicates the need for a senior technical focal point to integrate and guide the anomaly
analysis process (e.g., the flight director role). And this role requires real authority.
The MMT and the MMT chair were in principle in a position to supply this role, but:
• Was the MMT practiced at providing the integrative problem-solving role?
• Were there other cases where significant analysis for in-flight anomalies was
guided by the MMT or were they all handled by the Mission Control team?
The problem-solving process in this case has the odd quality of being stuck in
limbo: not dismissed or discounted completely, yet unable to get traction as an
in-flight anomaly to be thoroughly investigated with contingency analyses and
re-planning activities. The dynamic appears to be a management stance that puts
the event outside of safety of flight (e.g., conclusions drove, or eliminated, the need
for analysis and investigation, rather than investigations building the evidence
from which one would draw conclusions). Plus, the DAT exhibited a fragmented
problem-solving process that failed to integrate partial and uncertain data to generate a big picture – i.e., the situation was outside the understood risk boundaries and
carried significant uncertainties.

FIVE GENERAL PATTERNS PRESENT IN COLUMBIA
Based on the material and analyses in the CAIB report, there are five classic patterns
(Hollnagel, 1993) also seen in other accidents and research results:
• Drift toward failure as defenses erode in the face of production pressure.
• An organization that takes past success as a reason for confidence instead of
investing in anticipating the changing potential for failure.
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• Fragmented distributed problem-solving process that clouds the big picture.
• Failure to revise assessments as new evidence accumulates.
• Breakdowns at the boundaries of organizational units that impede communication and coordination.

1 Drift toward failure as defenses erode in the face of production pressure
This is the basic classic pattern in this accident. My colleague Erik Hollnagel, in
2002, captured the heart of the Columbia accident when he commented on other
accidents: “If anything is unreasonable, it is the requirement to be both efficient and
thorough at the same time – or rather to be thorough when with hindsight it was
wrong to be efficient.”
Hindsight bias, by oversimplifying the situation people face before the outcome is
known, often hides tradeoffs between multiple goals (Woods et al., 1994). The analysis
in the CAIB report provides the general context of a tighter squeeze on production
goals creating strong incentives to downplay schedule disruptions. With shrinking
time/resources available, safety margins were likewise shrinking in ways which the
organization couldn’t see.
Goal tradeoffs often proceed gradually as pressure leads to a narrowing of focus
on some goals while obscuring the tradeoff with other goals. This process usually
happens when acute goals like production/efficiency take precedence over chronic
goals like safety.
The dilemma of production/safety conflicts is: if organizations never sacrifice
production pressure to follow up warning signs, they are acting much too riskily. On
the other hand, if uncertain “warning” signs always lead to sacrifices on acute goals,
can the organization operate within reasonable parameters or stakeholder demands?
It is precisely at points of intensifying production pressure that extra safety investments need to be made in the form of proactive searching for side-effects of the
production pressure and in the form or reassessing the risk space – safety investments
are most important when least affordable.
This generic pattern points toward several constructive issues:
• How does a safety organization monitor for drift and its associated signs, in
particular, a means to recognize when the side-effects of production pressure may
be increasing safety risks?
• What indicators should be used to monitor the organization’s model of itself, how
it is vulnerable to failure, and the potential effectiveness of the countermeasures
it has adopted?
• How does production pressure create or exacerbate tradeoffs between some goals
and chronic concerns like safety?
• How can an organization add investment in safety issues at the very time when
the organization is most squeezed? For example, how does an organization note
a reduction in margins and follow through by rebuilding margin to boundary
conditions in new ways?
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2 An organization takes past success as a reason for confidence instead of
digging deeper to see underlying risks
During the drift toward failure leading to the Columbia accident, a misassessment
took hold that resisted revision (that is, the misassessment that foam strikes pose
only a maintenance problem and not a risk to orbiter safety). It is not simply that the
assessment was wrong; what is troubling is the inability to re-evaluate the assessment and re-examine evidence about the vulnerability.
The missed opportunities to revise and update the organization’s model of the
riskiness of foam events seem to be consistent with what has been found in other
cases of failure of foresight. Richard Cook and I have described this discounting
of evidence as “distancing through differencing,” whereby those reviewing new
evidence or incidents focus on differences, real and imagined, between the place,
people, organization, and circumstances where an incident happens and their
own context. By focusing on the differences, people see no lessons for their own
operation and practices (or only extremely narrow, well-bounded responses). This
contrasts with what has been noted about more effective safety organizations
which proactively seek out evidence to revise and update this model, despite the fact
that this risks exposing the organization’s blemishes (Rochlin, 1999; Woods, 2005).
Ominously, the distancing through differencing that occurred throughout the
build-up to the final Columbia mission can be repeated in the future as organizations
and groups look at the analysis and lessons from this accident and the CAIB report.
Others in the future can easily look at the CAIB conclusions and deny their relevance
to their situation by emphasizing differences (e.g., my technical topic is different,
my managers are different, we are more dedicated and careful about safety, we have
already addressed that specific deficiency). This is one reason avoiding hindsight
bias is so important – when one starts with the question, “How could they have
missed what is now obvious?” – one is enabling future distancing through differencing
rationalizations.
The distancing through differencing process that contributes to this breakdown
also indicates ways to change the organization to promote learning. One general
principle which could be put into action is – do not discard other events because
they appear on the surface to be dissimilar. At some level of analysis all events are
unique, while at other levels of analysis they reveal common patterns. Every event,
no matter how dissimilar to others on the surface, contains information about
underlying general patterns that help create foresight about potential risks before
failure or harm occurs. To focus on common patterns rather than surface differences
requires shifting the analysis of cases from surface characteristics to deeper patterns
and more abstract dimensions. Each kind of contributor to an event can then guide
the search for similarities.
To step back more broadly, organizations need a mechanism to generate new
evaluations that question the organization’s own model of the risks it faces and the
countermeasures deployed. Such review and reassessment can help the organization find places where it has underestimated the potential for trouble and revise
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its approach to create safety. A quasi-independent group is needed to do this –
independent enough to question the normal organizational decision-making, but
involved enough to have a finger on the pulse of the organization (keeping statistics
from afar is not enough to accomplish this).

3 A fragmented problem-solving process that clouds the big picture
During Columbia, there was a fragmented view of what was known about the strike
and its potential implications. People were making decisions about what did or did
not pose a risk on very shaky or absent technical data and analysis, and critically,
they couldn’t see that their decisions rested on shaky grounds (e.g., the memos on
pages 141, 142 of the CAIB report illustrate the shallow, offhand assessments posing
as and substituting for careful analysis).
There was no place or person who had a complete and coherent view of the
analysis of the foam strike event, including the gaps and uncertainties in the data
or analysis to that point. It is striking that people used what looked like technical
analyses to justify previously reached conclusions instead of using technical analyses
to test tentative hypotheses (e.g., CAIB, 2003: 126, 1st column).
The breakdown or absence of cross-checks is also striking. Cross-checks on the
rationale for decisions is a critical part of good organizational decision-making. Yet
no cross-checks were in place to detect, question, or challenge the specific flaws in
the rationale, and no one noted that cross-checks were missing.
The breakdown in basic engineering judgment stands out as well. The initial
evidence available already placed the situation outside the boundary conditions of
engineering data and analysis. The only available analysis tool was not designed
to predict under these conditions, the strike event was hundreds of times the scale of
what the model was designed to handle, and the uncertainty bounds were very large,
with limited ability to reduce the uncertainty (CAIB, 2003: email on pp. 151–2).
Being outside the analyzed boundaries should not be confused with not being confident enough to provide definitive answers. In this situation, basic engineering
judgment calls for large efforts to extend analyses, find new sources of expertise, and
cross-check results, as Mission Control both practices and does.
Seasoned pilots and ship commanders well understand the need for this ability to
capture the big picture and not to get lost in a series of details. The issue is how to
train for this judgment. For example, the flight director and his or her team practice
identifying and handling anomalies through simulated situations. Note that shrinking
budgets led to pressure to reduce training investment (the amount of practice, the
quality of the simulated situations, and the number or variety of people who go
through the simulation sessions can all decline).
I particularly want to emphasize this point about making technical judgments
technically. The decision-makers did not seem able to notice when they needed more
expertise, data, and analysis in order to have a proper evaluation of an issue. NASA’s
evaluation prior to STS-107 that foam debris strikes do not pose risks of damage to
the orbiter demands a technical base.
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The fragmentation of problem-solving also illustrates Karl Weick’s points about
how effective organizations exhibit a “deference to expertise,” “reluctance to simplify
interpretations,” and “preoccupation with potential for failure,” none of which was
in operation in NASA’s organizational decision-making leading up to and during
Columbia (Weick et al., 1999).
The lessons of Columbia should lead organizations of the future to have a safety
organization that ensures that adequate technical grounds are established and used
in organizational decision-making. To accomplish this, in part, the safety organization will need to define the kinds of anomalies to be practiced as well as who should
participate in simulation training sessions. The value of such training depends critically on designing a diverse set of anomalous scenarios with detailed attention to how
they unfold. By monitoring performance in these simulated training cases, the safety
personnel will be better able to assess the quality of decision-making across levels in
the organization.

4 A failure to revise assessments as new evidence accumulates
I first studied this pattern in nuclear power emergencies 20 plus years ago (Woods
et al., 1987). What was interesting in the data then was how difficult it is to revise
a misassessment or to revise a once plausible assessment as new evidence comes in.
This finding has been reinforced in subsequent studies in different settings (Feltovich
et al., 1997; Johnson et al., 1991).
Research consistently shows that revising assessments successfully requires a new
way of looking at previous facts. We provide this “fresh” view:
1 By bringing in people new to the situation.
2 Through interactions across diverse groups with diverse knowledge and tools.
3 Through new visualizations which capture the big picture and reorganize data
into different perspectives.
One constructive action is to develop the collaborative interchanges that generate
fresh points of view or that produce challenges to basic assumptions. This crosschecking process is an important part of how NASA Mission Control and other
organizations successfully respond to anomalies (for a case where these processes
break down, see Patterson et al., 2004). One can also capture and display indicators of
safety margin to help people see when circumstances or organizational decisions are
pushing the system closer to the edge of the safety envelope. (This idea is something
that Jens Rasmussen, one of the pioneers of the new results on error and organizations,
has been pushing for two decades: e.g., Rasmussen, 1990; Rasmussen et al., 1994.)
The crux is to notice the information that changes past models of risk and calls
into question the effectiveness of previous risk reduction actions, without having to
wait for completely clear-cut evidence. If revision only occurs when evidence is
overwhelming, there is a grave risk of an organization acting too riskily and finding
out only from near-misses, serious incidents, or even actual harm. Instead, the practice
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of revising assessments of risk needs to be an ongoing process. In this process of
continuing re-evaluation, the working assumption is that risks are changing or
evidence of risks has been missed.
What is particularly disappointing about NASA’s organizational decision-making
is that the correct diagnosis of production/safety tradeoffs and useful recommendations for organizational change were noted in 2000. The Mars Climate Orbiter report
of March 13, 2000 clearly depicts how the pressure for production and to be “better”
on several dimensions led to management accepting riskier and riskier decisions.
This report recommended many organizational changes similar to those in the CAIB
report. A slow and weak response to the previous independent board report was a
missed opportunity to improve organizational decision-making in NASA.
The lessons of Columbia should lead organizations of the future to develop a safety
organization that provides “fresh” views on risks to help discover the parent organization’s own blind spots and question its conventional assumptions about safety risks.

5 Breakdowns at the boundaries of organizational units
The CAIB analysis notes how a kind of Catch-22 was operating in which the people
charged to analyze the anomaly were unable to generate any definitive traction and
in which the management was trapped in a stance shaped by production pressure
that views such events as turnaround issues. This effect of an “anomaly in limbo”
seems to emerge at the boundaries of different organizations that do not have
mechanisms for constructive interplay. It is here that we see the operation of the
generalization that in judgments of risk we have to defer to those with technical
expertise and set up a problem-solving process that engages those practiced at
recognizing anomalies in the event.
This pattern points to the need for mechanisms that create effective overlap across
different organizational units and the need to avoid simply staying inside the chainof-command mentality (though such overlap can be seen as inefficient when the
organization is under severe cost pressure).
This issue is of particular concern to many organizations as communication technology has linked together disparate groups as a distributed team. This capability for
connectivity is leading many to work on how to support effective coordination across
these distributed groups, e.g., in military command and control (Klein et al., in press).
The lessons of Columbia should lead organizations of the future to develop a safety
organization with the technical expertise and authority to enhance coordination
across the normal chain of command.

MANAGING RESILIENCE IN ORGANIZATIONS
The insights derived from the above five patterns and other research results on safety
in complex systems point to the need to monitor and manage risk continuously
throughout the life-cycle of a system, and in particular to find ways of maintaining
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a balance between safety and the often considerable pressures to meet production
and efficiency goals (Adamski and Westrum, 2003; Reason, 1997; Weick et al., 1999).
These results indicate that safety management in complex systems should focus on
resilience – the ability to adapt or absorb disturbance, disruption, and change. A
system’s resilience captures the result that failures are breakdowns in the normal
adaptive processes necessary to cope with the complexity of the real world (Rasmussen,
1990; Rasmussen et al., 1994; Sutcliffe and Vogel, 2003; Woods and Cook, 2004).
A system’s resilience includes properties such as:
• buffering capacity: the size or kinds of disruptions the system can absorb or adapt
to without a fundamental breakdown in performance or in the system’s structure;
• flexibility: the system’s ability to restructure itself in response to external changes
or pressures;
• margin: how closely the system is currently operating relative to one or another
kind of performance boundary;
• tolerance: whether the system gracefully degrades as stress/pressure increase, or
collapses quickly when pressure exceeds adaptive capacity.
Cross-scale interactions are another important factor, as the resilience of a system
defined at one scale depends on influences from scales above and below: downward
in terms of how organizational context creates pressures/goal conflicts/dilemmas and
upward in terms of how adaptations by local actors in the form of workarounds or
innovative tactics reverberate and influence more strategic issues.
Managing resilience, or resilience engineering, then, focuses on what sustains or
erodes the adaptive capacities of human-technical systems in a changing environment (Hollnagel et al., 2005). The focus is on monitoring organizational decisionmaking to assess the risk that the organization is operating nearer to safety boundaries
than it realizes (or, more generally, that the organization’s adaptive capacity is
degrading or lower than the adaptive demands of its environment).
To put it in terms of the basic failure pattern evident in the Columbia accident,
managing an organization’s resilience is concerned with assessing the risk that holes
in organizational decision-making will produce unrecognized drift toward failure
boundaries, or monitoring for risks in how the organization monitors its risks.
Resilience engineering seeks to develop engineering and management practices to
measure sources of resilience, provide decision support for balancing production/
safety tradeoffs, and create feedback loops that enhance the organization’s ability
to monitor/revise risk models and to target safety investments (e.g., Carthy et al.,
2001; Cook et al., 2000; Hollnagel, 2004; Woods and Shattuck, 2000). For example,
resilience engineering would monitor evidence that effective cross-checks are well
integrated when risky decisions are made, or would serve as a check on how well
the organization prepares to handle anomalies by checking on how it practices
handling of simulated anomalies (what kind of anomalies, who is involved in making
decisions).
The focus on system resilience emphasizes the need for proactive measures in
safety management: tools to support agile, targeted, and timely investments to defuse
emerging vulnerabilities and sources of risk before harm occurs.
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SACRIFICE DECISIONS
To achieve resilience, organizations need support for decisions about production/
safety tradeoffs. Resilience engineering should help organizations decide when to
relax production pressure to reduce risk, or, in other words, develop tools to support
sacrifice decisions across production/safety tradeoffs.
When operating under production and efficiency pressures, evidence of increased risk
on safety may be missed or discounted. As a result, organizations act in ways that are
riskier than they realize or want, until an accident or failure occurs. This is one of the
factors that creates the drift toward failure signature in complex system breakdowns.
To make risk a proactive part of management decision-making means knowing
when to relax the pressure on throughput and efficiency goals, i.e., make a sacrifice
decision; how to help organizations decide when to relax production pressure to
reduce risk (Woods, 2000b). I refer to these tradeoff decisions as sacrifice judgments
because acute production- or efficiency-related goals are temporarily sacrificed, or
the pressure to achieve these goals is relaxed, in order to reduce risks of approaching
too near to safety boundary conditions. Sacrifice judgments occur in many settings:
when to convert from laparoscopic surgery to an open procedure (e.g., Cook et al.,
1998), when to break off an approach to an airport during weather that increases the
risk of wind shear, or when to have a local slowdown in production operations to
avoid risks as complications build up.
New research is needed to understand this judgment process in organizations.
Indications from previous research on such decisions (e.g., production/safety tradeoff
decisions in laparoscopic surgery) are that the decision to value production over
safety is implicit and unrecognized. The result is that individuals and organizations
act much more riskily than they would ever desire. A sacrifice judgment is especially
difficult because the hindsight view will indicate that the sacrifice or relaxation may
have been unnecessary since “nothing happened.” This means that it is important to
assess how peers and superiors react to such decisions.
The goal is to develop explicit guidance on how to help people make the
relaxation/sacrifice judgment under uncertainty, to maintain a desired level of risk
acceptance/risk averseness, and to recognize changing levels of risk acceptance/risk
averseness. For example, we need to know what indicators reveal a safety/production
tradeoff sliding out of balance as pressure rises to achieve acute production and
efficiency goals. Ironically, it is at these very times of higher organizational tempo
and focus on acute goals that we require extra investment in sources of resilience
to keep production/safety tradeoffs in balance – valuing thoroughness despite the
potential for sacrifices on efficiency required to meet stakeholder demands.

AN INDEPENDENT, INVOLVED, INFORMED,
AND INFORMATIVE SAFETY ORGANIZATION
While NASA failed to make the production/safety tradeoff reasonably in the context
of foam strikes, the question for the future is how to help organizations make these
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tradeoffs better. It is not enough to have a safety organization; safety has to be part
of making everyday management decisions by actively reconsidering and revising
models of risk and assessments of the effectiveness of countermeasures. As Feynman
also noted in his minority report on Challenger, a high-risk, high-performance
organization must put the technical reality above all else, including production
pressure.
One traditional dilemma for safety organizations is the problem of “cold water and
an empty gun.” Safety organizations raise questions which stop progress toward
production goals – the “cold water.” Yet when line organizations ask for help on
how to address safety concerns while being responsive to production issues, the
safety organization has little to contribute – the “empty gun.” As a result, the safety
organization fails to better balance the safety/production tradeoff in the long run.
In the short run, following a failure, the safety organization is emboldened to raise
safety issues, but in the longer run the memory of the previous failure fades,
production pressures dominate, and the drift processes operate unchecked (as has
happened in NASA before Challenger, before Columbia, and as could happen again
with respect to the space station).
From the point of view of managing resilience, a safety organization should monitor
and balance the tradeoff of production pressure and risk. To do this the leadership
team needs to implement a program for managing organizational risk – detecting
emerging “holes” in organizational decision-making. As a result, a safety organization needs the resources and authority to achieve the “I’s” of an effective safety
organization – independent, involved, informed, and informative:
• provide an independent voice that challenges conventional assumptions within
senior management;
• constructive involvement in targeted but everyday organizational decisionmaking (for example, ownership of technical standards, waiver granting, readiness
reviews, and anomaly definition);
• actively generate information about how the organization is actually operating,
especially to be able to gather accurate information about weaknesses in the
organization.
Safety organizations must achieve enough independence to question the normal
organizational decision-making. At best the relationship between the safety organization and line senior management will be one of constructive tension. Inevitably,
there will be periods where senior management tries to dominate the safety organization. The design of the organizational dynamics needs to provide the safety
organization with the tools to resist these predictable episodes by providing funding
directly, and independent from headquarters. Similarly, to achieve independence, the
safety leadership team needs to be chosen and accountable outside of the normal
chain of command.
Safety organizations must be involved in enough everyday organizational activities to have a finger on the pulse of the organization and to be seen as a constructive
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part of how the organization balances safety and production goals. This means the
new safety organization needs to control a set of resources and have the authority to
decide how to invest these resources to help line organizations provide high safety
while accommodating production goals. For example, the safety organization could
decide to invest and develop new anomaly response training programs when it
detects holes in organizational decision-making processes.
In general, safety organizations risk becoming information-limited, as they can be
shunted aside from real organizational decisions, kept at a distance from the actual
work processes, and kept busy tabulating irrelevant counts when their activities
are seen as a threat by line management (for example, the “cold water” problem).
Independent, involved, informed, and informative: these properties of an effective
safety organization are closely connected, mutually reinforcing, and difficult to achieve
in practice.

CONCLUSION
Researchers on organizations and safety are not simply commentators on the sidelines, but participants in the learning and change process with the responsibility to
expand windows of opportunity, created at such cost, and to transfer what is learned
to other organizations. General patterns have emerged from the study of particular
accidents like Columbia and other forms of research on safety and complex systems.
These results define targets for safety management to avoid more repeats of past
organizational accidents.
Organizations in the future will balance the goals of both high productivity and
ultra-high safety given the uncertainty of changing risks and certainty of continued
pressure for efficient and high performance. To carry out this dynamic balancing act,
a new safety organization will emerge, designed and empowered to be independent,
involved, informed, and informative. The safety organization will use the tools of
resilience engineering to monitor for “holes” in organizational decision-making and
to detect when the organization is moving closer to failure boundaries than it is
aware. Together these processes will create foresight about the changing patterns of
risk before failure and harm occur.
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NOTES

1 The hindsight bias is a well-reproduced research finding relevant to accident analysis and
reactions to failure. Knowledge of outcome biases our judgment about the processes that
led up to that outcome.
In the typical study, two groups of judges are asked to evaluate the performance of an
individual or team. Both groups are shown the same behavior; the only difference is that
one group of judges is told the episode ended in a poor outcome while the other group is
told that the outcome was successful or neutral. Judges in the group told of the negative
outcome consistently assess the performance of humans in the story as being flawed in
contrast with the group told that the outcome was successful. Surprisingly, this hindsight
bias is present even if the judges are told beforehand that the outcome knowledge may
influence their judgment.
Hindsight is not foresight. After an accident, we know all of the critical information and
knowledge needed to understand what happened. But that knowledge is not available to
the participants before the fact. In looking back we tend to oversimplify the situation the
actual practitioners faced, and this tends to block our ability to see the deeper story behind
the label human error.
2 The discussion is based only on the material available in chapters 6 to 8 of the CAIB report;
charting the evolution of mindset across the teams identifies areas where further information would be very valuable.
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MAKING NASA MORE
EFFECTIVE
William H. Starbuck and Johnny Stephenson

Will NASA succeed in its endeavor to remain relevant, to correct organizational
deficiencies, to again set foot on the moon, and ultimately to explore the outer
reaches of the cosmos? This chapter suggests actions that NASA can take to raise its
effectiveness toward achieving those goals. The chapter reviews key properties of
NASA and its environment and the organizational-change initiatives currently in
progress within NASA, and then attempts to make realistic assessments of NASA’s
potential for future achievement. Some environmental constraints make it difficult, if
not impossible, for NASA to overcome some challenges it faces, but there do appear
to be areas that current change efforts do not address and areas where some current
efforts appear to need reinforcement.
Since the chapter focuses on NASA, it does not attempt to generalize about other
organizations. However, many large government agencies and many large corporations share some of NASA’s properties, and they can possibly gain insight from this
example. For example, other government agencies derive their budgets and structures
from political processes and negotiations with Congress and the President, they
operate facilities in several states. Similarly, many large corporations embrace highly
diverse and decentralized divisions. Many corporations, large and small, have to
reconcile the differing perspectives of managers, engineers, and scientists.
NASA also resembles other large and complex organizations in having flexible,
ambiguous, and complex definitions of what it is trying to achieve over the long run
(Starbuck and Nystrom, 1983). The Apollo project during the 1960s brought together
a very effective combination of resources that had the potential to accomplish more
than land on the Moon. However, the actual landing put a punctuation mark after
NASA’s principal goal, and the war in Vietnam and the challenges of “the Great
Society” raised question marks about NASA’s future. What should NASA be trying to
achieve? How could the US benefit best from NASA’s capabilities? The ensuing four
decades have brought an evolving array of capabilities, goals, and programs, some of
which had sounder rationales than others. For NASA to make itself more effective is
not merely a matter of achieving predefined goals but of discovering goals that will
utilize the agency’s capabilities for the benefit of its nation and humanity.

310

Starbuck and Stephenson
LIMITED DEGREES OF FREEDOM

NASA’s distinctive properties and environment limit what it can do to become more
effective . . . or even different in some respects. To be practical, recommendations
have to consider these properties. The distinctive properties include the diversity and
autonomy of NASA’s centers, a structure that has been set by the politics of earlier
eras rather than by the logic of current activities, funding that has not depended
upon its accomplishments and indeed has correlated negatively with them, shifting
and impossible goals, an assigned role as the coordinator of an industrial network,
and extreme scrutiny as a symbol of American technological achievement. Each of
these properties offers NASA some advantages that would be difficult or impossible
to forgo, even as each also restricts NASA’s degrees of freedom.

Diversity and autonomy within NASA
NASA is both one agency and several. Its 10 centers are extremely autonomous.
Although most large corporations have divisions with substantial autonomy, corporate divisions rarely or never have enough independent power to challenge their
corporate headquarters. However, NASA centers have independent political support
and some employ their own Congressional liaison personnel. Murphy (1972) attributed NASA’s congressional liaison activities to the tenure of Administrator James
Webb during the 1960s. Furthermore, relevant Congressional committees hold meetings at the larger centers, with the result that key members of Congress become
personally familiar with the centers, their activities, and their leaders. Johnson Space
Center and Marshall Space Flight Center, which jointly control almost half of NASA’s
budget, have sufficient autonomy that they have been known to proceed contrary to
direct instructions from NASA’s headquarters (Klerkx, 2004).
NASA’s centers have very distinctive personnel, cultures, and procedures. For
example, the Jet Propulsion Laboratory (JPL) operates as a Federally Funded Research
and Development Center (FFRDC) that works under contract with NASA and has
greater personnel flexibility than other NASA centers. JPL employs scientists who
work on unmanned exploration of the solar system and outer space and who have
openly criticized manned space flight as wasteful, dangerous, and unnecessary.
By contrast, Langley Research Center employs mainly engineers and scientists who
support the design and testing of aircraft components used in commercial and
private transportation. Behavioral Science Technologies (BST, 2004) surveyed
employees’ opinions at the NASA centers. Personnel at Kennedy Space Center and
Marshall Space Flight Center scored above average on all 11 scales, and personnel at
JPL scored above average on 10 scales. At the other extreme, personnel at Glenn
Research Center scored below average on 10 scales, and personnel at Stennis Space
Center and at NASA’s headquarters scored below average on 7 scales. BST also
received complaints from personnel at the centers and at NASA headquarters about
inadequate communication between the centers and NASA headquarters and about
competition between centers. Centers have distinct rules for such mundane activities
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as travel to conferences and expense reimbursement; such differences occur whenever corporations merge or make acquisitions, but in NASA, these differences have
persisted for nearly half a century.
The autonomy of its centers gives NASA as a whole resilience, fosters innovation,
and strengthens survivability. It is an agency with multiple agendas, multiple constituents, and multiple protagonists. A failure or setback in one part may not affect
other parts, or insofar as it does, these effects may arouse reactions from constituents
who are protecting their interests. There is, for instance, little reason to link problems
with space flight to the missions of aeronautics centers that perform services such as
testing radios intended for use in commercial aircraft. However, the NASA organizational umbrella allows more mundane activities to draw some grandeur from more
adventurous and visible projects, and allows riskier projects of speculative value to
gain support from their links with essential and beneficial activities. Decentralized
contacts with numerous members of Congress help to broaden understanding of NASA’s
goals and activities. As well, centers’ different cultures foster different ways of thinking
and the development of distinct ideas, and debate within NASA helps to reduce
“groupthink.” However, as would be the case in any organization, NASA insiders
do not exhibit in public the full range of opinion that occurs among outsiders, and
NASA insiders have sometimes been disciplined for speaking too critically.

Structured by history and politics rather than current tasks
Like other government agencies, NASA’s structure reflects history and politics more
than logical analysis of tasks it is currently pursuing. The Langley laboratory was
founded in 1917 in response to a perception that private industry was doing too little
aeronautical research. Ames and Glenn were created in 1939 and 1941, respectively,
to support aeronautical research in the face of an impeding war (Burgos, 2000;
Muenger, 1985). Langley, Ames, and Glenn had reputations as exciting workplaces
for aeronautical engineers who wanted to pioneer. Military agendas, politics, and
regional economics influenced the selection of sites for Ames and Glenn, as they
have for other NASA facilities (Burgos, 2000). Langley and Ames had sites on military
airfields. Lobbying by the California aircraft industry, which produced half of the US
output, led to Ames’ placement there. Nineteen cities competed for Glenn, but Cleveland
won the competition by offering to supply electricity at low cost for wind tunnels.
The history of Cape Canaveral illustrates how then current perceptions and immediate events affected decisions about NASA’s facilities (Spaceline, 2000). In 1938, the
Navy set out to add two air stations on the east coast of Florida, and it chose Cape
Canaveral for one of these. The Banana River Naval Air Station operated from 1940
until 1947 and then fell vacant. Meanwhile, missile testing began in White Sands,
New Mexico, but only short-range missiles could be tested there. In 1946, the Joint
Chiefs of Staff established a “Committee on the Long Range Proving Ground” to
analyze possible locations for a new missile range to be shared by all military
branches. The committee identified three sites: one on the northern coast of Washington, one at El Centro, California, and the Banana River Naval Air Station. In May
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1947, an errant V-2 rocket went south instead of north over the White Sands range,
flew directly over El Paso, Texas, and crashed into a cemetery in Juarez, Mexico.
Four months later, the Committee on the Long Range Proving Ground announced its
decision to recommend placing the missile proving ground at El Centro, which was
very close to existing missile manufacturers, with Cape Canaveral offered as a second
choice. However, the California site would launch missiles over Baja California, and
with the Juarez cemetery fresh in mind, Mexican President Aleman refused to agree
to allow missiles to fly over Mexican territory. Thus, in 1949, President Truman
designated Cape Canaveral to be the Joint Long Range Proving Ground. The Army’s
Redstone Arsenal began to use Cape Canaveral to test missiles in 1953, and the Navy
began using it in 1955.
Of course, as time passed, the reasons for creating facilities or placing them in
specific locations became obsolete, and the presence of NASA facilities has altered
the areas where they are located. Cleveland’s location away from coasts no longer
renders it safe from attack, which had been an asset in the late 1930s, and northern
Ohio now has relatively high electric rates (McGuire, 1995), but several thousand
Ohio residents depend on Glenn economically. The initially isolated Cape Canaveral
has attracted nearly 10,000 permanent residents and a substantial tourist industry.
The major political contingencies have included general US economic conditions
and the policies of various presidential administrations. Figure 16.1 shows the history
of NASA’s employment and budget, with the budget adjusted for inflation. Peak levels
occurred in 1966 and 1967 during the Apollo program. NASA’s budget and employment
then shrank rapidly, with budget cuts leading employment cuts. Congressional debate
about the size of NASA’s budget began in 1966, three years before the first flight to
the Moon. The decline in NASA’s budget during the late 1960s and early 1970s received
impetus from growing skepticism among voters about the benefits of space exploration,
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as well as from financial demands of the Vietnam War and “Great Society” programs
(Murphy, 1972). NASA’s budget and employment stabilized in the mid-1970s and
remained fairly level until the Challenger disaster. Challenger stimulated substantial
budget increases, with employment increases a couple of years later. However, in
1993, the Clinton administration set out to reduce the federal workforce, and over
the ensuing six years the government as a whole reduced employment by 20 percent
while NASA shed 30 percent of its workforce. By 1998, NASA’s employment had
dropped below 18,000, but its budget continued to decline until 2000.
Its political environment has second-guessed NASA’s decisions about what to do
and how to do it and restricted NASA’s discretion. Perhaps the most visible of these
decisions was the selection of Morton Thiokol to supply solid rocket boosters for the
space shuttle. Facing congressional resistance to the shuttle program during the early
1970s, the Nixon administration cut its budget by 20 percent, and NASA modified
the shuttle’s design to elicit support from the Department of Defense (DOD). Engineers at Marshall Space Flight Center wanted to use liquid-fuel boosters, but NASA
opted for solid-fuel boosters because the US Air Force wanted bigger payloads. To
create an impression of lower costs, NASA decided to recycle the boosters and most
other shuttle components after use (Dunar and Waring, 1999; Hoover and Fowler,
1995). Four companies submitted bids to build these boosters. Aerojet Solid bid
$655 million, Morton Thiokol and United Technologies both bid $710 million, and
Lockheed bid $714 million. The NASA advisory panel recommended giving the
contract to Aerojet Solid, but the NASA Administrator, James Fletcher, awarded the
contract to Morton Thiokol in Brigham City, Utah. Aerojet Solid appealed Fletcher’s
decision, and after many allegations and counter-allegations, Congress asked the
General Accounting Office (GAO) to investigate. GAO said that the award procedure
had not been improper in that NASA’s regulations clearly stated that the Administrator
should make the decision, not the advisory panel. However, GAO said it could find
no reason for selecting Morton Thiokol over Aerojet Solid and recommended that
NASA reconsider the decision. Morton Thiokol’s location was a topic of much discussion. Utah’s senators Jake Garn and Frank Moss had actively supported NASA; James
Fletcher had been President of the University of Utah until 1971 and he had many
links to Utah and its industries. Fletcher himself denied that his business and social
connections had influenced his decision, but his reasons for awarding the contract to
Morton Thiokol were unclear and unconvincing. Further, NASA fueled suspicion
about the decision process by refusing to answer questions about the membership of
the advisory committee that had recommended the selection of Aerojet Solid.

Political pressures give birth to inconsistent and impossible goals
Competing goals or goal conflicts exist within all organizations and within most
projects – one subgoal contradicts another, different stakeholders attempt to claim
shares, multiple goals compete for attention and resources. Likewise, all organizations
struggle to balance short-run goals, which might undercut future options, against longrun goals, which might never become realistic (Starbuck, 2005a). Political environments
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seem to invite multiple goals and to shift attention toward the short run. Members of
Congress earmark projects for funding that may or may not be consistent with agencies’
ongoing missions. Some of these goals, or the priorities among them, change over
brief time horizons, as new Houses of Congress and new presidential administrations
add their agendas on top of previous ones.
NASA’s high-profile goals in space travel and exploration require persistent efforts
over long time horizons, whereas politicians who must face re-election campaigns in
two to four years tend to show little interest in goals that will require two or three
decades to achieve. Thus, NASA’s goals have become increasingly diverse over the
course of its 45-year history. According to the audit report of NASA’s Inspector
General in March 2001, NASA was attempting to achieve no less than 211 “performance targets.” In addition to exploring the universe and developing ways for humans
to travel in space, NASA says it is supporting such diverse subgoals as better
transportation of farm livestock, communication to and employment of people having limited English proficiency, environmental protection, design and construction of
conventional commercial aircraft, dissemination of technological knowledge, medical
diagnosis, military defense, and research by minority universities.
One central goal conflict involves the tradeoffs between technological innovation,
cost, and safety. In principle, NASA is supposed to pioneer new technologies, and
new technologies inevitably entail risk. Indeed, NASA’s technologies tend to be very
complex ones in which many components can fail, so the risks are rather high. The
risk that a shuttle flight will cause death has been around 2 percent (Whoriskey,
2003) even though NASA goes to great lengths to protect life. Fatal accidents
threaten NASA’s long-term goals by eliciting negative publicity and very unfavorable
attention, which lead NASA’s constituents to wonder if the rewards of exploration
are worth the risks. Therefore, NASA must continually seek to minimize such risks
at the expense of cost, innovation, and discovery. Of course, safety conflicts with
cost efficiency (Heimann, 1993; Landau, 1969). Very safe systems are very expensive
because they undergo much testing and they incorporate much redundancy, and very
safe systems require slow technological change in order that the reliability of components can be verified. The shuttle and space station have thousands and thousands
of components, many of which can cause trouble, and so NASA is reluctant to modify
them unless reasons are compelling. One result is that NASA’s space programs
incorporate technology that is many years out of date.
Another goal conflict involves tradeoffs between technological innovation and
international cooperation. When NASA uses innovative new technologies in projects
that involve international cooperation, it is disclosing these technologies to its international partners. Although the diplomatic façade maintains that international partners are trustworthy friends, there are variations among these friends, and some
technologies might have military applications. As well, members of Congress have
sometimes challenged NASA’s support of the space programs of other countries on
the ground that these activities create competitors for American industry (e.g., a
letter from GAO to Senator Phil Gramm on February 6, 1996).
The complexity of NASA’s goals is partly a result of endless political maneuvering
around its goals and its budget. Some of NASA’s activities have very strong political
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support because of their reputation for excellence or because of their regional economic effects. Some of NASA’s tasks are ones the federal government would have to
perform even if NASA no longer existed – research that supports military defense,
the testing of aircraft components, a portion of the scientific research – so an illdefined fraction of NASA’s budget is inescapable. Thus, Presidents and Congress
know that they do not have the option of closing NASA or one of its centers down,
and they turn their attention to how to extract more value from the funds they
cannot withhold. At the same time, most of NASA’s activities are invisible or incomprehensible to voters, so Presidents and Congress have much leeway for negotiation.
They have used this leeway by repeatedly demanding different goals or additional
goals and by cutting NASA’s budget. For example, the idea of a space transportation
system that would make over 50 launches per year was rather inane in view of the
unreliable technology available in 1982, yet it was an effort to render NASA’s activities
more useful for military defense. Similarly, the idea of a space station received
impetus from a desire to create jobs in the politically marginal states of California,
Florida, and Texas just before the 1984 election. The space station was made an international project so as to incorporate European and Japanese efforts into the American
effort and thus keep those countries from developing independent capabilities.
Most organizations experience logical relationships between their task outcomes
and their financial resources. If they achieve significant successes, their resources
increase, and if they produce significant failures, their resources decrease. However,
history indicates that NASA’s funding has not depended upon its accomplishments.
NASA’s budget began to decline sharply two years before its most dramatic accomplishment in space, landing men on the Moon, and these budget cuts continued
afterward. So, successful achievement was followed by punishment. Then NASA
received budget increases immediately after both the Challenger disaster and the
Columbia disaster. So, manifest failures were followed by reward. Similar effects have
occurred more subtly. When NASA has offered realistic projections of its probable
accomplishments, the media have drifted away and the public have yawned. When
NASA has given realistic estimates of project costs, Presidents and Congress have
declared that the costs are too high. However, when NASA has exaggerated the significance of its accomplishments, the media have cheered and the public have smiled
with pride – a case in point being NASA’s promise to launch many shuttles each
year. In addition, when NASA has eliminated safety programs and cut project costs
to unsafe levels, Presidents and Congress have praised the agency for being efficient.
The negative correlation between accomplishments and resources has extended
even to NASA’s main contractors. When they have made mistakes, NASA has given
them more money, and when they have fallen behind schedule and incurred cost
overruns, NASA has awarded them incentive bonuses (Committee on Governmental
Affairs, 2001; Inspector General, 2001; Klerkx, 2004).
Of course, it takes only a few such experiences to demonstrate to NASA that
realism is foolish so NASA’s promises have generally exceeded its results and its
resources. NASA has promised more than it could deliver, and its actual achievements have tended to disappoint by comparison. Likewise, NASA’s contractors have
promised more and delivered less. The television commentators who spoke with
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admiration of a space transportation system that could launch monthly later spoke
sarcastically of a system that fell far behind its announced launch schedule. Such
over-promising and the ensuing disappointments seem to be inevitable in the US
political system.

NASA coordinates an interorganizational network
Among NASA’s diverse goals is maintenance of and support for an interorganizational
network. Aerospace companies have been deeply involved with NASA since the
earliest days of space exploration, and NASA has subsequently been the coordinating
node of an interorganizational network. Major companies such as Lockheed Martin
and Boeing participate in planning what NASA is going to do and how it is going to
do it, and NASA personnel know that these companies are going to receive significant contracts to carry out the work. Its participants take this network’s stability for
granted. Starbuck served on a committee that made recommendations concerning the
design of the space station, and another member of this committee, Harry L. Wolbers,
headed the space activities for McDonnell-Douglas. Starbuck speculated to Wolbers
that he must be nervous about the selection of contractors for the space station
because it would probably make a big difference financially if NASA selected
McDonnell-Douglas to become the primary contractor for the space station. Wolbers
replied, “No, it does not matter who is the primary contractor. We are major subcontractors on every bid.”
In 2004, NASA employed about 19,600 people directly but also around 38,900
people through contracts. That is, in 2004, only a third of the people working on
NASA projects were actually NASA employees. The NASA component is lowest at
Johnson, Kennedy, and Stennis, where contractors account for about 81 percent of
the workforce. These ratios are typical for recent years. By contrast, back in 1965
when NASA’s employment was nearing an all-time high, the ratio of NASA employees to contractors’ employees reached an all-time low; NASA’s own employees
comprised only 8 percent of the people working on NASA projects, and contractors
were employing 92 percent.
NASA’s creation was a reaction to Russia’s Sputnik, and one aspect of this reaction
was concern about potential military threats. Thus, the US has always seen activities
in space as having military implications, and the DOD manages large space programs. The Air Force’s Space Command, which accounts for most of DOD’s spending
for space-related activities, currently has a budget that is about three-fourths of
NASA’s budget.
There are very fuzzy boundaries between NASA’s activities and those of the DOD.
Some of NASA’s most senior leaders are of DOD descent, boundaries between the two
organizations are not always clear, and the mission objectives of DOD occasionally
influence mission objectives within NASA. For instance, according to the 1994 “US
Space Transportation Policy,” DOD is responsible for “expendable launch vehicles”
and NASA for reusable ones. However, before 1994, DOD was working on a reusable
vehicle, and the next space policy statement may shift the boundary again. The 1997
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Annual Defense Report remarked, “Although the National Aeronautics and Space
Administration (NASA) is the lead agency for the development of reusable launch
vehicles (RLVs), DOD will work closely with NASA as it defines requirements and
pursues technologies. The expertise at DOD labs on reusable technology will be a
valuable asset to NASA as it develops the RLV.” The aerospace firms that work for
NASA also work for DOD, and some NASA personnel are military personnel. The
International Space Station is a descendant of the Air Force’s Manned Orbital Laboratory; it was passed to NASA because the Air Force could not get funding for it.
Several NASA facilities are adjacent to military ones. For example, Edwards Air Force
Base shares various operations with NASA’s Dryden Flight Research Center. Because
of these co-located facilities, some DOD contracts include services to NASA as well
as to DOD. DOD and NASA have jointly awarded a contract – currently estimated at
around $9 billion – to TRW Space and Electronics to build the National PolarOrbiting Operational Environmental Satellite System. NASA collaborated with DOD
personnel in the development of requirements for the Orbital Space Plane that was
cancelled after the President’s January 2004 announcement of his long-term goals
for space exploration. According to Sean O’Keefe, the NASA Administrator, “you
really can’t differentiate . . . between that which is purely military in application and
those capabilities which are civil and commercial in nature” (Zabarenko, 2002).
O’Keefe then proposed that the government take another look at the restrictions that
DOD should build only “expendable launch vehicles” and NASA only reusable ones.
NASA began the space shuttle program largely because of the economic benefits it
would provide for the firms in its network. In the late 1960s, President Richard
Nixon did not want to fund another large NASA project but he wanted to support the
aerospace industry, which was depressed (Klerkx, 2004). The industry and the White
House sought to identify on-Earth projects that would exploit the expertise of aerospace companies, and a few such ventures began (e.g., the building of mass-transit
systems). However, no compelling ideas emerged that would be sufficient to rescue
the entire industry. Meanwhile, the DOD had become a strong proponent of the
shuttle, so Nixon eventually authorized the shuttle project.
The number of participants in this network has decreased considerably over the
years. According to Klerkx (2004), 75 companies were focusing on space technologies around 1980, and by 2000 this group had consolidated to just five companies
– Boeing, General Dynamics, Northrop Grumman, Lockheed Martin, and Raytheon.
This consolidation may have slowed innovation by increasing the influence of vested
interests and by giving NASA fewer ideas and options. Indeed, Boeing and Lockheed
Martin have a partnership, the United Space Alliance, that dominates all other
participants in influence and contract amounts. The large aerospace companies have
also been active politically. In the defense sector, the four companies making the
largest political contributions during the 2004 election cycle were Lockheed Martin,
General Dynamics, Northrop Grumman, and Raytheon; and Boeing ranked tenth
(www.opensecrets.org/industries/).
As NASA’s coalition partners have merged and consolidated, they have grown
more powerful vis-à-vis NASA and more interested in operating independently of
NASA. In the early 1990s, Boeing, General Dynamics, Lockheed, Martin Marietta,
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McDonnell Douglas, and Rockwell collaborated to investigate the feasibility of developing communication satellites and space transportation as commercial enterprises by
private industry. In its 1997 version, the “Commercial Space Transportation Study”
argued that space transportation was operating under conditions “considerably
different from nonspace commercial markets.” At present, said the report, “Launch
infrastructure, principal launch assets, and manufacturing facilities are under the
control of various branches of the U.S. government. The market is predominately
determined by governmental budgets. This places a large element of market risk due
to the uncertainties of annual appropriations. Transitioning to a market that is predominately commercial requires the development of new markets and a major cultural
change in the ways of doing business in space.” However, the aerospace companies
were not prepared to assert that they could develop space transportation on their
own. “To attract commercial investment it appears that some level of government
participation will be necessary.” By 2001, the aerospace companies were giving up
on commercial space activities and refocusing on military space activities. According
to Morring (2001), “Civil space is chugging along in Earth orbit for the most part,
without a grand mission of exploration to loosen the public purse strings. That leaves
military activities as the sector where the men who guide space business for Boeing
and Lockheed Martin see their best chance for near-term growth.” Of course, the
successful launch of Spaceship One may have made space tourism a new market
force, one that the major aerospace companies have been ignoring.
One result of NASA’s interorganizational network is debate about what to do
inside NASA itself versus outside via contractors. Contractors have weaker constraints and more flexibility but they are less subject to influence by Presidents or
Congress and they have tended to focus on short-term results at the expense of longterm objectives. The facilities at Langley originated because private industry was not
making adequate investments in research to develop new aircraft technologies, and
the facilities at Ames and Glenn were created because research by private industry
had not created the advanced technology that an impending war would require.
A second result of NASA’s interorganizational network is “distributed learning” as
NASA shares learning opportunities with its contractors. Some architects advocate
the value of “learning by building,” the idea being that designers gain deeper insights
into the pros and cons of their designs through participation in actually constructing
them. Because NASA does little actual construction, its engineers have very restricted
opportunities to learn by building. Such opportunities go to NASA’s contractors.
The division of labor between NASA and its contractors received new visibility in
June 2004 when a Presidential Commission recommended that NASA allocate much
more of its activities to the private sector (Aldrich Commission, 2004). NASA may
make changes in this direction, but the arguments have strong ideological elements
and weak bases in rational assessments of technological needs and capabilities. The
Columbia Accident Investigation Board (CAIB) seemed to say that NASA had lost too
much of its internal capability through cutbacks in the civil service workforce. NASA
currently deems the CAIB report to be prescriptive and the Presidential Commission’s
report to be advisory, but policies may change with a different presidential administration or a different Congress or a new assessment of national needs.
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In summary, NASA has diverse relationships with its contractors, ranging from
arm’s-length customer–supplier relationships in which NASA defines the requirements for delivery to trust-based partnering relationships in which contractors participate in planning. Trust-based partnering relationships are essential where there
is great technological uncertainty. Contractors’ personnel sometimes have expertise
that NASA lacks internally. NASA cannot always specify what designs are the most
feasible or what quality standards are essential at the outset of a project. NASA
cannot lobby Congress for funding commitments nearly as effectively as can its
numerous and widely dispersed contractor partners. Such conditions are especially
relevant for NASA’s pursuit of space exploration. Since NASA cannot determine in
advance all the technologies needed to accomplish space exploration and it certainly
does not have sufficient budget to realize the complete long-term goals, NASA is
collaborating closely with a range of partners to define intermediate steps that make
up strategic and technological roadmaps. Furthermore, since the goals extend over
decades, NASA must build a network of support that incorporates many aerospace
companies. The companies realize that they will be formulating requirements, often
in parallel with companies they view as competitors, yet the collaboration can
generate significant gains in technology and ultimately revenues. Many companies
will see gains, not only from their work with NASA, but also from work with DOD
and commercial customers. They therefore serve as valuable advocates by deploying
their lobbyists to encourage long-term commitments and funding. These partnering
relationships are essential, yet extremely complex, and result in NASA’s devoting
significant energy and attention to coordinating this vast and powerful network.

Symbolic importance but not practical importance
A NASA insider describes NASA as “the nation’s team.” His point is that the American public sees NASA as a symbol of national technological achievement, but this
status also means that the American public thinks their team must not fail. NASA
is a focus of scrutiny, partly because it undertakes adventurous tasks and partly
because it stirs national pride.
Gallup polls have found wide support for NASA. Polls between 1993 and 1999
reported that 43 percent to 76 percent of the people polled judged NASA to be doing
an excellent or good job. In a 2003 poll conducted just one week after the Columbia
accident, only 17 percent of the respondents said that they would like to reduce
NASA’s budget and 25 percent said that they would like to increase NASA’s budget.
However, six months later, in August 2003, respondents said they would rather
spend money on defense or healthcare than on the space program. A general methodological point is that assessments of public support should compare NASA with
alternative uses of funds.
Seeking detail about the bases of public support for NASA, Starbuck passed out a
free-response questionnaire to 179 graduate students between 22 and 35 years of
age. The graduate students knew more about NASA’s activities than the general public.
The questionnaire did not exactly parallel the Gallup polls but graduate students
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seemed to be less supportive of NASA than Gallup’s respondents were. Approximately 30 percent of the students were not US citizens, although they may have been
taxpayers. Somewhat surprisingly, both citizens and non-citizens gave very similar
answers, although citizens and non-citizens frequently offered different rationales for
their responses. To see how people perceive what NASA has been doing recently,
the questionnaire asked the students to focus on its activities during the most recent
decade, not the previous four decades. Table 16.1 shows their responses. This
informal study offers moderate support for the idea that people perceive NASA as
“the nation’s team” in that 31 percent of the respondents said that NASA symbolizes
American technological superiority. There is also general appreciation for NASA’s
contributions to scientific research and technological development, but many more
of the respondents see these contributions as benefiting humanity in general rather
than benefiting the US or themselves personally. Roughly a fifth of the respondents
expressed doubt that NASA has contributed anything to humanity or to the US
during the last 10 years, and roughly half of the respondents expressed doubt that
NASA had done anything that had benefited them personally during the last 10 years.
Overall, many respondents perceived NASA as having importance as a symbol of

Table 16.1 Public perceptions of NASA’s contributions from 1995 to 2004 (% of those
sampled; N = 179)
Contributions to
Scientific research, biological research,
technological development, understanding of
space, astronomy, man’s place in the universe
None, nothing, “I don’t know of any”
Respect for American scientific and technological
capability, national pride
Demonstrated management errors, raised doubts
Pride in human achievement, hope for the future
Entertainment through exhibits, credibility of
science fiction, imagination
Wasted money
Interesting pictures, pretty pictures
US Defense, US control of space
Better international relations, international
collaboration
Satellites for television transmission,
surveillance, and GPS
Science education, thirst for knowledge
Space ice cream, Tang, Velcro, useful products
Higher status for women and minorities
Earnings as a contractor
Useless discoveries

Humanity

US

Me personally

63

25

15

18
1

21
31

47
1

2
4
1

6
1
0

4
5
9

1
1
0
4

5
1
5
2

3
6
1
0

1

1

3

0
1
1
0
1

1
0
0
0
0

3
3
0
2
0
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American technological achievement, of scientific research, and of human aspirations
to travel in space, but few respondents could point to immediate consequences of
NASA’s activities for themselves. It would appear that NASA has not been convincing these educated people of its value to them.
Starting in 1999, the Mercatus Center at George Mason University has been
making annual evaluations of how well the 24 federal agencies report to the public
(e.g., McTigue et al., 2004). NASA’s reporting ranked 14th out of 24 in 1999, 23rd
in 2000, 17th in 2001, 12th in 2002, and 20th in 2003. NASA has never been above
average, and 70 percent of the federal agencies have done better reporting over these
five years.

OPPORTUNITIES FOR IMPROVEMENT
NASA clearly faces issues that are broader in scope than the organization itself. Even
so, this chapter considers four clusters of areas in which NASA can bolster its future:
NASA’s influence upon its environments, its structure, processes guiding its development, and its culture. Although separating issues into distinct subsets helps to keep
the discussion simple, it understates the complexity of relationships and the flexibility
of options. Organizational structures have very malleable properties. Many structures
can produce similar results depending on the people who manage them and the
cultures in which they operate. People can bridge organizational gaps or they can
turn them into crevasses; they can treat rules as general guidelines or wear them like
straitjackets. A person who manages very effectively in one culture may flounder
badly in another. A leader who appears visionary and charismatic when backed by
a President and Congress may seem inept and blundering without such support.
That said, a primary determinant of NASA’s ability to address organization-design
issues effectively is its leadership.
Over the last 45 years, NASA has experienced a series of leaders and leadership
philosophies at varying levels, i.e. Administrators responsible for the entire agency,
Associate Administrators serving under the Administrators but responsible for large
segments of the budget, Center Directors responsible for large segments of the agency’s
infrastructure and people. Some of these leaders influenced their domains more strongly
than others. NASA has experienced turnover at its headquarters and among the
senior leaders at its field centers, especially after failures, after changes of President,
and after changes of NASA Administrators. Leadership choices are significant and
many of NASA’s personnel attribute some of the agency’s acknowledged deficiencies
to programs and values espoused by former Administrators or other senior leaders, as
each espoused certain philosophies and initiated programs to implement those philosophies. An obvious uncertainty, then, is how long those organizational initiatives
persist as leaders change. This is true for NASA’s current leaders, who have espoused
various initiatives during their tenure. Although the initiatives occurring during 2004
have had stimulus and support from NASA’s current leaders, the next generation of
leaders is likely to halt the current initiatives, replace them, or launch others with
different goals.
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NASA’s influence upon its environments
NASA can and should do a better job of convincing the American people that it is
delivering useful results . . . here and now. Why do NASA’s activities warrant spending billions of dollars and risking human lives?
Of course, the President and Congress have direct control of NASA’s budget, so
NASA has devoted effort to persuading them of its value. However, the President and
Congress have other priorities that are contending for resources and they have rather
short time horizons. History demonstrates that support by the President and Congress
has been fickle, and that such support has sometimes induced NASA to take on projects
of questionable technological merit and to lower its quality standards. When disasters
ensued, it was NASA that took the blame rather than the President and Congress.
Because NASA’s technological horizons extend several decades, it needs to pursue
long-term goals with stable programs, which implies that it needs support from
voters and taxpayers who are convinced that its activities are highly valuable to
them and their families within the imminent future. Many voters and taxpayers say
they believe NASA is contributing to humanity by raising human aspirations, exploring the universe, and developing space travel. However, idealism and altruism
have limits, so NASA needs voters and taxpayers to perceive more direct benefits to
them as well. Visits to NASA facilities and space ice cream are soft foundations for
$16 billion budgets. NASA’s ability to pursue long-term goals is threatened by the
existence of large numbers of voters and taxpayers who say that NASA contributes
nothing to them, to the US, or to humanity. NASA should not be relying on the
public to figure out the significance of its space exploration and technological
development; it should be making such translations and communicating them.
It seems relevant that, despite the multiple initiatives to improve NASA that have
been occurring both within the agency and in its political environment since the
Columbia disaster, there has been no discussion of the need to improve its image
with the American public. Awareness of the desirability of public support, in itself,
could be one of NASA’s greatest needs.

NASA’s structure
NASA should maintain its focus on technical excellence as it pursues grand goals of
exploration and technological development. To foster technical excellence, NASA
should make its organizational structure less mechanistic, more adaptable to changing environments, and less risk-averse. NASA should become a better model of a
learning organization that operates in a near-boundaryless fashion and that places
greater value on innovation than on protecting the status quo.
One external driver toward change is the June 2004 report of the President’s
Commission on Implementation of United States Space Exploration Policy, which
recommended that NASA’s centers should explore the possibility of becoming Federally
Funded Research and Development Centers (Aldrich Commission, 2004). FFRDCs are
not-for-profit organizations that operate under contracts with government agencies,
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and since they are not formally units of the government, they are free from some
restrictions, including civil service employment regulations. GAO has reported that
NASA is finding it difficult to recruit and retain staff, and more flexible pay scales
might ease such problems (GAO, 2003). The Jet Propulsion Laboratory is already an
FFRDC. If other NASA centers become FFRDCs, they would each have contracts with
a government agency, presumably NASA’s headquarters.
A central issue may be what combinations of facilities would have FFRDC status.
If each of the current facilities were to be set up separately, their current autonomy
would become more difficult to break down and their current isolation from each
other might increase. However, during 2004, NASA’s internal assessments were that
seven “enterprises” were too many and so NASA reorganized budgets and administration into four “mission directorates” – aeronautics research, exploration systems,
science, and space operations – only three of which manage facilities. Aeronautics
research includes Dryden Flight Research Center, Glenn Research Center, and Langley
Research Center. Science includes Ames Research Center, Goddard Space Flight Center,
and JPL. Space operations include Johnson Space Center, Kennedy Space Center,
Marshall Space Flight Center, and Stennis Space Center. Therefore, NASA might have
just three FFRDCs, in which case there would be an opportunity to increase integration and cooperation across the linked facilities. The tradeoffs are between synergy
and survivability. Whereas autonomous centers have tended to compete with each other
and to withhold information from each other, they have also developed independent
political support and resilience, and they have nourished innovation.
Consolidation of seven enterprises into four mission directorates is an indirect result
of the President’s January 2004 announcement of his long-term goals for space
exploration. In response, NASA formed the Roles, Responsibilities, and Structure
Team (also known as the Clarity Team) to address conflicts in management responsibilities, ambiguities in reporting lines, and control issues. The Clarity Team attempted a
“clean sheet” approach to organizing NASA headquarters, and as one result NASA
created the mission directorates. Recommendations of the Clarity Team also led to
reducing the number of functional offices from 14 to seven; creating a Strategic
Planning Council, chaired by the Administrator, focusing on long-term plans; and
creating a NASA Operations Council, chaired by the Deputy Administrator, focusing
on tactical implementation issues. It is too soon to assess the effects of these changes.
Another external driver for change has been the CAIB report. NASA formed the
so-called Diaz Team to look at issues stemming from the CAIB report that were
applicable to broad spectra of activities (Diaz Team, 2004), and this team made
numerous recommendations. As well, CAIB called for creation of an independent
technical authority (CAIB, 2003) to raise the importance of safety. NASA had already
created the NASA Engineering and Safety Center (NESC) in response to the Columbia
disaster. However, NESC does not have as much independence as CAIB urged, so NASA
is creating another administrative subsystem to fulfill this need, with the result that
NESC appears to add redundant complexity. NESC has achieved some successes that
may warrant its preservation, but NASA needs to clarify the distinctive responsibilities
of NESC, the office of the Chief Safety and Mission Assurance Officer, the engineering organizations, and the independent technical authority advocated by CAIB.
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Internal drivers for change come from recognition of problems by NASA personnel. NASA personnel are very aware that issues have appeared repeatedly over the
last three decades about the balance of power among engineers, managers, and
scientists. The organizational hierarchy gives dominance to managers, whereas the
people with the most direct information are engineers or scientists. One result has
been that each time there has been a serious accident, retrospective analyses have
inferred that engineers were trying to communicate concerns while managers were
ignoring or overruling these concerns. Johnson (2004) argued that NASA’s communication problems are rooted in the complexity of space systems and engineers’
lack of training in communication skills. However, he cited no evidence that NASA’s
engineers do in fact lack communication skills, and NASA’s managers might have
ignored messages from highly skilled communicators.
Differences between occupational groups are not distinctive to NASA, as conflicts
between the values of engineers and managers occur in many organizations, and so
do conflicts between the values of scientists and managers (Schriesheim et al., 1977).
Schools teach engineers that they should place very high priority on quality and
safety. Engineers who are not sure whether a bridge is safe enough should make the
bridge safer; engineers who suspect that a component might fail should replace it or
change its function. Other schools teach scientists that knowledge is invaluable, or
at least that the future value of knowledge is impossible to predict. Scientists are
always coming up with new questions and new experiments to try. Still other schools
teach managers that they should place very high priority on efficiency and economy.
Managers are supposed to pursue cost reduction and capacity utilization, and they
are constantly looking for opportunities to shave budgets or to squeeze out more
output. Thus, the differing values of engineers, managers, and scientists make conflicts
endemic. These conflicts are useful in that all three groups are pursuing valuable
goals that are somewhat inconsistent, and the only way to resolve the inconsistencies
is to argue the merits of concrete alternatives in specific instances.
However, the arguments do tend to stale and to breed cynicism. Hans Mark once
recalled: “When I was working as Deputy Administrator, I don’t think there was a
single launch where there was some group of subsystem engineers that didn’t get up
and say ‘Don’t fly’. You always have arguments” (Bell and Esch, 1987: 48). Each
group, anticipating how the others are likely to react, tends to exaggerate its own
position and to discount the positions of others. In the aftermath of the Columbia
disaster, a sore point within NASA was the perception that managers had demanded
that engineers adhere to bureaucratic procedures that stifled information flow upward while the managers themselves violated procedures (CAIB, 2003; Diaz Team,
2004). Both Linda Ham, head of the Columbia Mission Management Team, and Sean
O’Keefe, the NASA Administrator, said they did not know that engineers were worried
about the condition of Columbia. According to the survey conducted by BST (2004),
nonmanagerial personnel have low opinions of “management credibility” in areas
and the agency received low scores for upward communication efforts and for
managers’ perceived support of employees.
As a result of the Columbia disaster, NASA is currently trying to mediate the
relations between engineers, managers, and scientists through ombudsmen. It was
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the Diaz Team that recommended the creation of ombudsmen at each center and at
headquarters so that both civil service and contractor employees could raise issues
when communications were not producing actions to correct deficiencies (Diaz Team,
2004). Ombudsmen meet regularly to compare, discuss, and resolve issues. Thus far,
the number of issues raised has been modest and most have not related to safety.
Some early examples, however, indicate that the program may prove successful. For
example, a safety issue at Kennedy Space Center involved the addition of an antenna
to a 300-foot radio tower without the associated structural strengthening to handle
new wind loads from such an addition. Strengthening had been planned but was not
being done, an employee grew increasingly concerned, and management seemed nonresponsive to the employee’s messages. Once the employee raised the issue with the
ombudsmen, the center director ordered strengthening to be completed immediately.
Other recurrent issues raise questions about NASA’s tendency to be mechanistic. A
mechanistic organization is well suited to running routine operations that utilize
reliable technologies but poorly suited to developing innovative new technologies
(Burns and Stalker, 1961). Mechanistic tendencies lower the effectiveness of an agency
that conducts aeronautical or scientific research, explores new worlds, or sends experimental systems into space. Some evidence suggests that NASA has tended to behave
like a traditional, rule-bound government bureaucracy. For example, the investigations
of both the Challenger and Columbia disasters pointed out that managers had relied
on rules and rituals where these made no sense. Speaking of the Columbia disaster,
the Diaz Team (2004) remarked, “Management was not able to recognize that in
unprecedented conditions, when lives are on the line, flexibility and democratic process
should take priority over bureaucratic response.” At least in the cases of Challenger
and Columbia, the use of rules linked to specialization and a compartmentalization of
responsibilities continued even after people raised questions or pointed out problems.
In these cases, senior managers discounted questions or statements on the ground
that it was not the responsibility of these people to be asking such questions or
noticing such problems. Furthermore, many NASA employees speak as those in a
bureaucratic agency. BST (2004) reported, “People do not feel respected or appreciated by the organization. As a result, the strong commitment people feel to their
technical work does not transfer to a strong commitment to the organization.”
To lead technologically, NASA should alleviate its mechanistic tendencies by
undertaking programs to create the culture of a “learning organization” or the
practices of a “boundaryless organization.” Senge (1990) defined a learning organization as a group of people continually enhancing their capabilities to achieve
shared goals. “People talk about being part of something larger than themselves,
of being connected, of being generative.” He argued that people in a learning organization have a shared vision of their organization’s future, they think in terms of
system-wide effects, and they learn together as teams. Ashkenas et al. (2002) examined internal, external, and geographic boundaries that divide organizations. Of
course, every organization has some boundaries, and some boundaries are quite useful,
so the term “boundaryless” is an exaggeration. However, Ashkenas et al. argued that
organizations can benefit by reducing boundaries, and they proposed ways to assess
boundaries and steps to diminish or eliminate some of them.
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The “One NASA” initiative, which started prior to the Columbia disaster, has
focused on breaking down organizational boundaries within NASA by promoting more
effective information-sharing and collaboration within the agency. Some aspects
of the One NASA initiative are consistent with making NASA less mechanistic
(One NASA Team, 2003; www.onenasa.nasa.gov). The team’s approach has been
bottom-up by giving every employee (both civil service and contractor) an opportunity to present their ideas for making NASA more collaborative. The team received
approximately 14,000 suggestions, reviewed and categorized them, and generated
38 broad action steps, which NASA’s current leadership has embraced. By the end of
2004, nine of these action steps had been completed and 23 were in progress.
According to a status report on October 21, 2004, the initiative has highlighted the
importance of the agency’s varied capabilities to its future success, improved interaction and commitment to collaboration among senior managers, expanded awareness
of resources and capabilities, and improved communications. Leader-led workshops
have broadened employees’ knowledge of the agency’s long-term goals and future
direction, and transformation dialogs have increased communication between senior
leaders and the broader workforce.
In addition to the “One NASA” project, current programs to influence NASA’s
culture and to improve the communication skills of some senior personnel are also
consistent with making NASA less mechanistic. However, short-term programs will
inevitably have short-term effects. If NASA is to become an atypical government
agency, it will have to institutionalize programs and practices that provide widespread training in communication and social skills and rewards for behaviors that
promote learning and crossing boundaries. The Diaz Team (2004) has given reason to
wonder whether NASA can actually become a learning organization. After acknowledging that the CAIB had said NASA “has not demonstrated the characteristics of
a learning organization,” the Diaz Team proceeded to assert that NASA should create
a knowledge-management system, should provide training in emergency response,
and should develop and obey more rules. These proposals did not speak to the central
elements of a learning organization, which involve cultural properties such as
sharing, cooperation across boundaries, and a restless drive for improvement that
overturns or modifies rules. Furthermore, the Aldrich Commission’s report seems
to visualize a NASA that is even more mechanistic, more bureaucratic, and less
directly involved with research or technological innovation. The report states that
“NASA’s role must be limited to only those areas where there is irrefutable demonstration that only government can perform the proposed activity,” and NASA should
have “a structure that affixes clear authority and responsibility.” A learning organization, an organization engaged in innovation, needs flexible authority and shared
responsibilities.

Processes that guide NASA’s adaptation
NASA could benefit from clean-sheet reviews of its policies, procedures, and operating practices. Proposals for change should always become opportunities to simplify,
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to cut down on red tape, and to integrate related functions, rather than simply
matters of adding more rules, structure, and bureaucracy.
Over the years, NASA has tended to respond to changed priorities, new administrations, and disasters by making structural changes – new units, new procedures, or
reorganization. These changes, however, have mainly been ephemeral and superficial
while yielding some unintended results. NASA has tended to add new policies or
procedures to existing ones instead of replacing the existing ones. This approach has
the advantage that it does not arouse as much opposition from the proponents of
existing policies or procedures as would substitution; those responsible for current
policies or procedures see less threat from the new ones. However, the disadvantage
of this approach is that NASA has built up layer after layer of policies and procedures that are partially inconsistent, and has created new organizational units that
have unclear relations to the rest of NASA. One result has been that the new units
and procedures have had weak impacts, and another result has been that NASA’s
structure has become more and more complex over time, thus obscuring organizational interconnections and relationships from its own employees (CAIB, 2003; Diaz,
2004). Furthermore, changes in NASA’s administration have limited the periods
during which proponents of change have been able to exert influence, and so
NASA’s basic structure of autonomous centers has outlasted the people who would
change it.
Consider the evolution of NASA’s safety-reporting structure and the varied systems
that have roles in maintaining the value of safety. In 1967 after the tragic Apollo 1
fire, Congress chartered the Aerospace Safety Advisory Panel to act as an independent body advising NASA on the safety of operations, facilities, and personnel. This
panel reports to the NASA Administrator and to Congress; NASA’s Chief Safety and
Mission Assurance Officer provides its staff and support; and it publishes yearly
reports on safety within NASA. In 1987, after the Challenger disaster, the NASA
Administrator established the NASA Safety Reporting System to be used after normal
reporting chains had been exhausted. It promises a prompt response should an
employee choose to report a safety issue through it. As noted above, in July 2003,
after the Columbia disaster, NASA announced the formation of the independent
Engineering and Safety Center (NESC) to provide a central location for coordinating
and conducting engineering and safety assessments across the entire agency. The
announcement stated, “The new NASA Engineering and Safety Center will have the
capacity and authority to have direct operational influence on any agency mission.”
NASA’s Chief Safety and Mission Assurance Officer has policy responsibility for
NESC, but its personnel report to the Center Director at Langley. The Columbia
disaster also induced the agency to create ombudsmen at NASA headquarters and at
all 10 field centers as additional channels employees can use if they feel those above
them are not listening. In addition to the entities above, NASA’s safety and hazard
reporting hierarchy provides alternatives through the NASA grievance procedures,
through the NASA Alternative Dispute Resolution program, through procedures specified in agreements with labor organizations, and through NASA’s Office of Inspector
General. Yet another safety-related authority is being created in response to the CAIB
report: currently labeled the Independent Technical Authority, it is supposed to
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separate the holders of technical requirements from the project organizations charged
with implementing those requirements. Thus, each disaster has added at least one
new safety-reporting channel, with the unintended consequence of adding complexity
and confusion about appropriate handling of safety issues. NASA’s overall objective
of emphasizing safety is being obscured.
The shifting priorities and mandates of NASA’s political environment as well as
the different interests within NASA itself have added complexity to NASA’s organization. Changing political mandates and Administrators with new agendas have
added noise to lessons that NASA might have learned from either its successes or its
failures. Furthermore, because of NASA’s dependence on government funding and its
status as a government agency, significant change inside NASA depends on support
from Congress and the Executive Branch, including DOD. Adding complexity to these
conflicting agendas, the aerospace companies also influence the goals NASA is
charged with implementing as they lobby their Congressional delegations by pointing out the virtues of particular programs, projects, or technological methods. On one
hand, NASA must bend to the demands of its political environment if it wants to
retain support; on the other hand, the short tenure of most politicians mean that the
President and most members of Congress have short memories. It is quite difficult to
sustain something that is forever changing.
Hans Mark (1987: 174–5) has said: “There has been criticism of NASA because
many people believe that no long-range goal has been formulated that guides the US
space program. The truth is that NASA has had a long-range goal, but it is one that
has not had the unanimous support of NASA’s friends and constituents and has long
been the target of NASA’s critics.” For NASA to operate more efficiently and effectively in the future, its leaders would have to find ways to insulate the agency from
influence by those who would promote other goals. However, Mark’s formulation
oversimplifies NASA’s goal structure and it suggests that NASA’s leaders may have
been focusing on fairly short-term goals during the period in question. According to
Mark, “The long-range goal that has been pursued consistently and with success
[from 1970 through 1987] is the development of the space shuttle and the space
station to achieve the permanent presence of human beings in space.” Although
these are clearly two of NASA’s goals, NASA also encompasses units that seek to
conduct scientific research about the solar system and outer space, units that seek
to improve the quality and safety of commercial air travel, and units that seek to
develop new technologies. Indeed, it has not been clear to everyone that the space
shuttle and the space station constituted the best ways “to achieve the permanent
presence of human beings in space” (Klerkx, 2004).
As NASA currently states its long-term goals, it is seeking: (1) to improve life
here (on Earth); (2) to extend life there (outside Earth); and (3) to find life beyond.
The sequencing of these goals seems to give high priority to improving life on Earth.
However, when Starbuck asked the 179 graduate students what they perceived to be
NASA’s goals, they gave the responses in table 16.2. According to the graduate
students, NASA has been acting as if “to improve life here (on Earth)” has low
priority, and NASA has been pursuing other goals in addition to the three it formally
identifies.
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Table 16.2

Public perceptions of NASA’s long-term goals (% of those sampled; N = 179)

To learn about the solar system and space
To enable space travel
None, nothing, “I don’t know”, “unsure”
To demonstrate US superiority
To increase NASA’s budget, to spend
To innovate technologically
To produce benefits for life on earth
To support US defense
To foster science education
To avoid disaster
To repair NASA’s damaged image
To maintain NASA’s “can-do” image
To monopolize space exploration

37
21
16
6
5
4
3
2
1
1
1
1
1

To maintain the degree of alertness needed for safe flights, NASA needs to set
sharply defined short-term goals as well as very long-term ones. Masses of research
have demonstrated that these short-term goals ought to be difficult but clearly
attainable (Locke and Latham, 1990), and, to sustain their alertness, people must see
definite times when they will be able to relax and decrease their alertness. Vague
long-term goals such as “to improve life here” and “to extend life there” have no
endpoint, so it is important that NASA also define achievable short-term goals. It is
doubtful that the endpoints following each shuttle flight actually enable workers to
rearm themselves for the next flight, as over time the cycles of activity come to look
more and more routine. In this respect, the very assertion that the space shuttle was
“operational” and would operate on a regular schedule was, in itself, a contributor to
disaster. It implied that the shuttle could be managed like a train or bus service,
whereas the level of alertness needed to operate shuttles reliably is many times that
need to operate a bus system reliably.
The processes involved in creating an organization can be more important than
the actual properties created. What works, and how well it works, depends on what
preceded it. One reason is that participation enhances understanding and acceptance.
People who understand the reasons for policies or procedures are better able to apply
them intelligently rather than mechanically. A second reason is that proposals
receive better acceptance if they come from people whom listeners perceive as knowing what they are talking about and as having the organization’s best interests at
heart. A third reason is that proposals, and their proponents, meet a cold reception
if they conflict with powerful interests. As one NASA person put it, “you can get
dismissed from the room for disagreeing with the wrong person.” A fourth reason is
that it is very difficult to terminate activities that already possess resources, staff,
liaisons, and legitimacy.
Dramatic disasters have significantly altered NASA’s developmental path.
Many organizations do not learn from their failures. Husted and Michailova (2002)
observed that members of organizations avoid discussing failures because people
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participating in failed ventures fear being blamed and because some managerial
hierarchies react to failures by seeking persons to blame and then punishing
the culprits. In a study of several failures by units of a large corporation, Baumard
and Starbuck (2005) found that managers generally explained away large failures
as having idiosyncratic and largely exogenous causes. The larger the failure, the
more idiosyncratic or exogenous causes they saw. As well, managers saw no relation
between new large failures and previous ones, even when the same people had
managed more than one failed venture. Obviously, such avoidance and denial
behaviors did not happen following the Challenger and Columbia disasters, perhaps
because Presidential Commissions and press coverage did not allow normal organizational processes to occur. Indeed, the initial reaction of NASA’s management to
the Challenger disaster was to assert that previously planned activities would go
ahead as planned.
Many significant changes – in personnel and procedures and hardware – took
place following the Challenger disaster, and many changes have been occurring since
the Columbia disaster. These changes, however, probably interrupted the learning
from experience that would normally have occurred, in that new personnel replaced
experienced ones and new procedures were laid on top of existing ones. There is no
way to know whether these interruptions were beneficial or harmful. Since learning
from experience is an uncertain process, the effects of interrupting it are also uncertain. What does seem to be the case, however, is that the lessons drawn from
Challenger and Columbia were and are being applied quite pervasively across NASA.
By contrast, it appears that NASA has not had procedures for identifying successful
practices and disseminating these across its units (Diaz Team, 2004; GAO, 2002).

Communication, culture, and performance measurement
For the agency to achieve its objectives and maintain its relevance, NASA must build
support from its senior leaders through its middle managers for the idea that cultural
change is not only desirable but imperative.
According to surveys by the US Office of Personnel Management during 2002, its
employees rated NASA the best agency in which to work in the federal government
(Partnership, 2003). Indeed, NASA ranked above all other agencies in nine of the 10
rating categories, and Marshall, Johnson, Goddard, and Kennedy ranked as the four
best subagencies in which to work, with Langley ranking as the ninth best subagency.
However, there are many reasons to question comparisons among the perceptions of
employees who have different values and who face very different work situations
(Starbuck, 2005b). The employees who rated NASA had little or no experience in,
say, the Department of State, the employees who rated the Department of State had
little or no experience in NASA, and the State employees might not appreciate some
of the features that please NASA’s employees greatly.
Employees’ satisfaction is only one aspect of organizational effectiveness, and it
can be an unimportant aspect. There are signs that NASA’s culture has biases that
interfere with the agency’s effectiveness.
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One theme seems to be a tendency to overemphasize technological concerns and to
underemphasize social concerns. BST (2004) said: “Excellence is a treasured value when
it comes to technical work, but is not seen by many NASA personnel as an imperative
for other aspects of the organization’s functioning” such as management, administration, or communication. Some NASA personnel reacted sarcastically to BST’s culturechange program, and Johnson (2004) asserted that NASA’s engineers have been “blind”
to “social factors.” One NASA manager remarked, “We mistake tools for solutions.”
A second theme has been communication problems. Two of the most important
properties of a healthy organizational culture are the ability to communicate openly
and the ability to surface and manage disagreements. Obviously, these properties
have not always been present in NASA. BST (2004) observed, “There appear to be
pockets where the management chain (possibly unintentionally) sent signals that
the raising of issues is not welcome.” After reviewing communications during the
Columbia disaster, Bosk surmised, “Engineers were forced to pass an answer, not
confusion and uncertainty, up to the next level” (Sawyer and Smith, 2003). Bosk
remarked of NASA’s “can-do” culture, “That’s really chilling – the notion that failure,
gentlemen, is not an option.” However, the published analyses of both Challenger
and Columbia indicate that engineers were trying to report their concerns upward but
those above them were not listening. This type of behavior is normal in hierarchical
organizations, although its normality does not moderate its harmful effects. Studies
of organizational communication have found that people talk upward and listen
upward; superiors generally pay less attention to messages from their subordinates
than the subordinates think the messages deserve, and subordinates communicate to
their superiors more often than the superiors perceive (Porter and Roberts, 1976).
Before NASA can make effective strides toward a healthier culture, it must build
support among its middle managers for the idea that cultural change is desirable. The
effects of short-term programs decay rapidly, and new priorities could displace
culture-building programs.
The key components of culture-building are training, personnel selection, rewards,
and performance measurement. NASA has begun some training in communication
skills, but this training seems to be focused solely on senior leaders. Training should
extend throughout NASA, both in communication skills and in the value of nontechnological activities, and personnel turnover implies that such training needs to
be institutionalized. However, research generally supports the idea that personnel
selection has stronger effects than training. That is, NASA could likely obtain more
improvement by screening potential hirees for their communication skills and for
their appreciation for non-technological activities. It is also the case that to get
effective communication, rewards must encourage effective communication. But NASA
does not reward speaking up or, perhaps more importantly, listening down; and there
have been instances when speaking up brought punishment. Of course, civil service
rules may limit what NASA can do with monetary rewards, but non-monetary
rewards can be quite effective. Furthermore, performance measurements are reinforcers.
People tend to do what their organizations measure. If NASA would develop and
publicize explicit measures of key cultural dimensions, personnel would make efforts
to score well.
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CONCLUSION

Will NASA succeed in its endeavor to remain relevant, to correct organizational
deficiencies, to again set foot on the Moon, and ultimately to explore the outer
reaches of the cosmos? Four priorities can raise its odds of success:
1 NASA has focused more on where it is going than what it will take to get there.
For too long, NASA has marginalized the importance of the American taxpayer.
Taxpayer support will be critical to NASA’s future efforts and NASA should begin
now to explain better how the billions of dollars given NASA each year ultimately benefit ordinary Americans.
2 NASA has leaned toward mechanistic procedures. It should become more adaptable to changing environments and less risk-averse, a learning organization
without sharp internal boundaries that places greater value on innovation than
on protecting the status quo.
3 NASA has responded to problems by adding layers rather than by clarifying. It
could benefit from more frequent clean-sheet reviews of its policies, procedures,
and operating practices. Each proposal for change should become an opportunity
to simplify, to cut down on red tape, and to integrate related functions.
4 NASA has tended to overemphasize the technical and to underemphasize the
social. It must build support from its senior ranks through its middle managers
for the idea that cultural change is imperative.
To attempt to manage NASA must be extremely frustrating. The agency has many
highly skilled personnel who believe in their jobs, plentiful resources, and high
aspirations, so great achievements should be possible. However, its political environment also makes irreconcilable demands that change unceasingly and the agency’s
aspirations are literally out of this world, so disappointments, dissatisfied constituents, and failures are inevitable.
The issue that is potentially most problematic is the conflict between NASA’s
personnel and facilities, which have capabilities to design and test aeronautical and
space systems, and the demand that NASA turn over nearly all of its projects to
contractors in private industry. This demand, which seems to have originated as a
self-serving proposal by the aerospace industry during the early 1990s, was repeated
most recently by the President’s Commission on Implementation of United States
Space Exploration Policy (Aldrich Commission, 2004). Were this proposal to be
implemented in a serious way, NASA would shut down many of its facilities and
dismiss many of its scientific and engineering personnel, who might then be hired
by NASA’s contractors. However, GAO has criticized NASA’s poor performance as
a contract Administrator (GAO, 2003), private industry already does 80 percent of the
work in the domain of space systems, and the same commission that proposed
turning more of NASA’s work over to private industry also proposed converting
NASA’s centers into FFRDCs, so it is very unclear what may develop. Because the
political advocates for privatization face limited tenure in office and have more
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burning items on their agendas, and because NASA’s centers are well entrenched, the
odds are against further privatization.
Because NASA’s leaders are almost certain to fail or disappoint, to criticize them is
unreasonable. However, NASA has generally paid too much attention to outer space
and not enough attention to Earth. NASA’s managers have focused on relations with
the President and Congress, which are the nearest and most active of their constituents
and the constituents with the most direct influence on NASA’s budgets, and they
have neglected to build support among the public. Although people respect NASA’s
ambitions, and some find them inspiring, many people feel poorly informed about
NASA’s value to humanity or to the US, and very few can point to concrete benefits
that they have received personally from NASA’s activities. Thus, NASA is entrusting
its future to altruism and scientific curiosity, which are idealistic but insubstantial. A
wide base of public support would help NASA to maintain more stable goals and
programs with longer time horizons. To accomplish remarkable feats, NASA must
operate with very long time horizons, and to pursue long-term goals with consistency, it must insulate itself from short-term political expediency. NASA could do this
better if it had stronger support from a public that saw the value of its work.
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17

OBSERVATIONS ON THE
COLUMBIA ACCIDENT
Henry McDonald

First of all the physical cause of the accident to the Columbia was very clearly
established by the Columbia Accident Investigation Board (CAIB) and is very well
documented in its report (CAIB, 2003: vol. 1). The present volume presents a series
of articles examining the contributing organizational traits exhibited by the staff
of the agency prior to and during the time of the actual flight of the orbiter. These
organizational behavioral matters are the subject of extensive commentary in the
CAIB report itself. The organizational theorists writing in this volume give analysis,
further explanation, and support, and in some cases present alternative hypotheses to
much of what is written in the CAIB report. In a number of instances mitigation
strategies are suggested which could be of value for the type of organizational problems
discussed by the CAIB. It is left to the reader to take from all this an understanding
that all is not settled in these social interactions which take place in complex organizations and that in some instances plausible alternative explanations or behavioral
patterns exist and may be at play.
It is hoped that engineers and scientists as well as organizational theorists will
read the articles contained in this volume. There is much for them to learn from the
study of accidents in complex systems, particularly those where high technologies
are involved and engineers and scientists are called upon to manage and make sense
of ambiguous threats to life and property. Woods (chapter 15 in this volume) gives
an elegant rationale for this type of study in his concluding remarks. Scientists and
engineers by training and long experience place their faith in the rigorous application of the scientific method, consisting of hypothesis, test, theory, revise and test,
etc. As such they have a healthy skepticism of the social sciences such as organizational
theory where experimental validation of hypotheses is often difficult, and in the case
in point few really well-documented accidents in complex organizations are available to provide data (see, however, Snook and Connor, chapter 10 this volume). This
places great importance upon those few cases, such as the Challenger accident and
the Columbia accident, the latter the object of scrutiny here, which have been very
well documented. This lack of “data” should not dissuade the scientific community
from careful study of the observations made, as there are important organizational

Observations on the Columbia Accident 337
trends observed and remedial strategies proposed which may generalize and could
be of great value to its members at all levels in the high-tech world in which they
must operate.
Given the importance of the limited “data sets” it is important that all the facts are
made available for study. The CAIB was commendably thorough in its reporting
of the events surrounding the accident. However, from this author’s vantage point
within NASA during the time immediately prior to the accident and his resulting
exposure to the shuttle program, some additional facts are introduced, together with
some personal observations which could lead to a differing view of some of the
organizational defects noted by the CAIB.
The author, by virtue of having performed a review of the space shuttle in 2000
and having left the agency prior to the Columbia accident, has largely confined his
observations to the time period preceding the accident. This time period is more fully
discussed in context with other events as a “safety drift” (see chapter 4 this volume).
The behavior of complex organizations responding to time-critical issues such as
occurred during the actual flight of Columbia STS-107 is considered by a number
of authors here, together with techniques for mitigation of inaction (chapters 10
and 12). Starbuck and Stephenson (chapter 16) give a review of how NASA might
proceed in the future to develop a learning organization culture. They include a very
realistic account of the constraints on past actions by NASA as guide as to how they
the might influence future events.

THE BACKGROUND
The present author served two distinct terms as what is termed an “IPA” in NASA as
a senior executive. Under the terms of the Interagency Personnel Act of 1970, staff
of state or certain nonprofit institutions can be loaned to the federal government for
a period of time and serve in senior positions subject to all the usual civil service
constraints and obligations. As a faculty member in the Department of Mechanical
Engineering, first at Pennsylvania State University and then at Mississippi State
University under the terms of this legislation, I served as the Center Director of one
of the 10 NASA field centers, NASA Ames Research Center. In this position I was a
member of the NASA Senior Management Committee and attended most of the
agency’s senior management meetings. As an IPA and research scientist/engineer
with the ability to return to my home institution, I always felt free to express a
minority opinion, and coming from the outside had no particular attachment to “the
way we do things round here.”
As a result of being part of the research side of NASA, Code R, I was “unconflicted”
as far as the Human Space Flight Enterprise, Code M, was concerned. Also by
background I had a formal aerospace engineering education and a wide experience
base. However, the agency was probably unaware that I had also been involved in
several other accident investigations, including the Challenger investigation, where I
had performed some forensic engineering studies for the agency. During 1999 the
then Administrator of NASA, Dan Goldin, had become very concerned about some

338

McDonald

in-flight anomalies that had occurred during the flight of the space shuttle in 1998
and 1999. Given my background as an unconflicted member of his staff, Mr. Goldin
asked me to put together an external team of experts to look at these problems to see
if there was a systemic safety issue within the shuttle program. He was very concerned that safety erosion might have occurred as a result of the overall changes he
had orchestrated within the agency and the funding cuts that the various administrations and Congress had levied on the program. He clearly felt “ownership” of this
potential safety problem and sought a credible assessment of the possible issues. My
views on the Columbia accident organizational factors have therefore been molded
by an exposure to the shuttle program in heading what subsequently became known
as the Shuttle Independent Assessment Team (SIAT). I also had a perspective on organizational issues having seen first-hand much of what went on at the senior levels of
management in NASA during the period of time immediately prior to the Columbia
accident. This perspective has led me to differ in some aspects from the stated
contributing organizational factors given in the CIAB report. These experiences will
be related to aspects of the organizational theories discussed in the present volume.
Perhaps anticipating the outcome of a safety investigation in 1999 Mr. Goldin did
not request either the Aerospace Safety Advisory Panel (ASAP) or the Safety and
Quality and Mission Assurance Office (S&MA) carry out his shuttle program review
but sought an independent investigation. The charter for the investigation was prepared by Mr. Joseph Rothenberg, associate Administrator for human space flight, and
informally the Administrator requested that the team “leave no stone unturned” to
explore any issue that might adversely impact shuttle safety. Thus in fact we had a
much wider charter that was evident in the official remit. Mr. Rothenberg was a very
experienced NASA executive and, as well as Mr. Goldin, clearly also felt a deep responsibility to resolve any potential safety issue, and fully supported the investigation.
The actual precipitating event that led to the formation of our team was an
electrical wiring problem that developed during the launch of STS-93. In addition
some foreign object damage to the main engine nozzle hydrogen coolant tubes was
observed, and this had resulted in a slightly premature main engine cutoff on this
same flight. On the previous shuttle flight STS-95, the landing drag parachute door
had fallen off during the main engine ignition during launch. The falling door
narrowly missed one of the main engine nozzles, where it would have likely ruptured
hydrogen cooling tubes. Such an event would have caused a catastrophic fire during
launch. In all cases the orbiter vehicle landed safely after the event. Still another
incident concerning missing washers on attachment bolts had occurred on a ferry
flight of OV-102, Columbia on a flight to Palmdale on the Boeing 747; however, the
flight was completed without mishap. The orbiters were grounded until the wiring
investigation was completed. At no time did anyone pressure our team to shorten or
speed up its investigation, and complete freedom to explore issues was given by all
concerned. Note that in this wiring incident and in the fractured fuel line problem
observed later, in the face of an evident danger to safety, the agency immediately
grounded the shuttle and to my knowledge did not pressure anyone for a fast return
to flight status. During a space flight the NASA Tiger Team performance was legendary, when activated and faced with a specific event, as is well known from Apollo
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13. As several authors observe in the present volume, a major problem for a hightech organization like NASA arises when the threat to safety is ambiguous. The
techniques for dealing with ambiguous threats given here are well worth noting,
even for application in the time-constrained environment.
It should be mentioned that during the SIAT investigation no one in the Shuttle
Program Office (SPO) nor anyone in the program made any mention of thermal
protection system (TPS) problems or foam damage from the external tank. SIAT
remained uninformed about this matter. It is believed that this omission was a reflection
of the widely held view that tile damage was a maintenance issue of routine and
minor consequence. Later the team received some safety complaints from an individual working at the Michoud operation, where the external tank was built. It was
believed that their concerns would be examined during a follow-on external review
of the external tank recommended by SIAT. Unfortunately, far as I was aware, this
external review was never carried out.
The SIAT report was completed in March of 2000. It was received with considerable concern by Mr. Goldin and also with a similar level of concern by Mr. Rothenberg.
As mentioned earlier the SIAT report contains essentially all of the same organizational issues subsequently observed by the CAIB. Mr. Rothenberg sent the report to
the Shuttle Program Office for their comments and action plan. The immediate
wiring problem had been addressed earlier by an extensive inspection process and
the shuttle fleet had returned to flight status. Among the report’s numerous concerns
was the observation that SIAT believed the NASA shuttle workforce had been cut
back inappropriately and it had to be increased immediately, particularly in the
inspection and problem resolution area. Independently Mr. Rothenberg had arrived at
the same conclusion following an analysis of shuttle workforce metrics such as sick
days, overtime, and other related stress indicators. Mr. Goldin and Mr. Rothenberg
began working to augment staff and convince the Office of Management and Budget
(OMB) to augment the NASA budget request by $500 million for safety upgrades.
It was also announced in a press release that up to 500 additional NASA staff would
be added to the Kennedy workforce. The dollar amount for safety was subsequently
increased further and incorporated into a major new safety initiative. This initiative
was subsequently approved by the Clinton administration, then cancelled following
the change in administration. The funding history is given in detail by Farjoun
(chapter 4 this volume) and policy issues discussed by both Farjoun and also by
Blount, Waller, and Leroy (chapter 7). One can draw one’s own conclusions as to the
role of this funding cut, but in principle it did not necessarily preclude the implementation of a number of the SIAT recommendations. It did, however, appear to send
a negative safety signal to the NASA community, particularly when related to the
“line in the sand” deadline for completing the core of the International Space System
(see, for instance, chapter 7 this volume).
Several other key facts should be noted. As was mentioned above, both Goldin and
Rothenberg felt ownership of the safety problems. However, Mr. Rothenberg retired
from the agency shortly after the safety program funding and action plans were
agreed upon in 1999. This was followed by the departure of another key powerful
individual in the NASA shuttle hierarchy, Mr. George Abbey, the center director at
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Johnson Space Flight Center. Abbey was deeply involved in the shuttle program and
highly motivated to solve safety-related issues, and frequently was highly critical of
many of the cuts made to the shuttle program. Finally, following the change in
administrations in January 2000, Dan Goldin left the agency in November 2001
and was subsequently replaced as NASA Administrator by Mr. Sean O’Keefe in early
2002. It is believed that these changes effectively removed all of the concerned
involved senior staff who as a result of past actions had a vested interest in, and an
ability and motivation to drive, a reversal of the safety erosion observed by SIAT and
subsequently observed by the CAIB to have contributed to the Columbia accident. As
Weick (chapter 9) and others point out, one characteristic of high-reliability organizations is a “fear of failure,” and the removal of these three individuals who had so
much at stake in the program certainly appeared to have diminished this property
within NASA. This evident increase in the senior management’s shuttle safety concerns following events in 1998 and 1999, and its loss of impetus after their departure
in 2001 and early 2002, was not ascribed significance in the CAIB report. In this I
disagree with CAIB.

ADDRESSING THE OBVIOUS QUESTIONS
The first obvious question was why the foam damage to the TPS was given such low
visibility in the program and designated as simply a maintenance matter. This is the
subject of much discussion, in the CAIB report, in the present volume, and elsewhere.
Ocasio (chapter 6) makes a number of important observations on the foam damage
matter, arguing that the safety language used by NASA did not tolerate ambiguity in
risk assessment and this was a contributing element of the problem. Weick (chapter
9) also discusses the negative effects of this same language issue from the concept of
the results of abbreviation of problems into “schemas.” From an engineering point of
view this downgrading of the problem into the unambiguous category of “not a
safety of flight issue” is much easier to understand as a matter of what size of debris
would cause a safety of flight event. Greatly compounding the problem was the
presumption that any significant damage would be to the tiles and not the reinforced
carbon carbon (RCC) panels. In this both Ocasio and the present author find themselves in disagreement with the CAIB findings. This necessitates further explanation.
Much discussed in the CAIB report and elsewhere has been the shuttle program’s
acceptance of numerous divots to the tiles as acceptable and “within-family” based
on flight experience. In light of the accident this at first glance would seem almost
irresponsible for the entire engineering staff supporting the SPO, and such a conclusion could be inferred from the CAIB report. By way of further explanation of this
lapse by a competent group of highly skilled engineers, note that there are fairly
sound aero thermodynamic reasons for why burn through does not occur with a
“small divot.” It is well known that in hypersonic flow for a small surface cavity in
a region of little flow variation in pressure, the external flow “steps across” the
cavity leaving a low speed layer of flow within the cavity, and the heat transfer to
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the lower wall of the cavity is greatly reduced and can possibly be dissipated by
conduction through the underlying aluminum structure. This is termed an “open
cavity” with well-known properties, and mainly only the downstream wall suffers
increased heat transfer. If the divot is large or tiles are missing a “closed cavity” will
form, where the external flow penetrates into the cavity and exposes the lower wall
to the high temperature and heat transfer of the external flow, with possible burn
through the result. Clearly the danger in all of this is debris of size sufficient to
create a closed cavity. As noted in the CAIB report, there was clear evidence of large
pieces of debris being shed during launch but up till Columbia none that large had
struck the TPS.
The second issue is that the engineers did not recognize the poor impact damage
resistance of the RCC panels. According to the material specifications (MC621-007)
the panels were only required to have an almost trivial impact resistance of 1.33
foot-lbs (see Curry and Johnson, 1999). This can be regarded as an upper limit on the
allowable kinetic energy of the particle striking the surface before damage would
occur. This specification was designed to give some protection from micrometeorite
damage sustained in orbit. Micrometeorites are in the micro to milligram range.
However, a simple calculation shows that the specifications translate into particles
weighing about 1/500 lb (roughly 1 gram) traveling at 500 ft per second striking the
panel at about 8 degrees being the upper limit before damage is caused (other factors
of course enter in, such as the debris material type, but they do not change the result
by orders of magnitude). The RCC panels as delivered almost certainly exceed the
impact resistance specification by a large amount, but it has not been disclosed by
how much. Certainly a quick calculation using this specified material impact strength
should have shown that a 2 lb piece of foam could cause catastrophic damage,
regardless of what a computer correlation based on micrometeorite impact (Crater)
studies suggested. Clearly the engineers believed the RCC panel had considerably
more impact resistance than the material specifications required. The question then
arises as to why this view was prevalent.
If one examines a tile and an RCC panel one is struck immediately by the weight
difference: tiles weigh on average about 1/4 lb while an RCC panel weighs roughly 25
lbs. The panels appear much more robust than the tiles and have a metallic-like
surface look and feel to them. The surface is hard and appears strong and can be
pressed to an extent that would crush the surface of the foam tiles. It is very easy to
assume just based on observations that the RCC panels have much more impact
resistance than they actually have unless one was fully informed of the material
properties for impact resistance. When this is added to the favorable flight experience
with RCC (CAIB, 2003; Curry and Johnson, 1999), it is not difficult to see why the
emphasis was initially on possible tile damage. Missing from this is the recognition
that the RCC protects the structure in regions of the most severe thermal environment suffered by the vehicle on re-entry and is in a flow region where the pressure
gradients would drive the hot gas into any breach in the surface. The above is
offered as further explanation of why many of the otherwise very competent engineers viewed the many small divots as a maintenance issue and supports the views
expressed by Ocasio in chapter 6.

342

McDonald

Given the SIAT recommendations and their subsequent close relationship to the
CAIB findings of contributing cause, clearly the SIAT recommendations had not been
implemented and the obvious question is why this was the case. Following the
Columbia accident the CAIB (and the press) asked the slightly different question of
how many of the SIAT recommendations were actually implemented. This number
was unknown to me, as there was considerable “push back” from the SPO and many
recommendations were not implemented because of a claimed “lack of understanding
of the shuttle process by SIAT” and the counterclaim by the SPO that many of the
issues were covered by existing processes. A critical error was also made, in that the
responsibility and initial funding made available for the recommended safety program upgrades was placed within the Human Space Flight Enterprise and subsequently placed under the management of the SPO instead of an independent safety
organization. Thus the views of the SPO largely determined what upgrades were
funded, when, and by how much. Thus the “passive-aggressive” behavior pattern of
the SPO was given free rein and evidenced in their prioritization of safety-related
tasks. As mentioned by Farjoun (chapter 4), a large number of the safety upgrades
subsequently fell victim to budget cuts.
A further and key decision was made in that SIAT, in light of the problems
uncovered, had recommended additional external reviews of the space shuttle main
engine (SSME), the solid rocket boosters (SRB) and the external fuel tank (ET),
mentioned earlier. The SIAT team members felt they did not have the required
expertise or time to perform these reviews The need to end the SIAT investigation
arose simply because we had exceeded the time commitments of the team members.
Of the recommended external reviews only the review of the SSME was performed. It
was argued that the shuttle program had been “reviewed to death” and the recommended reviews would be performed in due course by the ASAP.

SOME COMMENTARY WITH RELATIONSHIP TO CHAPTERS
IN THE PRESENT VOLUME
An underlying view of many within the human space flight (HSF) organization was
that the experience base of outside experts was too far removed from the shuttle
for their advice to be of much value, or that they were much more knowledgeable
about the system problems than any group of outsiders. This is certainly true in some
respects. This distancing phenomenon is discussed herein by Woods (chapter 15),
and the value of independent “fresh eyes” discussed by Roberts, Madsen, and Desai
(chapter 5). A perhaps more devastating matter, in my view, was the resulting
“passive-aggressive” response of the SPO, i.e., saying that yes, they would do something, and then treating the matter either superficially or not at all by deferring it to
the future. Thus it became very unclear what was being done to implement the SIAT
recommendations. Evident was the view of some in the HSF program that the practices
and failures that our team had been charged with investigating were actually supportive of the robust nature of the vehicle and program. System redundancy had
kicked in to treat the wiring failure, and in all the cases we looked at the vehicle had
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landed safely. The foreign object damage on this same flight had caused a small
hydrogen coolant leak, and that was claimed as a design success since the coolant
passages were designed to handle a slightly larger number of damaged coolant
passages. The parachute door was a simple technician mistake, rather than a door
design fault, as were the forgotten bolts on the ferry flight. This attitude led SIAT to
warn against “success-engendered safety optimism.” Again, as the CAIB observed,
this warning was ignored and the attitude remained within the program, to its clear
detriment. Countering this attitude requires an engaged “at risk” senior management
communicating their concerns in concrete actions.
With the NASA senior staff for whom all the shuttle problems were a deep concern
gone or not informed, and funding not available, the outcome of the SIAT report
recommendations was action deferred.
This same attitude of SPO resistance was evident in the TPS damage potential
which brought down Columbia. Identification of a significant problem from ambiguous data is a necessary first step in correcting the situation. Thus the methods for
helping identification and dealing with ambiguous threats to safety are particularly
useful to counter this type of organizational resistance exhibited by the SPO and a
major topic of several chapters in this volume (for example, chapters 5 and 12).
Further, as Snook and Connor (chapter 10) point out, tragedies such as Columbia
have a basis in a lack of categorization and the resulting lack of ownership. Of note
here also is the concept of independent “fresh eyes” discussed by Roberts, Madsen,
and Desai (chapter 5), which was the technique used by the agency in convening
SIAT. The issue of how to encourage organizational learning which would also serve
to counter this behavior is discussed by several authors in the present volume.
Implementing the SIAT recommendations was clearly an opportunity lost. The danger for NASA is that the same will happen as happened after Challenger, and that the
insular culture will reassert itself to the detriment of some future group of astronauts.
Another matter which became increasingly clear as the SIAT investigation went
forward was the sheer complexity of organizing a shuttle launch. That the SPO was
able to do the integration of the myriad tasks that had to be done to prepare the
system with the payload installed was quite amazing. This process required a tremendously disciplined workforce, managed in a very coordinated manner, and with an
extraordinary attention to process detail to ensure items were not overlooked. It is
not evident in the CAIB report that due allowance is given to the rigorous and
complex system that is needed to manage a launch, which in turn created – indeed
necessitated – the management system which has been so widely criticized. The
problem for the future is to be able to retain the required disciplined structure with
a parallel problem resolution structure, including one that must work effectively in a
time-critical environment with ambiguous threats. Strategies which could address
this problem are discussed here by Dunbar and Garud (chapter 11). The new CIABproposed independent technical authority will be a key element in this revised shuttle
organization. A concern, however, is how to obtain the necessary background knowledge and expertise on shuttle and space station to be effective. It could be argued
that the existing engineering organization at Johnson Space Center could perform
this function if, and only if, it were independent of the SPO and its tasks developed
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and adequately funded by a truly independent safety organization. The effective role
of the Aerospace Corporation in providing this type of support to the Air Force, discussed here in chapter 5, gives one encouragement that this process can be successfully implemented by NASA.
Both SIAT and CAIB commented on the lack of effectiveness of the safety and
mission assurance process within the program. A description of the convoluted and
conflicted NASA HSF safety organization is given by the CAIB and discussed further
here in chapter 14. It is now generally accepted that true independence of this
organization was lacking and must be corrected as required following the Challenger
disaster. Not commented on, however, is the dilemma faced by the entire safety
organization, including the ASAP, the S&MA organization, and indeed any supporting independent technical authority. For all of these organizations a major problem
is one of acquiring the detailed technical and process expertise needed to understand
and assess the HSF programs. This type of expertise is usually found in present or
former members of the HSF program. However, many of these individuals share the
same organizational biases and views as the program has exhibited in the past.
Indeed some of the safety organization members had a degree of ownership of the
processes and decisions they were called upon to review. As such the “fresh eyes”
elimination of the “not invented here” concept can be degraded or difficult to
implement. A second issue is that, over time, relationships develop or were in fact
pre-existing among the safety community and the program members. Thus, over
time, criticism can become muted among “colleagues,” or indeed the “normalization
of deviance” or “success-engendered safety optimism” can infect the safety community also. Indeed that clearly was a problem for the ASAP prior to 2000 and was
commented upon by the SIAT. Thus it appears necessary to have some turnover in
committee membership as well as some retention to provide corporate memory in
organizations such as ASAP, in addition to applying many of the strategies discussed
in this volume.
Farjoun (chapter 4) makes the interesting comparison between the agency response
to the Mars program failures as documented by the investigating team led by Young
(2000) and the failure to respond to the SIAT report and later confirming studies
by the ASAP. Farjoun stresses a number of factors, observing, in the Mars failure
recovery, the needed leadership provided by the responsible Office of Space Science
(Code S), and, more particularly, the intense focus exhibited by the Jet Propulsion
Laboratory and its senior management in recovering their strong safety consciousness following the loss of the Mars Polar Lander and the Mars Climate Observer. To
be fair to the shuttle, the Mars program was a less complex problem and easier to get
back on track, as its management structure was straightforward. Furthermore funding was not an issue and senior management aggressively pursued its goal apparently
without “push back” or any obvious display of passive-aggressive behavior patterns.
This comparison brings to the fore the clear fact that there is no one NASA culture,
each of the centers and Codes being different (see chapters 11 and 16 in this volume,
for instance). As Edmondson and colleagues observe (chapter 12), this can be a major
strength in dealing with ambiguous threats. This was demonstrated to some degree in
Columbia, as witness the independent landing investigations carried out by Langley
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Research Center and Ames Research Center. These events illustrate a particular strength,
not only of the differing cultures at the centers but of the NASA civil service
workforce with all of the flexibility it provides its members to independently pursue
matters they believe critical to the agency. Recent changes within NASA appear to
greatly diminish this flexibility of action. That these independent investigations did
not proceed further or were not heeded by the SPO was surely unfortunate. Elements
of this problem of barriers to the information diffusion process are discussed in the
present volume in chapters 13 and 15, where techniques to encourage this process to
enhance successful problem resolution are outlined.
The discussion on diffusion of information within organizations and organizational learning in chapters 13 and 15 raises an interesting question. Given the usual
participation by representatives of the astronaut core in most of the SPO meetings on
flight problems, it is likely that some knowledge of the potential strike was known to
them. Furthermore the information regarding the potential problem had diffused out
to both Langley and Ames, and clearly the associate Administrator of HSF and the
associate Administrator of S&MA, both of whom were former astronauts, knew of the
possible debris strike problem. Yet with all of this information circulating no action
was taken. Snook and Connor (chapter 10) discuss this problem, and suggest that such
inaction had striking parallels in seemingly unrelated accidents. While not suggesting
any particular strategies that might mitigate this organizational tendency, the chapter
makes interesting reading on the nature of the problem facing complex organizations
such as the NASA HSF Enterprise. Helpful strategies to mitigate this problem and
enhance organizational learning are, however, discussed here in chapter 13, for instance.
The various chapters herein and the CAIB report reflect upon the role of deadlines
in the accident. Blount and colleagues (chapter 7) point out that deadlines can be a
very effective management tool, but in some cases this can be a two-edged sword.
In the shuttle program it is mandatory that all of the various elements of the very
complex program work to a common timeline. What was clear to me while within
NASA was that, although the SPO and related support teams strove to keep each
mission to its assigned launch date, there was never any question that this date could
and would be moved given an acknowledged exigency occurring within the program.
The electrical wiring problem that we in SIAT were addressing was a case in point.
The grounding of the fleet for more than three months created a major program
scheduling problem for the SPO and delayed the Hubble repair mission, a very visible
highlight of the Space Science Enterprise program. As pointed out earlier, there was
no one in the agency who raised any complaint or placed any pressure on us
regarding the pace or extent of our investigation. This in spite of the fact that we
went quite far afield following the Administrator’s charge to “leave no stone unturned.”
All this appeared to change with the drawing of a line in the sand and making the
achievement of February 19, 2004 for the International Space Station “core complete” a make-or-break test for the agency. This tied the shuttle and the agency’s
very existence to this date which was widely believed to be unachievable from the
outset. Not unexpectedly, however, NASA’s high-achieving type A personalities tried
to achieve the impossible (see chapter 7) and consequently placed considerable stress
on themselves and the system. While there is no direct evidence that this deadline
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imposition contributed to the Columbia accident, it is felt by most organizational
theorists (see chapters 7 and 15 in particular for a discussion) to have had a negative
impact upon the entire HSF program, particularly as the date seemed much more
immovable and important than any previous launch deadline.
In the CAIB report and in the present volume both chapters 2 and 16 discuss the
complex environment and constraints upon NASA in the years leading up to the
Columbia accident. These policies and complex relationships constrained the ability
of the agency to take action in some important areas and evidently stressed the
agency considerably. Related to this, it was increasingly clear to this author from his
vantage point within NASA, that the OMB, either on its own or as a direct reflection
of the administration, became increasingly involved in the agency’s programmatic
details. Doubtless this was driven by the perceived poor financial performance of the
agency. However, this poor performance (see chapter 16) was more from a lack of
ability to accurately estimate how much it would cost to do that which had never been
done before. However, an inability to accurately predict costs in research is not the
same as poor financial management. The agency’s inability to meet its optimistic cost
estimates was taken as evidence of poor financial management and created a reason
for the OMB to become very involved in agency programs. Programmatic funding levels
were therefore greatly influenced and in some cases determined by the OMB examiners
and not the agency. In many cases these funding allocations were made without the
necessary expertise or input to determine their reasonableness. As the CAIB report
noted, and as discussed by Starbuck and Stephenson and others here, this led an
agency trying to survive to try to do too much with too little. What role this had in
the accident is not clear, but it certainly did not favor the creation of a learning
environment and it drove an inevitable shift to encourage “production” over “safety.”

CONCLUDING REMARKS
As an engineer turned manager for a time, I shared many in the science community’s
skepticism of organizational theory, such as is discussed in this volume. Observing
NASA management struggle with the shuttle and space station, I have gained a
better appreciation of how these theories can help structure a more effective highreliability learning organization in a very complicated high-technology environment
replete with ambiguous safety signals.
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LESSONS FROM THE
COLUMBIA DISASTER
Moshe Farjoun and William H. Starbuck

As the introduction explained, this book takes an intensive look at the organizational
processes that contributed to the Columbia disaster. The purpose is both to understand these processes more fully and to develop generalizations that will be useful to
other organizations. This chapter summarizes the main ideas in the body of the book
and then highlights some generalizations that appear to offer widespread utility.

SUMMARY OF THE BOOK
NASA, and more specifically the space shuttle program, is a large, elaborate, and
mature organization. It operates risky and complex technology in an unforgiving
physical environment that emits ambiguous signals, and it pursues extremely challenging and often inconsistent goals to satisfy multiple constituents in a politically
charged organizational environment (chapter 17). Those are NASA’s long-run challenges. In addition to these, at the time of the disaster, NASA was facing tight
budgetary constraints, personnel downsizing, severe time pressures, leadership turnover, and technological, political, and financial uncertainty (chapter 1).
Like most accidents and disasters, the Columbia disaster did not have just one
isolated cause. Many historical, social, political, and technological factors interacted
across different organizational levels and in different subsystems to create unsafe
conditions, unrealistic expectations, and faulty decision-making (chapter 14). For
example, imbalanced goals and ineffective learning combined with production pressures and fragmented problem-solving that missed cross-checks and the big picture
(chapter 15).
The disaster occurred in a working environment that featured time pressure to
complete the ISS, risky shuttle technology, and misleading characterization of the
shuttle as “operational.” These features had roots in early policy and technological
decisions made to secure NASA’s and the shuttle program’s continued survival
(chapter 2). Supported by economic-political coalitions, those early decisions crystallized
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and became taken for granted over time. However, they were creating undetected
problems. For instance, shedding of foam from the external tank had a long history
dating back to Columbia’s first flight in 1981. Similarly, organization stress was
escalating, efficiency was receiving extreme emphasis, and communication was problematic even before the Challenger disaster of 1986 (chapter 3). These issues resurfaced on multiple occasions, most notably in the 1999 mishaps at the JPL and the
1999 anomalies that grounded the Columbia shuttle for 18 months (chapters 4, 15).
NASA was already having trouble coordinating its activities temporally when NASA’s
Administrator declared a “Core complete” deadline for ISS, with the result that
coordination problems escalated (chapter 7). Then NASA’s efforts to implement recommendations of the Shuttle Independent Assessment Team (SIAT) foundered on
ineffective knowledge acquisition and transfer and leadership succession problems
(chapter 4).
History shaped events in at least three ways. Firstly, early technological choices
continued to cause problems despite multiple upgrades in shuttle technology. Secondly, history imprinted the “can-do” culture at NASA and increased organizational
complexity by adding layers of procedures and structural patches in response to prior
disasters (chapter 16). Thirdly, successes engendered optimism at NASA and made it
more confident in its ability to learn and operate safely, as did the remedial changes
following the Challenger disaster (chapter 3). Repeated success bred inertia and
insularity, solidified frames and vocabulary (chapter 6), and contributed to the shuttle
program’s gradual slide into failure (chapters 4, 6).
Contrary to what many people inside and outside NASA believed, safety did not
have the highest priority in the years preceding the Columbia disaster. Competing
with safety were the often conflicting goals of cost, time, and innovation (chapters 2,
4, 8). In fact, NASA personnel treated safety more as a constraint than as a goal to
be pursued (chapter 6). NASA’s goal conflict has been reinforced by its political
environment (chapter 16), by value conflict within society (Heimann, 1997), and by
differences among professional groups such as scientists, engineers, and management
(chapters 8, 13, 14, 16). Goal conflict affected both the compromises made in shuttle
technology (chapter 2) and the information-processing and decision-making about
Columbia’s mission (chapter 7). NASA’s unrelenting focus on efficiency and schedule
targets had the side effects of filtering external advice, blocking warning signals, and
pushing the organization beyond its limits (chapter 7). Managers were so focused on
reaching their schedule targets that the foam problems did not induce them to shift
their attention to safety (chapter 8).
The Columbia disaster highlighted other contradictory demands facing managers
and individuals at NASA: The agency requires long and stable horizons to pursue its
major goals but is vulnerable to short-run disturbances, shifting priorities, changing
personnel, and political and technological uncertainty (chapter 16). Several times,
asserting that complete implementation would delay return to flight, NASA has only
partially implemented the recommendations of oversight bodies that were created
to correct problems (chapter 3). NASA has viewed and publicized its technology as
routine while also acknowledging its exploratory and risky nature (chapters 6, 11).
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NASA has set ambitious goals in the face of survival threats and shrinking resources,
and by doing so, has increasingly overstretched its resources (chapters 2, 3).
NASA has found it especially difficult to balance the contradictory demands of
differentiation and integration (chapter 10; Lawrence and Lorsch, 1967). NASA’s size
and complexity create coordination and comprehension challenges for individuals
with human cognitive limits. Embedded in a larger inter-organizational network,
NASA’s complex matrix organization may have failed to integrate effectively the
varied and distributed tasks undertaken by different members of the organization
and by different programs such as the shuttle and the ISS (chapters 5, 7, 16).
Coordination attempts had to overcome the need to recognize and confront
ambiguous threats before and during Columbia’s mission. A major problem in a fragmented and distributed system is “situation awareness,” or the ability of individuals
to see the big picture as it unfolds (Weick et al., 1999). Under the dual pressures of
incomplete knowledge and complexity, individuals do not see the nature and significance of events (chapter 6). One ongoing event takes on multiple meanings when
viewed from different areas within the organization, due in part to conflicting ways
of organizing. Under these conditions, data appear indeterminate and people have
difficulty discerning appropriate actions (chapter 11). Individual and social tendencies,
manifested at individual and group levels, may impair analysis and problem-solving
(chapters 12, 13).
Coordination failures played out in various ways. The safety function failed to
maintain an independent and credible voice in operational decisions (chapters 5, 14,
15). Different units developed idiosyncratic vocabularies that obscured risks (chapter
6). Temporal uncertainty, unpredictable cutbacks, and rigid deadlines affected temporal structure and coordination and thus indirectly influenced decision-making and
safety–efficiency tradeoffs (chapter 7). The perception of ambiguous raw data and its
interpretation in collectively shared categories were impaired (chapter 9). Managers
and engineers struggled with their professional differences (chapter 13). The shuttle
program did not draw relevant lessons from the JPL robotic program (chapter 4).
High temporal uncertainty introduced motivational and cognitive reactions such
as a need for closure, planning fallacies, and escalation of commitment, and left
insufficient time for task completion (chapter 7) and learning (chapter 4). Compelled
by managers’ focus on meeting target schedules (chapter 8) and responding to stress,
confusing priorities, and heightened uncertainty, employees cut corners, distrusted
their superiors, and became generally confused about what they should be doing.
Leaders tended to overreact in their ongoing reallocations of resources between the
dual goals of safety and efficiency (chapter 2). Individuals were unsure to what
extent they needed to follow rules and procedures (chapter 9) and what incentives
and penalties they needed to consider (chapter 8). Facing time and production
pressures made them less likely to act mindfully (chapter 9).
The CAIB report appropriately placed much emphasis on organizational culture
to explain why NASA has continued to repeat ineffective behaviors (chapter 3).
The different cultures of organizational units and occupations influenced problemsolving and sense-making (chapters 3, 9), fed the agency’s identity as invincible
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(chapter 9), impaired conflict resolution (chapter 13), and discouraged the voicing
of concerns (chapter 14). Yet, focusing on a pervasive influence such as culture,
important as it may be, could obscure important influences that would allow more
targeted remedies (chapters 1, 6). The authors of this book highlight other important
factors – notably, personal and organizational incentives (chapter 8), conflicting
interests (chapter 11), and policy and environmental constraints (chapters 2, 14).
Several authors of this book question whether NASA has learned from experience.
Integral to such discussion is defining relevant experience – a topic that is subject to
dispute. Some focus on similarities between the Challenger and Columbia disasters to
suggest that history has repeated and NASA has not learned (chapters 3, 8). Others
say that similarity between the two disasters is overdrawn and one needs to appreciate nuanced differences (chapters 4, 6). Also salient are parallels with other failures
– such as the JPL robotic failures of 1999, the Apollo 1 disaster, and the Columbia
1999 mishaps. In his Preface, Sean O’Keefe suggests that some factors that contributed to NASA’s failures also contributed to NASA’s notable successes, so what should
have been learned may only be clear in retrospect, if then.
Evidence about learning is mixed. Some evidence suggests that trial-and-error
learning did occur at the engineering level after each mission and following major
failures. Investigatory procedures regarding the Columbia disaster originated at the
aftermath of the Challenger disaster. Actions by NASA’s Administrators offer evidence of cognitive learning at a strategic level: Dan Goldin changed NASA’s goal
priorities as a result of commission reports and Sean O’Keefe recognized the risks
of operating the shuttle program close to its limits (chapter 4). Learning after the
Challenger disaster fostered the subsequent long period without major failures. On
the other hand, strong evidence suggests that NASA has consistently ignored recommendations of oversight bodies and commissions, most notably those in the SIAT
report. Leaders used post-disaster reforms to introduce unrelated changes (chapter 3).
Cognitive learning by individuals often seemed to have no effect on behaviors at the
organizational level (chapters 4, 13).
Authors of this book generally agree that NASA’s learning processes have been
inadequate and ineffective. Although NASA created learning processes such as committees, task groups, and benchmarking studies, the agency has a tendency not to
complete its learning cycles. It rushes to restore normal activities and to continue
with its missions before it has absorbed appropriate lessons (Introduction; chapters 2,
4). Learning processes have also been disrupted by executive and employee turnover
and by instabilities outside NASA’s control (chapter 16). Knowledge transfer and
information systems have been ineffective or have generated incorrect or incomplete
lessons (chapters 3, 6, 13). NASA and its constituents have sometimes lacked the
capabilities to learn, whereas at other times, they disputed recommendations or
lacked motivation to make changes (chapters 2, 3).
This book’s authors offer many recommendations for mitigating disasters and
making them less likely. Some focus on localized solutions such as improving safety
measures, restructuring the safety function, assuring more stable funding, and improving learning and communication processes (chapters 4, 5, 10, 12, 13, 14). Others
focus on global responses such as improving mindfulness and resilience (chapters 9,
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15) or providing systemic solutions and managing critical constraints (chapters 14,
16). Various authors discuss how NASA should define acceptable risk (chapter 6),
whether NASA should continue to fly shuttles (chapter 2), whether repetitive failures
are inevitable (chapter 3), how NASA’s scientific and engineering communities could
benefit from social-science input (chapter 17), and how to make NASA more effective (chapter 16).
Several of the recommendations put forth by this book’s authors have already
been adopted at NASA, whereas other recommendations would require redirection of
effort (chapter 16). The post-Columbia events and changes clearly demonstrate the
difficulties of implementing changes after a disaster (chapter 3). Some known sources
of risk aspects have been ignored and new sources of risk have been detected postaccident. Recommendations have sometimes been distorted, edited, rejected and not
implemented. Change efforts have been layered without much synchronization. Combating safety risks is a continuous and challenging journey that requires attention to
finding the roots of failure and appreciating the difficulties of applying remedies.

DRAWING LESSONS FROM NASA’S EVOLUTION, INCLUDING
THE COLUMBIA DISASTER
NASA is unique in many ways. Most importantly, it is a government agency that
manages risky technology in the pursuit of extremely challenging goals. As the
Columbia case illustrates, these organizational features also were embedded in an
historical and environmental context that put extreme demands on the organization.
But many other organizations share some or most of these characteristics. Government agencies such as the Federal Drug Administration (FDA) or the Central Intelligence Agency (CIA) have strong similarities. Outside of government, one finds large
organizations dealing with risky technologies, fraud, security, health, and all kinds of
crises. Some lessons from NASA apply to organizations that manage large-scale and
complex endeavors, have distributed knowledge systems, deal with multiple constituencies and contradictory demands, innovate, and confront extreme time and resource
pressures. The following sections complement the recommendations offered by this
book’s individual chapters by extracting several overarching lessons. These lessons
concern navigating mindfully in real time amid uncertainty and ambiguity, improving learning, unlearning bad habits, managing organized complexity systemically,
and keeping organizations within their limits.

Navigating mindfully in real time amid uncertainty and ambiguity
Retrospective observers who know how actions turned out see past events as much
more rationally ordered than current and future events (Starbuck and Milliken,
1988). Retrospective observers are unlikely to appreciate the complexity and disorder
seen by real-time decision-makers such as Dan Goldin, Sean O’Keefe, Rodney Rocha,
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and Linda Ham. Real-time decision-makers usually see greater ramifications for their
decisions and actions than retrospective observers do. They struggle to balance
conflicting goals, to sort signal from noise in complex and ambiguous events, and to
make judgment calls under resource, time, and information constraints. For example,
Dan Goldin arrived at NASA with a background in Total Quality Management that
led him to infer that the Challenger disaster had induced NASA to devote excessive
resources to safety. He laid off safety personnel. But just a few years later, a batch of
anomalies persuaded Goldin that NASA ought to hire more safety personnel.
Yet, decision-makers can watch for warning signs even in the midst of uncertainty
and ambiguity (chapter 15). Before they endanger safety, communication problems
may first manifest themselves in activities not directly related to safety, such as
accounting or research and development. Thus, NASA’s financial reporting systems
were in disarray a few years before the Columbia disaster, with the result that the
agency had poor understanding of its costs. This lack of cost knowledge may have
fed into some of NASA’s decisions about safety. NASA’s neglect of the shedding of
foam insulation from the external fuel tank illustrates another warning sign: System
stress and excessive complexity may reveal themselves in uniform beliefs and the
absence of doubt and conflict, as well as in neglect of seemingly minor issues that
grow into mistakes. As well, decision-makers can pay attention to minor deviations
from expected outcomes. Not every small deviation calls for major reassessment, but
many deviations or repeated ones may signal that a system is operating very close to
its limits and that what worked previously is no longer working.
Decision-makers can improve their information and their interpretation of information. First, they can compress organizational distances between information
inputs and decision-makers. The CAIB made several recommendations about ways
NASA could ensure leaders are in touch with lower-level concerns and could
improve communication flows up and down the hierarchy and across units. As well,
this book suggests that decision-makers can have less confidence in edited and
abstracted information (chapter 9), maintain skepticism about safety indicators (chapter
4), staff leadership positions with people experienced in safety and other front-line
functions, and empower middle managers to build information bridges both horizontally and vertically within the hierarchy. Second, decision-makers can combat their
tendencies for self-confirming biases when searching for and interpreting information. Self-confirming biases are especially troublesome for those who have publicly
committed themselves to courses of action and who fear that any deviation from
their commitments will reflect badly on their management abilities. The decisionmaking just before the last launch of Challenger affords an obvious case in point.
Third, decision-makers can deal aggressively with safety drift, which is insidious and
masked by apparent success. This means engaging in periodic reassessments, creating
artificial crises, and maintaining vigilance and a wholesome paranoia (chapter 4).
A major challenge for organizational reform is to fix the bad things without
breaking the good things. Stable cultures, structures, and practices not only reproduce failure but also enhance memory and experience, maintain and develop competencies, create organizational identity, and support success and reliability. A “can-do”
culture that is dangerous when an organization is operating close to its limits can
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enable an organization with adequate resources to make remarkable achievements.
Goals that exceed existing resources and capabilities can increase risk to unacceptable levels, stimulate innovation, or foster exceptional performance. Deadlines that
become dysfunctional when they turn into ends in themselves can facilitate coordination and efficiency. Although people sometimes have to unlearn bad habits, habits
can be safety-enhancing. A rule may be useful in most situations, but people need
license to deviate from a rule that has become inappropriate (Weick, 1993).
To sort good from bad requires understanding the contingencies that moderate
cause-effect relationships. Particularly when analyzing risks entailed in successful
performance, analysts need to simulate contingencies that might turn success into
something else, and project the potential long-term side effects of different courses
of action. A further challenge is to sense in time when assets may be turning into
liabilities. Misalignment with context is easier to recognize when several factors –
cultural norms, technology, structure – are gradually slipping out of sync than when
only one factor is drifting out of alignment. Changing multiple factors to make them
better fit together within a new context is likely to be difficult. Although organizational
crises, such as those generated by disaster, may enable wholesale reforms, the Challenger
and Columbia disasters illustrate the expense and difficulty of wholesale reforms.

Improving learning
The Columbia case illustrates the well-documented proposition that ineffective learning can precede failures and perpetuate them. NASA could have made much better
use of its opportunities to learn about foam debris, imaging requests, and organizational stress both during the years before the disaster and as it unfolded. Similarly,
NASA could have made better use of its opportunities to learn about O-ring damage
and communication between engineers and managers before the Challenger disaster.
An organization that does not see, analyze, and solve problems is likely to repeat its
failures.
Organizational learning is tricky and it has several harmful consequences. Changes
in economic and social environments sometimes punish organizations that fail to
adapt. But, many organizations have suffered because they tried to adapt to environmental fluctuations that lasted for only brief periods, and many organizations have
based their adaptation efforts on faulty understandings of their environments or their
own capabilities. Faulty cognitions undermine cognitive learning, and a majority of
managers have very erroneous perceptions of both their organizations’ capabilities
and the opportunities and threats in their organizations’ environments (Mezias and
Starbuck, 2003). Thus, it is useful to create programs that seek to give managers
more realistic perceptions. Because perception errors are so prevalent and intractable,
beneficial learning may depend at least in part on processes that reinforce successful
behaviors and extinguish unsuccessful behaviors without relying on the accuracy of
managers’ perceptions.
One general finding has been that organizations eagerly learn from their successes
but they over-learn the behaviors that they believe led to success and they grow
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unrealistically confident that success will result if they repeat those behaviors. Such
learning focuses on decision rules and information-gathering: Organizations repeat
the behaviors that preceded successes, and they turn often-repeated behaviors into
standard operating procedures. Standard operating procedures cause organizations to
act automatically, with the result that actions may lack relevance to current problems. Organizations focus their information-gathering in areas that relate to past
successes, with the indirect result that they gather too little information in areas they
assume to be irrelevant. Over long periods, learning from success makes failure very
likely, as behaviors become increasingly inappropriate to their evolving contexts and
decision-makers have less and less information about new developments. This might
be one way to describe the evolution of shuttle technology, as NASA first developed
enough confidence to label it “operational” and then discovered the unfortunate
consequences of this designation.
Another general finding has been that large organizations have great difficulty
learning from failures (Baumard and Starbuck, 2005). One pattern is that managers
interpret large failures as having idiosyncratic and largely exogenous causes, and
the larger the failure, the more idiosyncratic or exogenous causes they perceive.
Some writers have advocated that organizations should make strong efforts to learn
from small failures because such learning may prevent large failures (Cannon and
Edmondson, 2005; Sitkin, 1992). However, organizations also have trouble learning
from small failures, as managers interpret small failures as demonstrating the foolishness of deviating from well-established behavioral patterns and they also point to
idiosyncratic causes. As well, some managers turn failures – both large and small –
into opportunities for personal advancement, which fosters cynicism in those around
them.
Some of the foregoing problems can be mitigated by involving external observers
such as investigating commissions or academic researchers. The Challenger and
Columbia disasters deviated from the general pattern in that the investigations developed evidence that the causes of these failures were neither idiosyncratic nor
entirely exogenous. However, organizations may be reluctant to convert the insights
of external observers into implementing actions, and organizations very often have
trouble accepting advice from outsiders and they may either lack appreciation for
the perspectives of external observers or set different priorities than would external
observers. Indeed, the actions that outsiders see as very important may be very
difficult to implement both practically and politically, and actions insiders see as
legitimate may not be very effective ones.
A recent article in the New York Times (Schwartz, 2005) described NASA’s progress
in preparing for its next flight more than two years after the Columbia disaster. The
article provides evidence that in its rush to get back to flight, NASA has loosened its
risk standards for the shuttle and particularly those associated with foam debris.
Several NASA employees provided evidence and said they wanted to remain anonymous because they feared reprisals. This story suggests that NASA is still plagued by
a close and insular organizational culture, is too obsessed with solving yesterday’s
problems, and is tinkering with safety measures and risk classifications to play down

Lessons from the Columbia Disaster 357
the riskiness of shuttle technology. It may be that some of the useful lessons from
NASA’s experience will be drawn not by NASA but by organizations that are more
ready to absorb these lessons.

Unlearning bad habits
A distinctive aspect of the failures at NASA has been their reproducibility: failures
have a good chance of recurring. Some of the risky conditions and patterns that
produced the Columbia disaster had appeared in prior NASA failures. Two years after
the Columbia disaster, NASA has regenerated a strong focus on setting and meeting
schedules. Although agreement is widespread that the shuttle technology is obsolete
and unreliable, NASA is not developing alternative launch technologies. Such persistent patterns may foster another failure despite other changes NASA makes postdisaster (chapters 3, 4). Although recent efforts to make changes in NASA’s culture
and organizational structure are likely to enhance safety, their impacts are less while
other bad habits remain.
Another often-observed property of organizations is their need for explicit unlearning
(Hedberg, 1981). In many situations, individual people can learn new behaviors by
imprinting them over existing behaviors, so that the new replaces the old rather
seamlessly. Organizations, however, find such learning virtually impossible because
the existing behaviors adhere to formal policies and they follow routines that have
been written down. Often, existing behaviors are linked to occupational specialties
that have vested interests in their continuation, and the behaviors may have been
promulgated by organizations’ leaders. As a result, organizations typically have to
go through periods of unlearning to prepare them for new learning. People have to
discover the deficiencies of current routines and policies before they will consider
adopting different routines or policies. People may have to lose confidence in their
leaders, and sometimes, entire occupational groups may have to depart.
To uproot stable patterns is challenging. Shuttle technology affords a case in point
since this technology almost guarantees that problems will continue to surface in
multiple and varied ways. The technology is complex, tightly coupled, and as a
result, it is still not well understood. These factors in turn have made NASA reluctant
to update components, so many components are technological fossils. NASA is using
the technology to achieve difficult tasks in an unforgiving physical environment,
which dictates time-consuming preparations and extremely time-critical decisionmaking. The complexity makes it difficult to judge in real time which issues, out of
thousands, pose significant risks, and to formulate ways to deal with issues. Neither
NASA nor the CAIB considered abandoning shuttle technology at once after the
Columbia disaster rather than phasing it out or waiting for another disaster to
happen. In its summary of factors contributing to both the Columbia and the Challenger disasters, the CAIB report pointed to “previous political, budgetary, and policy
decisions by leaders at the White House, Congress, and NASA” and to “the Space
Shuttle Program’s structure, culture, and safety system” (CAIB, 2003, 195). Although
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the CAIB report devoted considerable attention to the physical and technological
causes of the disasters, CAIB did not debate whether NASA should continue using
the current shuttle technology.
The reasons for continuing to use current technology are mostly political and
social. Existing technologies and programs become institutionalized, drawing support
from personnel with specialized jobs and personal identification with specific activities and decisions. Every organization finds it difficult to terminate a poor course of
action, and impossible if there is ambiguity about how bad the course actually is,
because doing so labels some prior decisions as erroneous (Staw, 1976). In a large
government agency, technologies and programs also draw support from economic
and political interest groups and sarcastic scrutiny by the press. The Columbia
disaster might have provided an opportunity for NASA to break free of these restrictions and to push ahead with the Next Generation Launch Technology. NASA had
begun to develop new launch technology before the disaster and it could have used
the disaster as an excuse to accelerate this development while relying on its international partners to continue serving the ISS (as it has done). Instead, in early 2004,
NASA cancelled its Next Generation Launch Technology project and continued its
allegiance to the current technology.
Part of the challenge of uprooting bad habits is that the factors with the most
pervasive effects are the hardest to change. NASA’s political environment, constituents with vested interests, historically generated inertia, and long-term commitments
in the aerospace industry impede development of new technologies, shape the environments of operational managers, and constrain changes, reforms, and solutions. On
one hand, these factors imply that NASA’s bad habits are likely to be chronic, and on
the other hand, these factors imply that NASA needs to promote its long-term goals
more proactively and should not allow its environment to set its goals unilaterally.

Managing organized complexity systemically
The Columbia disaster resulted from complex interactions of technology, organization, policy, history, environment and production pressures, and normal human
behavior. Such complexity is not unique to NASA. Mason and Mitroff (1981) argued
that “organized complexity” is an ordinary property of policy and other real-world
problems, and a key characteristic of interconnected systems. Unlike “tamed” problems that can be bounded and managed, “wicked” problems have no definitive
formulations and no identifiable root causes, and they involve uncertainty, ambiguity, conflict, and social constraints (Rittel, 1972). “Wicked” problems resist attempts
to “tame” them. Thus, although complexity elicits our curiosity, we should be modest
about our ability to comprehend and manage it.
The Columbia disaster was not caused solely by a technological failure, and
organization factors played important roles. On one hand, the shuttle program’s “no
failure record” might have continued longer and in that respect, this particular
disaster involved random factors. On the other hand, the conditions that produced
the Columbia disaster could have manifested themselves in many different ways other
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than the specific foam strike that has been blamed for the demise of the shuttle
(chapters 2, 4). The shuttle system possesses other latent failures that can and likely
will happen someday. Many of the factors contributing to risk existed years before
the Columbia disaster, and signs were already present in 1999–2000 that NASA’s
long string of successful missions was about to end. Thus, the real issue is not what
technological or organizational cause led to the foam strike in this instance, but what
makes any system – whether NASA, the shuttle program, a national security system,
or a software system – prone to multiple, cumulative, and often anonymous risks.
Investigations such as those following the Challenger and Columbia disasters are
subject to hindsight biases. The faults that actually did occur appear more likely in
retrospect, and the potential faults that did not occur appear less likely in retrospect.
As a result, focusing on the immediate causes of a specific failure leads analysts to
understate the risks involved in a particular technology by ignoring risk factors
rooted in the environment, organization, and policies. Any technology becomes more
likely to fail in an organization facing extraordinary production pressures, downsizing,
skill imbalance, ambitious goals, budget cuts, and path-dependent constraints than in
one facing more benign conditions. Similarly, organizational tendencies for overspecialization, communication failure, imperfect learning, and biased or limited action
become more likely to produce dysfunctional outcomes when coupled with complex
and uncertain technology, schedule pressures, and conflicting goals.
If each part of a system operates reliably most of the time, their interaction can
reduce reliability and increase risk. For example, if the risk of technological failure is
10 percent and the risk of organization-related failure is also 10 percent, then the
total risk of failure is .1 × .1 + 2 × .9 × .1 = 19%. Such failures include organizational
failures unrelated to technology, technological failures unrelated to organization, and
combined technological-organizational failures, such as when humans err in judging
technological risks. However, the foregoing example assumes unrealistically that technological and organizational failures are independent. An organization that is prone
to fail is likely to make faulty decisions about technologies and thereby to increase
the risk of technological failure. A technology that is prone to fail is likely to make
strong demands for correct decisions under stressful conditions and thereby to increase the risk of organizational failure. JPL has achieved success with its unmanned
missions despite a working environment similar to that at the shuttle program.
However, JPL operates a much simpler technology than does the shuttle program.
Interactions between technological and organizational risks are especially consequential when an organization has to make tradeoffs among multiple goals, such as
between safety and efficiency, between short-term and long-term performance, and
between specialization and integration. Although the zone of acceptable performance
on one criterion may be relatively wide and there may be low probability of erring
to either extreme, this zone narrows noticeably when that criterion interacts with
other criteria. Allocations of resources between the often-conflicting goals of safety
and efficiency become all the more challenging when uncertainty is high, measures
are less valid, and resources are scarce. NASA achieved success with Apollo 11
despite time pressures and ambitious goals, and this success has been attributed to
the agency’s “can-do” culture. However, NASA’s overriding goal during Apollo 11
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was mission success and not cost efficiency, and at that time, NASA was quite
safety-conscious due to the Apollo 1 disaster two years prior. In an organization that
has inadequate resources and unrealistic schedules, a “can-do” culture becomes
hazardous.
These interactions imply that assessments should consider the system as a whole,
including its history, environment, and organizational contexts. The likelihood that a
technology, such as the shuttle technology, will experience failure varies over time
as a function of the organization’s properties. Just as hardware components such as
O-rings or tiles become more likely to fail under particular temporal and weather
conditions, technological systems become more vulnerable when they are managed
by organizations that have experienced long periods of success, have had considerable personnel turnover and downsizing, or have been unable to learn from their
experience.

Keeping organizations within their limits
To many observers, NASA represents an ideal. It employs a highly educated and
talented workforce and enjoys big budgets. The public, the media, and other organizations admire NASA’s historic scientific and engineering accomplishments. But
NASA has very serious defects. The Columbia disaster was not a result of an isolated
problem but a symptom of deep and broad organizational effects. It is impossible not
to conclude that disasters such as the Challenger and Columbia ones were inevitable
consequences of NASA’s organization and its environment.
If a very well-financed agency with superb personnel and exciting missions is
destined to produce major failures, what is the prospect for other organizations? In
many ways, NASA represents a model for future organizations: it is knowledgebased, large and geographically distributed, manages high risks, and operates at the
cutting edge of science and technology. It also faces demands that seem to be more
and more prevalent in modern organizations: adverse resource environment; turbulence; multiple, inconsistent and shifting goals and constituencies; high degrees of
complexity and ambiguity; and continued pressures for high and reliable performance (chapters 15, 16). Thus, NASA represents an organization that has pushed or
been pushed to the limit of what an organization can accomplish.
What factors push organizations to and beyond their limits? Among the possible
factors are large size and much fragmentation, complex or unreliable technology,
slow learning in the face of changing problems, weak prioritization of goals, managerial façades, constraints that render problems unsolvable, turbulent and demanding
environments, and their interactions.
First, large size forces organizations to decentralize, and decentralization can
become disordered fragmentation. Although some organizations operate effectively
even though they are much larger than NASA, the agency has a geographic dispersion that reflects a long history of political agendas unrelated to NASA’s current
tasks. NASA’s geographic spread has political constituencies that impede coordination and cooperation within the agency. Large organizations tend to react slowly and
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fragmentation loosens connections between their reactions and the problems they
confront.
Second, complex technologies compel organizations to develop complex structures
and complex management processes, and unreliable technologies compel them to
develop detailed inspection and warning systems. Because shuttle technology is both
complex and unreliable, NASA has grown complex organizationally, with many
hierarchical layers and many occupational specialties and narrowly defined functions. Such organizations are fragile; rather small deviations from normal can disrupt
them seriously.
Third, slow or ineffective learning prevents organizations from adapting successfully to changes in their personnel, technologies, or environments. Something is
always changing and some organizations face very volatile problems that can shift
faster than the organizations can develop solutions. NASA’s learning has been retarded by bureaucratic procedures, a fragmented structure, and unstable leadership.
The characteristics of NASA’s personnel have remained rather stable and the agency
has avoided rapid technological innovation, so NASA’s most volatile problems have
been in its environment – as Presidential Administrations and Congresses have
pressed new agendas, economic conditions have fluctuated, and the nation has
focused on different priorities.
Fourth, weak prioritization of goals induces organizations to waste resources on
tertiary activities while performing primary activities poorly. NASA has repeatedly
allowed various political actors to blackmail it into undertaking an ever-widening
range of goals. Although NASA likely gives low priority to some of its multitude
of goals, the priorities among goals are obscure to insiders as well as outsiders and
the priorities seem to slide around. An organization that tries to be all things to
everyone is likely to dissatisfy everyone.
Fifth, managerial façades create confusion (Nystrom and Starbuck, 1984). Members
of organizations create façades that conceal activities or results they want to hide
from others. Managers sometimes create façades to portray performance as better than
it was, to suggest that work processes are more efficient than they were, to make
organization structures appear more logical than they are. Some of NASA’s many
goals are probably façades; NASA’s “supervision” of its contractors has been judged
to be very superficial; NASA authorized the President to announce that the shuttle
was “operational” technology even though it worked poorly and required much
nursing. Although some façades are probably useful, façades can easily disconnect an
organization from its environment and allow the organization to become maladapted.
Sixth, all organizations face some constraints that make some problems unsolvable,
so two key issues are how critical the unsolvable problems are and whether the
organizations can find ways to get around their unsolvable problems. Although
NASA’s goals generally have a long-run character, NASA’s status as a government
agency has prevented it from being able to rely on long-run financing. By pledging
allegiance to the current shuttle technology, NASA has constrained itself to trying to
manage unreliability.
Seventh, turbulent and demanding environments force organizations to reformulate their structures and goals frequently, to experiment and innovate often, to undo
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and redo tasks, and to rethink issues. Whereas moderate amounts of such activity
help to prevent complacency, large amounts create confusion, ambiguity, stress, and
waste. Although some of NASA’s activities have to deal with dangerous and unforgiving physical environments, it seems that the primary sources of turbulence in
NASA’s environment have been political and economic. This turbulence makes NASA
less effective.
When an organization reaches its limits, risks escalate, problems and errors keep
emerging, solutions become ineffective or they lag, and threats grow more ominous.
Individuals are more likely to err and their errors are more likely to go undetected
and uncorrected. Such problems may not be blatant and obvious; they can manifest
themselves in inefficiency, deviations from expected performance, and dysfunctional
outcomes such as fraud, unethical acts, and employee burnout. NASA shows how
talented and intelligent people with plentiful resources and laudable goals can find
themselves in trouble when their organization reaches or exceeds the limits of
organizing.
This book as a whole suggests organizations can increase their resilience, reliability, and effectiveness by navigating mindfully amid uncertainty and ambiguity,
improving learning, unlearning bad habits, managing complexity systemically, and
keeping organizations from exceeding their limits. Each reduction in individual risky
elements and interactions – through better learning, more autonomy, less ambitious
goals and other means – improves the likelihood of safer and more reliable operation. Many small improvements can add up to major improvements in aggregate.
Thus, a final lesson from the Columbia disaster and one particularly applicable to
organizations at the limits is, as the Dutch poet Jules Deelder reminded us: “even
within the limits of the possible, the possibilities are limitless.”
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